new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c

R R R R

416643 Tue Dec 4 16:29:49 2012
new usr/src/uts/common/i o/ scsi/adapters/npt_sas/nptsas.c

re #6530 npt_sas crash when nore than 1 Initiator involved - ie HA
LEEE R R R EEE R R EEEEEEEEEEE R REEEE SRR EEEEEEEEEEEEREREEEEEEEEESE]

1/*
2 * CDDL HEADER START
3 *
4 * The contents of this file are subject to the terms of the
5 * Common Devel opnent and Distribution License (the "License").
6 * You may not use this file except in conpliance with the License.
7 *
8 * You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE
9 * or http://ww. opensol aris.org/os/licensing.
10 * See the License for the specific |anguage governi ng perm ssions
11 * and limtations under the License.
12 =
13 * When distributing Covered Code, include this CDDL HEADER in each
14 * file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.
15 * |f applicable, add the follow ng below this CODL HEADER, wth the
16 * fields enclosed by brackets "[]" replaced with your own identifying
17 * information: Portions Copyright [yyyy]l [nane of copyright owner]
18 *
19 * CDDL HEADER END

*/

22 /*

23 * Copyright (c) 2009, 2010, Oacle and/or its affiliates. Al rights reserved.

24 * Copyright 2012 Nexenta Systenms, Inc. Al rights reserved.
*/

OF THE USE OF THI S SOFTWARE, EVEN | F ADVI SED OF THE PQOSSI BI LI TY OF SUCH
DAVAGE.

27 | *
28 * Copyright (c) 2000 to 2010, LSI Corporation.
29 * Al rights reserved.
30 *
31 * Redistribution and use in source and binary forms of all code within
32 * this file that is exclusively owed by LSI, with or w thout
33 * nodification, is permtted provided that, in addition to the CDDL 1.0
34 * License requirenents, the follow ng conditions are net:
35 *
36 * Nei t her the name of the author nor the nanes of its contributors may be
37 = used to endorse or pronote products derived fromthis software w thout
38 * specific prior witten perm ssion.
39 *
40 * TH' S SOFTWARE | S PROVI DED BY THE COPYRI GHT HOLDERS AND CONTRI BUTORS
41 * "AS |S" AND ANY EXPRESS OR | MPLI ED WARRANTI ES, | NCLUDI NG, BUT NOT
42 * LIMTED TO, THE | MPLI ED WARRANTI ES OF MERCHANTABI LI TY AND FI TNESS
43 * FOR A PARTI CULAR PURPCSE ARE DI SCLAI MED. I N NO EVENT SHALL THE
44 * COPYRI GHT OANER OR CONTRI BUTORS BE LI ABLE FOR ANY DI RECT, | NDI RECT,
45 * | NCI DENTAL, SPECI AL, EXEMPLARY, OR CONSEQUENTI AL DAMAGES (| NCLUDI NG
46 * BUT NOT LIMTED TO, PROCUREMENT OF SUBSTI TUTE GOODS OR SERVI CES; LOSS
47 * OF USE, DATA, OR PROFITS; OR BUSI NESS | NTERRUPTI ON) HONEVER CAUSED
48 * AND ON ANY THECRY OF LI ABILITY, WHETHER I N CONTRACT, STRICT LI ABILITY,
49 * OR TORT (I NCLUDI NG NEGLI GENCE OR OTHERW SE) ARI SI NG I N ANY WAY OUT

*

*

*

54 [*

55 * nptsas - This is a driver based on LSl Logic’s MPT2.0 interface.
*

57 */

59 #if defined(li nt) || defined( DEBUG)
60 #define MPTSAS_DEBUG
61 #endif
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/*

* standard header files.
*

/

#i ncl ude <sys/note. h>

#i ncl ude <sys/scsi/scsi.h>

#i ncl ude <sys/pci.h>

#include <sys/file.h>

#i ncl ude <sys/cpuvar. h>

#i ncl ude <sys/policy. h>

#i ncl ude <sys/sysevent. h>

#i ncl ude <sys/sysevent/eventdefs. h>
#i ncl ude <sys/sysevent/dr. h>

#i ncl ude <sys/satalsata_defs. h>

#i ncl ude <sys/scsi/generic/sas. h>
#i ncl ude <sys/scsi/inpl/scsi_sas. h>

#pragma pack( 1)
#

I ncl ude <sys/scsi/adapters/npt_sas/ npi/npi 2_type. h>
#i ncl ude <sys/scsi/ adapters/ npt_sas/ npi/ npi 2. h>
#i ncl ude <sys/scsi/adapters/npt_sas/ npi/npi 2_cnfg. h>
#i ncl ude <sys/scsi/adapters/ npt_sas/nmpi/nmpi2_init.h>
#i ncl ude <sys/scsi/adapters/ npt_sas/ npi/npi 2_i oc. h>
#i ncl ude <sys/scsi/adapters/ npt_sas/ npi/ npi 2_sas. h>
#i ncl ude <sys/scsi/adapters/npt_sas/ npi/npi 2_tool.h>
#i ncl ude <sys/scsi/adapters/npt_sas/ npi/npi2_raid. h>

#pragma pack()

/*
* private header files.
*
*/
#i ncl ude <sys/scsi/inpl/scsi_reset_notify.h>

#i ncl ude <sys/scsi/adapters/npt_sas/ nptsas_var. h>
#i ncl ude <sys/scsi/adapters/ npt_sas/ nptsas_ioctl.h>
#i ncl ude <sys/scsi/adapters/ npt_sas/ npt sas_snhba. h>

#i ncl ude <sys/raidioctl.h>

#i ncl ude <sys/fs/dv_node. h> /* devfs_clean */

/*
* FMA header files
*
/
#i ncl ude <sys/ddi fm h>

#i ncl ude <sys/fni protocol . h>
#i ncl ude <sys/fmutil.h>
#i ncl ude <sys/fniio/ddi.h>

/
For anyone who would nodify the code in nptsas_driver, it nust be awared
that from snv_145 where CR6910752(npt_sas driver performance can be
inmproved) is integrated, the per_instance nutex mnutex is not hold
in the key 10 code path, including nptsas_scsi_start(), nptsas_intr()
and all of the recursive functions called in them so don’t
make it for granted that all operations are sync/exclude correctly. Before
doing any nodification in key code path, and even other code path such as
DR, watchsubr, ioctl, passthrough etc, nake sure the el ements nodified have
no rel eationship to el enents shown in the fastpath
(function nptsas_handl e_io_fastpath()) in ISR and its recursive functions.
ot herwi se, you have to use the new introduced nutex to protect them

/As to how to do correctly, refer to the conmments in nptsas_intr().

I I

/*
* autoconfiguration data and routines.
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111 */

112 static int nptsas_attach(dev_info_t *dip, ddi_attach_cnd_t cnd);
113 static int nptsas_detach(dev_info_t *devi, ddi _detach_cnd_t cnd);
114 static int nptsas_power(dev_info_t *dip, int conponent, int level);
116 /*

117 * cb_ops function

118 */

119 static int nptsas_ioctl(dev_t dev, int cmd, intptr_t data, int node,
120 cred_t *credp, int *rval);

121 #ifdef __sparc

122 static int nptsas_reset(dev_info_t *devi, ddi_reset_cnd_t cnd);
123 #else [* __sparc */

124 static int nptsas_qui esce(dev_info_t *devi);

125 #endif /* __sparc */

127 /*

128 * Resource initilaization for hardware

129 */

130 static void nptsas_setup_cnd_reg(nptsas_t *npt);

131 static void nptsas_di sabl e_bus_master(nptsas_t *npt);

132 static void nptsas_hba_fini(nptsas_t *npt);

133 static void nptsas_cfg_fini(nptsas_t *nptsas_bl kp);

134 static int nptsas_hba_setup(nptsas_t *npt);

135 static void nptsas_hba_teardown(nptsas_t *npt);

136 static int nptsas_config_space_init(nptsas_t *npt);

137 static void nptsas_config_space_fini(nptsas_t *npt);

138 static void nptsas_iport_register(nptsas_t *npt);

139 static int nptsas_snp_setup(nptsas_t *npt);

140 static void nptsas_snp_teardown(nptsas_t *npt);

141 static int nptsas_cache_create(nptsas_t npt)

142 static void nptsas_cache_destroy(nptsas_t rrpt)

143 static int nptsas_alloc_request_franes(nptsas_| t *npt ) ;

144 static int nptsas_alloc_reply_f rames(rrptsas_t *nmpt ) ;

145 static int nptsas_alloc_free_queue(nptsas_t *npt);

146 static int nptsas_alloc_post_queue(nptsas_t *rrpt);

147 static void nptsas_alloc_reply_args(nptsas_t *npt);

148 static int nptsas_alloc_extra_sgl_frame(nptsas_t *npt, nptsas_cnd_t *cnd);
149 static void nptsas_free_extra_sgl _frame(nptsas_t *npt, nptsas_cnd_t *cmd);
150 static int nptsas_init_chip(nptsas_t *npt, int first_tine);
152 /*

153 * SCSA function prototypes

154 */

155 static int nptsas_scsi_start(struct scsi_address *ap, struct scsi_pkt *pkt);

156 static int nptsas_scsi_reset(struct scsi_address *ap, int |evel);

157 static int nptsas_scsi_abort(struct scsi_address *ap, struct scsi_pkt *pkt);
158 static int nptsas_scsi_getcap(struct scsi_address *ap, char *cap, int tgtonly);
159 static int nptsas_scsi_setcap(struct scsi_address *ap, char *cap, int value,

160 int tgtonly);

161 static void nptsas_scsi_dmafree(struct scsi_address *ap, struct scsi_pkt *pkt);

162 static struct scsi_pkt *nptsas_scsi_init_pkt(struct scsi_address *ap,

163 struct scsi_pkt *pkt, struct buf *bp, int cmdlen, int statuslen,

164 int tgtlen, int flags, int (*callback)(), caddr_t arg);

165 static void nptsas_scsi_sync_pkt(struct scsi_address *ap, struct scsi_pkt
166 static void nptsas_scsi_destroy_pkt(struct scsi_address *ap,

167 struct scsi_pkt *pkt);

168 static int nptsas_scsi_tgt_init(dev_info_t *hba_dip, dev_info_t *tgt_dip,

169 scsi_hba_tran_t *hba_tran, struct scsi_device *sd);

170 static void nptsas_scsi_tgt_free(dev_info_t *hba_dip, dev_info_t *tgt_dip,
171 scsi_hba_tran_t *hba_tran, struct scsi_device *sd);

172 static int nptsas_scsi_reset_notify(struct scsi_address *ap, int flag,

173 void (*call back)(caddr_t), caddr_t arg);

174 static int nptsas_get_name(struct scsi_device *sd, char *nane, int len);

175 static int nptsas_get_bus_addr(struct scsi_device *sd, char *nane, int len);

176 static int nptsas_scsi_quiesce(dev_info_t *dip);
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177 static int nptsas_scsi_unqui esce(dev_info_t *dip);
178 static int nptsas_bus conflg(dev |nfo t *pdip, uint_t flags,

179 ddi _bus_config_op_t op, void *arg, dev_info_t **childp);
181 /*

182 * SMP functions

183 */

184 static int nptsas_snp_start(struct snp_pkt *snp_pkt);

186 /*

187 * internal function prototypes.

188 */

189 static void nptsas_|ist_add(nptsas_t *npt);
190 static void nptsas_list_del (nptsas_t *npt);

192 static int nptsas_qui esce_bus(nptsas_t *npt);
193 static int nptsas_unqui esce_bus(nptsas_t *npt);

195 static int nptsas_all oc_handshake_nsg(nptsas_t *npt, size_t alloc_size);
196 static void nptsas_free_handshake_msg(nptsas_t *npt);

198 static void nptsas_ncnds_checkdrai n(void *arg);

200 static int nptsas_prepare_pkt(nptsas_cnd_t *cnd);

201 static int nptsas_accept_pkt(nptsas_t *npt, nptsas cnd_t *sp);

202 static int nptsas_accept_txwg_and_pkt(nptsas_t *npt, nptsas_ crd _t *sp);
203 static void nptsas_accept _tx_waitqg(nptsas_t *npt);

205 static int nptsas_do_detach(dev_info_t *dev);

206 static int nptsas_do_scsi_reset(nptsas_t *npt, uintl16_t devhdl);
207 static int nptsas_do_scsi_abort(nptsas_t *npt, int target, int lun,
208 struct scsi_pkt *pkt);

209 static int nptsas_scsi capchk(char *cap, int tgtonly, int *cidxp);

211 static void nptsas_handle_qful | (nptsas_t *npt, nptsas_cnd_t *cnd);

212 static void nptsas_handl e_event (void *args);

213 static int nptsas_handl e_event _sync(void *args);

214 static void nptsas_handl e_dr(void *args);

215 static void nptsas_handl e_t opo_change(npt sas_t opo_change_list_t *topo_node,
216 dev_info_t *pdip);

218 static void nptsas_restart_cnd(void *);

220 static void nptsas_flush_hba(nptsas_t *npt);
221 static void nptsas_flush_target(nptsas_t *npt, ushort_t target, int lun,

222 uint8_t tasktype);
223 static void nptsas_set_pkt_reason(nptsas_t *npt, nptsas_cmd_t *cnd,
224 uchar_t reason, uint_t stat);

226 static uint_t nptsas_intr(caddr_t argl, caddr_t arg2);

227 static void nptsas_process_intr(nptsas_t *npt,

228 pMpi 2Repl yDescri1 pt orsUni on_t repl y_desc_union);

244 static int nptsas_handl e_io_fastpath(nptsas_t *npt, uintl6_t SMD);
229 static void nptsas_handl e_scsi_io_success(nptsas_t *npt,

230 pMpi 2Repl yDescri pt orsUni on_t reply_desc);
231 static void nptsas_handl e_address_reply(nptsas_t *npt,
232 pMpi 2Repl yDescri pt or sUni on_t repl y_desc) ;

233 static int nptsas_wait_intr(nptsas_t rrpt int polltine);
234 static void nptsas_sge_setup(nptsas_t *npt, nptsas_cnd_t *cnd,

235 uint32_t *control, pMdi 2SCSI I ORequest _t frane, ddi acc_handl e_t acc_hdl);

237 static void nptsas_watch(void *arg);
238 static void nptsas_wat chsubr (nptsas_t rrpt)
239 static void nptsas_cnd_tineout(nptsas_t *npt, uintl6_t devhdl);

241 static void nptsas_start_passthru(nptsas_t *npt, nptsas_cnd_t *cnd);
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242 static int nptsas_do_passthru(nptsas_t *npt, uint8_t *request, uint8_t *reply,

243 uint8_t *data, uint32_t request_size, uint32_t reply_size,
244 uint32_t data_size, uint32_t direction, uint8_t *dataout,
245 uint32_t dataout_size, short tineout, int r'mde)

246 static int nptsas_free_devhdl (nptsas_t *npt, uint16_t devhdl);

248 static uint8_t nptsas_get_fw_ di ag_buffer_nunber(nptsas_t *npt,
249 uint32_t unique_id);

250 static void nptsas_start_di ag(nptsas_t *npt, ertsas cmd_t *cmd);
251 static int nptsas_post _fw diag_ buffer(nptsas t *npt,

252 npt sas_fw di agnostic_buffer _t *pBuffer, uint32_t *return_code);

253 static int nptsas_rel ease fw diag_ buffer(nptsas t *npt,

254 npt sas_fw_di agnostic_buffer_t *pBuffer, uint32_t *return_code,

255 uint32_t diag_type);

256 static int nptsas_diag_register(nptsas_t *npt,

257 nptsas_fw diag_register_t *diag_register, uint32_t *return_code);
258 static int nptsas_diag_unregister(nptsas_t *npt,

259 mpt sas_fw di ag_unregi ster_t *di ag_unregister, uint32_t *return_code);
260 static int nptsas_diag_query(nptsas_t *npt, nptsas_fw diag_query_t *diag_query,
261 uint32_t *return_code);

262 static int nptsas_diag_read_buffer(nmptsas_t *npt,

263 npt sas_di ag_read_buffer_t *diag_read_buffer, uint8_t *ioctl_buf,

264 uint32_t *return_code, int ioctl_node);

265 static int nptsas_diag_rel ease(nptsas_t *npt,

266 nptsas_fw diag_rel ease_t *diag_rel ease, uint32_t *return_code);

267 static int nptsas_do_diag_action(nptsas_t *npt, ui nt32_t action,

268 uint8_t *diag_action, uint32_t length, uint32_t *ret urn_code

269 int ioctl_node);

270 static int nptsas_diag_action(nptsas_t *npt, nptsas_diag_action_t *data,
271 i nt node);

273 static int nptsas_pkt_alloc_extern(nptsas_t *npt, nptsas_cnd_t *cnd,
274 int cndlen, int tgtlen, int statuslen, int kf);
275 static void rrptsas_pkt_destroy_extern(nptsas_t *mpt, nptsas_cnd_t *cnd);

277 static int nptsas_knmem cache_constructor(void *buf, void *cdrarg, int knflags);

278 static void nptsas_knmem cache_destructor(void *buf, void *cdrarg);
280 static int nptsas_cache_franes_constructor(void *buf, void *cdrarg,
281 int knflags);

282 static void nptsas_cache_franes_destructor(void *buf, void *cdrarg);

284 static void nptsas_check_scsi_io_error(nptsas_t *nmpt, pMoi 2SCSI | ORepl y_t

285 nptsas_cnd_t *cnd);

286 static void nptsas_check_task_ngt(nptsas_t *npt,

287 pMpi 2SCSI Managenent Repl y_t reply, nptsas_cnd_t *cnd);

288 static int nptsas_send_scsi_cnd(nptsas_t *npt, struct scsi_address *ap,
289 nptsas_target _t *ptgt, uchar_t *cdb, int cdblen, struct buf *data_bp,
290 int *resid);

292 static int nptsas_alloc_active_slots(nptsas_t *npt, int flag);

c
293 static void nptsas_free_active_slots(nptsas_t *npt);

294 static int nptsas_start_cnd(nptsas_t *npt, nptsas_cnd_t *cnd);
311 static int nptsas_start_cndO(nptsas_t *npt, nptsas_cnd_t *cnd);

296 static void nptsas_restart_hba(nptsas_t *npt);
297 static void nptsas_restart_waitqg(nptsas_t *npt);

299 static void nptsas_deliver_doneq_ thread(nptsas t *npt);

300 static void nptsas_doneq_add(nptsas_t *npt, nptsas cmd_t *cnd);

317 static inline voi d nptsas_doneq_addO(nptsas_t *npt, nptsas_cnu_t *cnd);
301 static void nptsas_doneq_nv(nptsas_t *npt, uint 64_t t);

303 static nptsas_cnd_t *nptsas_doneq_thread_rn(nptsas_t *npt, uint64_t t);
304 static void nptsas_doneq_enpty(nptsas_t *npt);
305 static void nptsas_doneq_t hread(nptsas_doneq_t hread_arg_t *arg);
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307 static nptsas_cnd_t *nptsas_waitqg_rn(nptsas_t *npt);

308 static void nptsas_waitq_del ete(nptsas_t *npt, nptsas_cnd_t *cnd);
309 static nptsas_cnd_t *nptsas_tx_waitg_rn(nptsas_t *npt);

310 static void nptsas_tx_waitq_del ete(nptsas_t *npt, nptsas_cnd_t *cnd);
313 static void nptsas_start_watch_reset_del ay();

314 static void nptsas_setup_bus_reset_del ay(nptsas_t *npt);

315 static void nptsas_watch_reset_del ay(void *arg);

316 static int nptsas_watch_reset_del ay_subr(nptsas_t *npt);

332 static int nptsas_outstanding_cnds_n(nptsas_t *npt);

318 /*

319 * hel per functions

320 */

321 static void nptsas_dunp_cnd(nptsas_t *npt, nptsas_cnd_t *cnd);

323 static dev_info_t *nptsas_find_child(dev_info_t *pdip, char *nane);
324 static dev_info_t *nptsas_find_child_phy(dev_info_t *pdip, uint8_t phy);

325 static dev_info_t *nptsas_find_child _addr(dev_info_t *pdip, uint64_t sasaddr,

326 int lun);

327 static ndi _pathinfo_t *nptsas_find_path_addr(dev_info_t *pdip, uint64_t sasaddr,

328 int lun);
329 static ndi_pathi nfo _t *nptsas_find_path_phy(dev_info_t *pdip, uint8_t phy);
330 static dev_info_t *nptsas_find_snp_child(dev_info_t *pdip, char *str_wwn);

332 static int nptsas_parse_address(char *name, uint64_t *wwd, uint8_t *phy,
333 int *lun);
334 static int r’rptsas_parse_snp_nane(char *nanme, uint64_t *wwn);

336 static nptsas_target_t *nptsas_phy_to_tgt(nptsas_t *npt, int phymask,

337 uint8_t phy);
338 static nptsas_target_t *nptsas_wwi d_to_ptgt(nptsas_t *npt, int phymask,
339 uint64_t wwid);

340 static nptsas_snp_t *nptsas_wwi d_to_psnp(nptsas_t *npt, int phynmask,
341 uint64_t wwid);

343 static int nptsas_inquiry(nptsas_t *npt, nptsas_target_t *ptgt, int |un,
344 uchar _t page, unsigned char *buf, int len, Tnt *rlen, uchar_t evpd);

346 static int nptsas_get_target_device_info(nptsas_t *npt, uint32_t page_address,

347 uint16_t *handl e, nptsas_target_t **pptgt);
348 static void nptsas_update_phynask(nptsas_t *npt);
364 static inline void nptsas_renove_cndO(nptsas_t *npt, nptsas_cnd_t *cnd);

350 static int nptsas_send_sep(nptsas_t *npt, nptsas_target_t *ptgt,

351 uint32_t *status uint8_t cnd);

352 static dev_info_t nptsas get _dip_ from 1dev(dev_t dev,

353 npt sas_phymask_t *phymask);

354 static nptsas_target_t *rrptsas_addr_t o_ptgt(nmptsas_t *npt, char *addr,
355 nmpt sas_phymask_t phymask) ;

356 static int nptsas_set_led_status(nptsas_t *npt, nptsas_target_t *ptgt,
357 uint32_t slotstatus);

360 /*

361 * Enuneration / DR functions

362 */

363 static void nptsas_config_all(dev_info_t *pdi p)

364 static int nptsas_config_one_addr(dev_info_t pd| p, uint64_t sasaddr, int
365 dev_info_t **lundip);

366 static int nptsas_config_one_phy(dev_info_t *pdip, uint8_t phy, int |un,
367 dev_info_t **lundip);

369 static int nptsas_config_target(dev_info_t *pdip, nptsas_target_t *ptgt);
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370 static int nptsas_offline_target(dev_info_t *pdip, char *nane);

372 static int nptsas_config_raid(dev_info_t *pdip, uintl6_t target,
373 dev_info_t **dip);

375 static int nptsas_config_luns(dev_info_t *pdip, nptsas_target_t *ptgt);
376 static int nptsas_probe_lun(dev_info_t *pdip, int lun,

377 dev_info_t **dip, nptsas_target_t *ptgt);

379 static int nptsas_create_lun(dev_info_t *pdip, struct scsi_inquiry *sd_ing,
380 dev_info_t **dip, nptsas_target_t *ptgt, int lun);

382 static int nptsas_create_phys_lun(dev_info_t *pdip, struct scsi_inquiry *sd,
383 char *guid, dev_info_t **dip, nptsas_ target t *ptgt, int lun);

384 static int nptsas_create_virt_lun(dev_info_t *pdip, struct scsi_inquiry *sd,
385 char *guid, dev_info_t **dip, ndi _pathinfo_t **pip, nptsas_target_t *ptgt,
386 int lun);

388 static void nptsas_offline_m ssed_|luns(dev_info_t *pdip,

389 uint16_t *repluns, int lun_cnt, nptsas target _t *ptgt);

390 statlc int nptsas_ of fline Iun(dev info t *pdip, dev_info_t *rdip,

391 mdi _pathinfo_t *rpip, uint_t flags);

393 static int nptsas_config_ snp(dev info_t *pdip, uint64_t sas_wwn,

394 dev_info_t **snp_dip

395 static int nptsas_offli ne’ _snp(dev_info_t *pdip, nptsas_snp_t *snp_node,
396 uint_t flags);

398 static int nptsas_event_query(nptsas_t *npt, nptsas_event_query_t *data,
399 int node, int *rval);

400 static int nptsas_event_enabl e(nptsas_t *npt, nptsas_event_enable_t *data,
401 int node, int *rval);

402 static int nptsas_event report(nptsas t *npt, nptsas_event_report_t *data,
403 int node, int *rval);

404 static void nptsas_r ecord_event(vm d *args);

405 static int nptsas_reg_access(nptsas_t *npt, nptsas_reg_access_t *data,
406 int node);

408 static void nptsas_hash_init(nptsas_hash_table_t *hashtab);

409 static void nptsas_hash_uninit(nptsas_hash_table_t *hashtab, size_t datalen);
410 static void nptsas_hash_add(nptsas_hash_tabl e_t *hashtab, void *data);

411 static void * nptsas_hash_ren(nptsas_hash_table_t *hashtab, uint64_t keyl,
412 npt sas_phymask_t key2);

413 static void * nptsas_hash_search(nptsas_hash_table_t *hashtab, uint64_t keyl,
414 npt sas_phymask_t key2);

415 static void * nptsas_hash_traverse(nptsas_hash_table_t *hashtab, int pos);

417 nptsas_target _t *nptsas_tgt_all oc(nptsas_hash_table_t *, uint16_t, uint64_t,

418 uint32_t, nptsas_phymask_t, uint8_t);

434 uint32_t, nptsas_phymask_t, uint8_t, nptsas_t *);

419 static nptsas_snp_t *npt sas_sn"p_al | oc(nmpt sas_hash_tabl e_t *hasht ab,
420 nptsas_snp_t *data);

421 static void nptsas_snp_free(nptsas_hash_table_t *hashtab, uint64_t wwid,
422 npt sas_phymask_t phymask) ;

423 static void nptsas tgt free(nptsas hash_table_t *, uint64_t, nptsas_phymask_t);

424 static void * nptsas_search_by_devhdl (nptsas hash_tabl e_t *, untl6_t);
425 static int nptsas_online_snp(dev_info_t *pdip, nptsas_snmp_t *snp_node,
426 dev_info_t **snp_dip);

428 | *
429 * Power managenent functions
430 */

431 static int nptsas_get_pci_cap(nptsas_t *npt);
432 static int nptsas_init_pn(nptsas_t *npt);

434 [ *
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435 * MPT MBI tunable:

436 *

437 * By default MBI is enabled on all supported platforns.
438 */

439 bool ean_t nptsas_enabl e_nmsi = B_TRUE;
440 bool ean_t nptsas_physi cal _bi nd_fail ed_page_83 = B_FALSE,

442 static int nptsas_register_intrs(nptsas_t *);
443 static void nptsas_unregister_intrs(nptsas_t *);
444 static int nptsas_add_intrs(nptsas_t *, int);
445 static void nptsas_rem.intrs(nptsas_t *);

447 | *

448 * FNMA Prototypes

449 */

450 static void nptsas_fminit(nmptsas_t *npt);
451 static void nptsas_fmfini(nptsas_t *npt);
452 static int nptsas_fmerror_cb(dev_info_t *, ddi_fmerror_t *, const void *);

454 extern pri_t mnclsyspri, maxclsyspri;

456 [ *

457 * This device is created by the SCSI pseudo nexus driver (SCSI vHC). It is
458 * under this device that the paths to a physical device are created when
459 * MPxI O is used.

460 */

461 extern dev_info_t *scsi _vhci _di p;

463 [ *

464 * Tunable tineout value for Inquiry VPD page 0x83
465 * By default the value is 30 seconds.

466 */

467 int nptsas_ing83_retry_timeout = 30;

469 [/ *
470 * This is used to allocate nmenory for nessage frane storage, not for
471 * data I/O DVA. All nessage frames nust be stored in the first 4G of
472 * physical nenory.

*/

473
474 ddi _dma_attr_t nptsas_dma_attrs = {
475 DVA_ATTR VO, /* attribute |ayout version */
476 oxoul I, /* address |ow - should be 0 (longlong) */
477 Oxffffffffull, /* address high - 32-bit max range */
478 ox0of fffffull, /* count max - max DMA object size */
479 4, /* allocation alignnment requirenents */
480 0x78, /* burstsizes - binary encoded val ues */
481 1, /* minxfer - gran. of DMA engine */
482 oxooffffffull, /* maxxfer - gran. of DMA engine */
483 oxffffffffull, /* max segment size (DVA boundary) */
484 MPTSAS_MAX_DMA _SEGS, /* scatter/gather list length */
485 512, /* granularity - device transfer size */
486 0 /* flags, set to O */
487 };

__unchanged_portion_omtted_
926 /*
927 * Notes:
928 * Set up all device state and allocate data structures,
929 * nmut exes, condition variables, etc. for device operation.
930 * Add interrupts needed.
931 * Return DDI_SUCCESS if device is ready, else return DD _FAI LURE.
932 */

933 static int

934 nptsas_attach(dev_info_t *dip, ddi_attach_cmd_t cnd)
935 {

936 npt sas_t *npt = NULL;
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int instance, i, j;
int doneq_ thr ead_num
char intr_added = 0;
char map_setup = O;
char config_setup = 0;
char hba_attach_setup = 0;
char snp_attach_setup = O;
char mut ex_i ni t _done = 0
char event _taskg_create = 0;
char dr_taskq_create = O;
char doneq_t hread_create = 0;
scsi_hba_tran_t *hba_tran;
uint_t mem bar = MEM SPACE;
int rval = DDl _FAI LURE;

950
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/* CONSTCOND */
ASSERT( NO_COVPETI NG_THREADS) ;

if (scsi_hba_iport_unit_address(dip)) {
return (nptsas_iport_attach(dip, cnd));
}

switch (cnd) {
case DDl _ATTACH:
br eak;

case DDI _RESUME:
if ((hba_tran = ddi _get_driver_private(dip)) == NULL)
return (DDl _FAI LURE);

mpt = TRAN2MPT( hba_tran);

if (tnpt) {
) return (DDI _FAI LURE);

/*

* Reset hardware and softc to "no outstandi ng conmands”

* Note that a check condition can result on first command
* to a target.

*/

mut ex_ent er ( &pt - >m_nut ex) ;

/*
* raise power.
*/

if (nmpt->moptions & MPTSAS_OPT_PM {
mut ex_exi t (&pt - >m nut ex) ;
(voi d) pm busy_conponent (dip, 0);
rval = pm_power_has_changed(dip, 0, PMLEVEL_DO);
if (rval == DDl _SUCCESS)
mut ex_ent er (&pt - >m_nut ex) ;
} else {

The pmraise_power() call above failed,

and that can only occur if we were unable
to reset the hardware. This is probably
due to unhealty hardware, and because

i nportant filesystens(such as the root
filesystenm) could be on the attached disks,
it would not be a good idea to continue,

as we won't be entirely certain we are
witing correct data. So we panic() here
to not only prevent possible data corruption,
but to give devel opers or end users a hope
of identifying and correcting any probl ens.

-~
* Ok ok ok ok R ok ok ok ok % b ¥
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*/
fm pani c("nptsas could not reset hardware "
"during resune");

}
npt - >m suspended = 0;

/*
* Reinitialize ioc
*/
npt->m softstate | = MPTSAS_SS_| NSG UNI T_RESET;
if (nptsas_init_chip(npt, FALSE) == DDI _FAI LURE) {
mut ex_exi t (&pt - >m_nut ex) ;
if (npt->moptions & MPTSAS_OPT _PM
(void) pm.idl e_conmponent(dip, 0);

fmpanic("nptsas init chip fail during resune");
*
* nptsas_update_driver_data needs interrupts so enable them
* first.
*/
MPTSAS_ENABLE | NTR(npt ) ;
npt sas_updat e_dri ver dat a(npt);

}
/

/* start requests, if possible */
npt sas_restart_hba(npt);

mut ex_exi t (&pt - >m nut ex) ;

/*
* Restart watch thread
*/

mut ex_ent er (&mpt sas_gl obal mut ex) ;
if (nptsas_tineout_id == 0) {
nptsas_timeout _id = tinmeout (nptsas_watch, NULL,
nptsas_tick);
nptsas_ti meouts_enabl ed = 1;

}
mut ex_exi t (&pt sas_gl obal _nut ex) ;
/* report idle status to pm framework */

if (nmpt->moptions & MPTSAS_OPT_PM
(void) pm.dle_conponent(dip, 0);
}

return (DDl _SUCCESS);

defaul t:

}

return (DDl _FAI LURE);

instance = ddi _get_instance(dip);

/*

* Allocate softc information.

*/

if (ddi_soft_state_zalloc(nptsas_state, instance) != DDl _SUCCESS) {

}
npt

mpt sas_| og( NULL, CE_WARN,
"nptsas%: cannot allocate soft state", instance);
goto fail;

= ddi _get_soft_state(nptsas_state, instance);
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if (npt == NULL) {
mpt sas_| og( NULL, CE_WARN,
"nptsas%: cannot get soft state", instance);
goto fail;

}

/* Indicate that we are ’'sizeof (scsi_*(9S))’ clean. */
scsi _si ze_cl ean(dip);

mpt->mdip = dip;
npt - >m i nstance = instance;

/* Make a per-instance copy of the structures */
nmpt->m.io_dma_attr = nptsas_dnma_attrsé4;

npt - >m nsg_dna_attr npt sas_dnma_attrs;
npt->mreg_acc_attr npt sas_dev_attr;

npt - >m dev_acc_attr npt sas_dev_attr;

/*

* Initialize FMA

*/

mpt->m fm capabilities = ddi _get prop(DDI_DEV T_ANY, rrpt->m_di p,
DDI _PROP_CANSLEEP | DDI _PROP_DONTPASS, fn1capable

DDI _FM EREPORT_CAPABLE | DDI _FM ACCCHK_CAPABLE |
DDl _FM_DVACHK_CAPABLE | DDl _FM ERRCB_CAPABLE) ;

nptsas_fm.init(npt);

if (nptsas_alloc_handshake_msg(npt,
si zeof ~ ( Mpi 2SCSI Taskl\/hnager’rent Request _t)) == DDI _FAI LURE) {
nmpt sas_| og(npt, CE_WARN, "cannot initi aI i ze handshake nsg.
goto fail;

}

/*
* Setup configuration space
*

if (nmptsas_config_space_init(npt) == FALSE)

")

mpt sas_| og(npt, CE_WARN, "nptsas_config_space_init failed");

goto fail;
confi g_setup++;
if (ddi _regs_map_setup(dip, membar, (caddr_t *)&npt->mreg,
0, 0, &mpt->mreg_acc_attr, &pt->mdatap) != DDl _SUCCESS) ({
mpt sas_| og(npt, CE_WARN, "map setup failed");
goto fail;
nap_set up++;

/*
* Ataskqg is created for dealing with the event handler
*/

if ((mpt->mevent_taskq = ddi _taskq_create(dip, "nptsas_event_taskqg",

1, TASKQ DEFAULTPRI, 0)) == NULL)
mpt sas_| og(npt, CE_NOTE, "ddi _taskq_create failed");
goto fail;

}
event _t askq_creat e++;
/*
* Ataskg is created for dealing with dr events

|f ((rrpt >m dr _taskq = ddi _taskq_create(dip,
"npt sas_dr_t askq",
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1, TASKQ DEFAULTPRI, 0)) == NULL) {
mpt sas_| og(npt, CE_NOTE, "ddi _taskq_create for discovery "
"failed");
goto fail;

dr _taskq_creat e++;

npt->m_doneq_t hread_t hreshol d = ddi _pr op_get _| int (DDl _DEV_T_ANY, dip,
0, "nptsas_doneq_thread threshol d_prop", 10);

nmpt - >m | doneq I'engt h_threshold = ddi _prop_ get |nt(DD| DEV_T_ANY, dip,
0, "nptsas_doneq_ Iength threshol d_prop", 8);

nmpt - >m doneq_t hread_n = ddi _prop_get _i nt( DDI _DEV_T_ANY, di p,
0, "nptsas_doneq_thread_n_prop", 8);

if (npt->mdoneq_thread_n)
cv_init(&mpt->mdoneq_thread_cv, NULL, CV_DRIVER, NULL);
mut ex_i ni t (&pt - >m doneq_nutex, NULL, MJTEX_DRI VER, NULL);

mut ex_ent er ( &rpt - >m doneq nmut ex) ;

npt - >m doneq_thread_id =
kmem zal Toc(si zeof (nptsas_doneq thread_list_t)
* npt->m doneq_t hread_n, KM SLEEP);

for (j =0; j < npt->mdoneq_thread_n; j++) {

cv_init(&pt->mdoneq_thread_id[j].cv, NULL,
CV_DRI VER, NULL);

mut ex_i ni t (&mpt - >m doneq thread_id[j].nnutex, NULL,
MJTEX_DRI VER, NULL) ;

mut ex_ent er ( &npt - >m doneq thread _id[j].nutex);

mpt - >m doneq_thread_id[j].flag | =
MPTSAS_DONEQ THREAD ACTI VE;

npt - >m doneq_thread_id[]]. arg rrpt = npt;

mpt - >m doneq_thread_i d[j]. -],

npt - >m doneq_thread_id[]]. hreadp
thread_creat e( NULL, 0, nptsas_doneq_t hread,
&mpt - >m doneq_thread_id[]].arg,
0, &p0, TS RUN, minclsyspri);

npt - >m_d0neq_thread_| d[j].donet ail =
&mpt - >m doneq_t hread_i d[j]. doneq;

mut ex_exi t (&pt - >m doneq_thread_id[j]. mutex);

nmut ex_exi t (&pt - >m doneq_nut ex) ;
doneq_t hread_cr eat e++;

}
/* Initialize nmutex used in interrupt handler */
mut ex_i ni t (&t ->m nmutex, NULL, MJTEX_DRI VER
DDl _I NTR PRI(ert->m|ntr prl))
mut ex_i ni t (&t ->m 1 passthru_nutex, NULL, MJUTEX DRIVER, NULL);
mut ex_i ni t (&pt->m tx_wai t g_nutex, NULL, MJITEX DRI VER
mut ex_i ni t (&pt->m.i ntr_nutex, NULL, MUTEX_DRI VER
DDl _I NTR PRI (npt->m.intr pri))
for (i =0; 1 < MPTSAS MAX PHYS; | ++)
mut ex_i ni t (&pt - >m phy_i nfo[1]. snhba_i nfo. phy_nut ex
NULL, MJTEX_DRI VER,
DDl _I NTR PRI (npt->m.intr_pri));
}
cv_init(&mt->mcv, NULL, CV_DRIVER, NULL);
cv_init(&mpt->m passthru cv, NULL, CV_DRIVER, NULL);
cv_init(&mpt->mfwcv, NULL, CV_ DRI VER, NULL);
cv |n|t(&npt >n1conf|g cv, hULL CV_DRI VER, NULH
cv_init(&nmpt->mfwdiag_cv, NULL, CV_DRIVER, NULL)
mutex_i ni t_done++;
/*
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* Disable hardware interrupt since we're not ready to
* handle it yet.
*/
MPTSAS_DI SABLE_I NTR(npt) ;
if (nptsas_ regl ster |ntrs(rrpt) == FALSE)
goto fail;
intr_added++;

nmut ex_ent er (&pt - >m_nut ex) ;
/*
* Initialize power nanagenent conponent

|f (npt->m options & MPTSAS_OPT_PM {
if (nptsas_init_pn(npt)) {
mut ex_exi t (&t - >m_nut ex) ;
nptsas_l og(npt, CE WARN, "nptsas pminitialization
"failed");
goto fail;

}

/*
* Initialize chip using Message Unit Reset, if allowed
*
/
npt->m softstate | = MPTSAS_SS_MSG_UNI T_RESET;
if (nmptsas_init_chip(npt, TRUE) == DDI _FAILURE) {
nmut ex_exi t (&pt - >m nmut ex)
nptsas_| og(nmpt, CE_WARN, "nptsas chip initialization failed");
goto fail;

}

*

* Fill in the phy_info structure and get the base WND
*/
if (nmptsas_get_manufacture_page5(npt) == DDl _FAI LURE) {
rrptsas I og( npt, N,
'npt sas_get _manuf act ure_page5 failed!");
goto fail;

}

if (nptsas_get_sas_io_unit_page_hndshk(npt)) {
nptsas_| I og(mpt, CE_WARN,
"npt sas_get _sas_i o_uni t _page_hndshk failed!");
goto fail;

}

if (nmptsas_get_manufacture_pageO(npt) == DDl _FAI LURE) {
rrptsas I og( npt, N,
"npt sas_get _manuf act ure_page0 failed!");
goto fail;

}
mut ex_exi t (&pt - >m_nmut ex) ;

/*
* Register the iport for multiple port HBA
*/

npt sas_i port_register(npt);

/*

* initialize SCSI HBA transport structure
*/

if (nptsas_| hba setup(npt) == FALSE)

goto fail;
hba_attach_set up++;
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1266 if (nptsas_ sr’rp setup(n"pt) == FALSE)

1267 goto fail;

1268 snp_attach_ setup++

1270 if (nptsas_cache_create(npt) == FALSE)

1271 goto fail;

1273 npt - >m scsi _reset _delay = ddi prop get _i nt (DDl _DEV_T_ANY,
1274 dip, 0, "scsi-reset-delay™, SCSI_DEFAULT RESET_DELAY);
1275 if (nmpt->mscsi_reset_delay == 0) {

1276 nptsas_I og(npt, CE_NOTE,

1277 "scsi_reset_delay of 0 is not recommended,"
1278 " resetting to SCSI_DEFAULT_RESET_DELAY\n");
1279 nmpt - >m scsi _reset _del ay = SCSI _DEFAULT_RESET_DELAY;
1280 1

1282 /*

1283 * Initialize the wait and done FlFO queue

1284 */

1285 npt - >m donetail = &mpt->m doneq;

1286 npt->mwai tqgtail = &pt->mwaitq;

1287 mpt->mtx_waitqgtail = &mpt->mtx_waitq;

1288 mpt->m tx_draining = 0;

1290 /*

1291 * joc crmd queue initialize

1292 */

1293 npt - >m i oc_event crrdt ail = &mpt->m.ioc_event_cndq;

1294 npt->m dev_handl e = OxFFFF

1296 MPTSAS_ENABLE_| NTR( npt )

1298 /*

1299 * enabl e event notification

1300 */

1301 mut ex_ent er (&pt - >m nut ex) ;

1302 if (nptsas_ioc_enable_event_notification(npt)) {

1303 mut ex_exi t (&pt - >m nut ex) ;

1304 goto fail;

1305 1

1306 mut ex_exi t (&pt - >m_nut ex) ;

1308 /*

1309 * Initialize PHY info for smhba

1310 *

1311 if (nptsas_smhba_setup(nmpt)) {

1312 npt sas_| og(npt, CE_WARN, "nptsas phy initialization "
1313 "failed");

1314 goto fail;

1315 }

1317 /* Check all dma handl es allocated in attach */

1318 if ((nmptsas_check_dma_handl e(npt->mdne_req_frane_hdl)
1319 I'= DDl _SUCCESS) ||

1320 (npt sas_check_dma_handl e(mpt - >m dma_repl y_frame_hdl )
1321 ! = DDl _SUCCESS)

1322 (mpt sas_check_dma_handl e( npt - >m dna_f r ee_queue_hdl )
1323 I'= DDI _SUCCESS)

1324 (npt sas_check_dma_handl e( npt - >m dma_post _queue_hdl )
1325 I'= DDl _SUCCESS) |]

1326 (mpt sas_check_dma_handl e( npt - >m hshk_dna_hdl )

1327 I'= DDl _SUCCESS)) {

1328 goto fail;

1329 }

1331 /* Check all acc handles allocated in attach */

14



new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c

1332 if ((mptsas_check_acc_handl e(npt->m datap) != DDl _SUCCESS) ||
1333 (npt sas_check_acc_handl e( npt - >m acc_req_frane_hdl)
1334 I'= DDl _SUCCESS) ||

1335 (npt sas_check_acc_handl e(nmpt->m acc_reply_frame_hdl)
1336 I'= DDl _SUCCESS)

1337 (nptsas_check_acc_handl e( npt - >m acc_free_queue_hdl)
1338 = DDI _SUCCESS) |

1339 (npt sas_check_acc_handl e( npt - >m acc_post _queue_hdl )
1340 I'= DDl _SUCCESS)

1341 (nptsas_check_acc_handl e( npt - >m hshk_acc_hdl )

1342 I'= DDl _SUCCESS) |T

1343 (mpt sas_check_acc_handl e( npt - >m confi g_handl e)

1344 I'= DDl _SUCCESS)) {

1345 goto fail;

1346 1

1348 /*

1349 * After this point, we are not going to fail the attach.
1350 */

1351 /*

1352 * used for nptsas_watch

1353 */

1354 nmpt sas_| i st_add(npt);

1356 nmut ex_ent er (&npt sas_gl obal _nut ex) ;

1357 if (nmptsas_tinmeouts_enabl ed == 0)

1358 nmpt sas_scsi _wat chdog_tick = ddi prop get _i nt (DDI _DEV_T_ANY,
1359 dip, 0, "scsi-watchdog-tick™, DEFAULT WD TICK);
1361 nptsas_tick = nptsas_scsi_watchdog_tick *

1362 drv_usect ohz((cl ock_t)1000000) ;

1364 nptsas_tineout_id = tineout(nptsas_watch, NULL, nptsas_tick);
1365 npt sas_ti meouts_enabled = 1;

1366 }

1367 mut ex_exi t (&t sas_gl obal _nut ex) ;

1369 /* Print nmessage of HBA present */

1370 ddi _report_dev(dip);

1372 /* report idle status to pmframewrk */

1373 if (npt->moptions & MPTSAS _OPT_PM {

1374 (void) pm.idle_conmponent(dip, 0);

1375 1

1377 return (DDl _SUCCESS);

1379 fail:

1380 nptsas_l og(npt, CE_WARN, "attach failed");

1381 npt sas_fm ereport (npt, DDl _FM DEVI CE_NO RESPONSE) ;

1382 ddi _fm service_i npact (npt->mdip, DD _SERVICE_LCST);

1383 if (npt) {

1384 mut ex_ent er (&pt sas_gl obal _nmut ex) ;

1386 if (nptsas_timeout_id & (nptsas_head == NULL)) {
1387 timeout _id_t tid = nptsas_tineout_id;
1388 npt sas_ti meouts_enabl ed = 0;

1389 mptsas_timeout _id = O;

1390 nut ex_exi t (& pt sas_gl obal _nut ex) ;

1391 (void) untimeout(tid);

1392 mut ex_ent er (&pt sas_gl obal _nut ex) ;

1393

1394 mut ex_exi t (&pt sas_gl obal _nmut ex) ;

1395 /* deal |l ocate in reverse order */

1396 npt sas_cache_destroy(npt);

15
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1398 if (snp_attach_setup) {

1399 npt sas_snp_t ear down( npt ) ;

1400 }

1401 if (hba_attach_setup) {

1402 npt sas_hba_t ear down(npt) ;

1403 }

1405 if (npt->mactive) {

1406 mpt sas_hash_uni ni t (&pt - >m act i ve- >m snpt bl ,
1407 si zeof (nptsas smp_t));

1408 npt sas_hash_uni ni t (&mpt->m acti ve->mtgtthl,
1409 sizeof (nptsas_target t));

1410 nptsas_free_active_slots(npt);

1411

1412 1f (intr_added) {

1413 npt sas_unregi ster_intrs(npt);

1414 }

1416 if (doneq_thread_create) {

1417 nmut ex_ent er (&pt - >m doneq_nut ex) ;

1418 doneq_t hread_num = npt - >m doneq_ t hr ead n;

1419 for (j =0; j < npt->mdoneq_thread_n; J++) {
1420 mut ex_ent er (&pt - >m doneq_t hread_id[]]. nut ex);
1421 npt ->m doneq_thread_id[j].flag &
1422 (~MPTSAS_DONEQ_THREAD_ACTI VE) ;
1423 cv_si gnal (&t ->m doneq_thread_id[j].cv);
1424 mut ex_exi t (&pt - >m doneq_t hread_i d[] ] . nut ex)
1425 }

1426 whil e (npt->mdoneq_thread_n) {

1427 cv_wai t (&npt - >m doneq_t hread_cv,

1428 &npt - >m doneq_nut ex) ;

1429 }

1430 for (j =0; j < doneq_thread_num j++) {

1431 cv_destroy( &t ->m doneq_thread_id[j].cv);
1432 mut ex_dest roy( &mpt - >m doneq_thread_i d[j].
1433 }

1434 kmem f ree(npt - >m doneq_t hread_i d,

1435 si zeof (nptsas_doneq_t hread_| Iist _t)

1436 * doneq_t hread_nunm ;

1437 mut ex_exi t (&t - >m_doneq_rmt ex);

1438 cv_destroy( &mpt - >m doneq_t hread_cv);

1439 nut ex_dest r oy( &npt - >m doneq_nut ex) ;

1440 }

1441 1f (event_taskqg_create) {

1442 ddi _t askq_destroy(npt->m event _t askq);

1443 }

1444 1f (dr_taskqg_create) {

1445 ddi _taskq_destroy(npt->mdr_taskq);

1446 }

1447 1f (rmutex_init_done) {

1448 nut ex_dest r oy( &pt - >m t x_wai t q_nut ex) ;

1462 mut ex_dest r oy( &pt - >m_i ntr_nut ex) ;

1449 mut ex_dest r oy( &pt - >m passt hru_nut ex) ;

1450 nut ex_dest r oy( &npt - >m nut ex) ;

1451 for (i =0; i < NPTSAS_I\/AX_PHYS; i++) {

1452 mut ex_destroy(

1453 &npt - >m phy_info[i].snmhba_i nfo. phy_mut ex) ;
1454 }

1455 cv_destroy(&mt->mcv);

1456 cv_dest r oy( &npt - >m passt hru_cv);

1457 cv_dest roy(&mt->mfw cv);

1458 cv_destroy(&mpt->mconfig_cv);

1459 cv_destroy(&npt->mfw di ag_i cv)

1460 }

1462 if (map_setup) {
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1463 nptsas_cfg_fini(nmpt);

1464

1465 1f (config_setup) {

1466 npt sas_confi g_space_fini (npt);
1467 }

1468 mpt sas_free_handshake_msg(npt);

1469 npt sas_hba_fini (npt);

1471 mpt sas_fm fini(npt);

1472 ddi _soft_state_free(nptsas_state, instance);
1473 ddi _prop_renove_al | (dip);

1474 1

1475 return (DDl _FAI LURE);

1476 }

__unchanged_portion_onitted_

1677 static int
1678 npt sas_do_det ach(dev_i nfo_t *dip)

== NULL)

NULL)) {
UCCESS) {

1679 {

1680 npt sas_t *npt ;

1681 scsi_hba_tran_t *tran

1682 int circ = O;

1683 int CI rcl = 0;

1684 ndi _pat hi nfo_t p| p = NULL

1685 int

1686 int doneq thread_num = 0;

1688 NDBGO( (" npt sas_do_det ach: di p=0x%", (void *)dip));

1690 if ((tran = ndi _flavorv_get (di p, SCSA_FLAVOR_SCSI _DEVI CE))
1691 return (DDl _FAILURE);

1693 npt = TRAN2MPT(tran);

1694 if (tmpt) {

1695 return (DDl _FAI LURE);

1696 1

1697 /*

1698 * Still have pathinfo child, should not detach npt driver
1699 */

1700 if (scsi_hba_iport_unit_address(dip)) {

1701 if (npt->m npxio_enable) {

1702 /*

1703 * MPxI O enabl ed for the iport

1704 */

1705 ndi _devi _enter(scsi_vhci _dip, &circl);
1706 ndi _devi enter(dl p, &circ);

1707 whiTe (pip = ndi _get _next client path(dl p,
1708 if (mdi _pi_free(pip, 0) == _
1709 contlnue

1710 }

1711 ndi _devi _exit(dip, circ);

1712 ndi _devi _exit(scsi_vhci_dip, circl);
1713 NDBGL2( ("detach fail ed because of "
1714 "out standing path info"));
1715 return (DDl _FAI LURE);

1716 }

1717 ndi _devi _exit(dip, circ);

1718 ndi _devi _exit(scsi_vhci_dip, circl)

1719 (voi d) ndi _phci _unregister(dip, 0);

1720 }

1722 ddi _prop_renove_al |l (dip);

1724 return (DDl _SUCCESS);

1725 1

17
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1727
1728
1729
1730
1731
1732
1733
1734
1735
1736
1737
1738
1739
1740

1742
1743
1744
1745
1746
1747
1748
1749
1750
1751
1752
1753
1754
1755

1757
1758
1759
1760
1761
1762
1763
1764
1765
1766
1767
1768
1769
1770
1771
1772
1773
1774
1775
1776
1777
1778
1779
1780
1781

1783
1785

1787
1788
1789
1790
1791
1792

/* Make sure power level is DO before accessing registers */
if (nmpt->moptions & MPTSAS_OPT_PM {
(voi d) pm busy_conponent (dip, 0);

if (npt- >m 1 power _| evel !'= PM_ LEVEL _D0) {
f (pm.raise_power(dip, 0, PMLEVEL_DO) !=
DDl _SUCCESS) {

“nptsas_| og(npt, CE_WARN,
"nptsas%l: Raise power request failed. ",
npt - >m i nst ance) ;

(void) pmidle cor’rponent(dl p, 0);

return (DDl _FAILURE);

}

/*

* Send RAID action system shutdown to sync IR After action, send a
* Message Unit Reset. Since after that DVA resource will be freed,
* set ioc to READY state will avoid HBA initiated DVA operation.

*
/

nmut ex_ent er (&pt - >m _nut ex) ;

MPTSAS_DI SABLE_I NTR(npt) ;

npt sas_rai d_acti on_syst em shut down(npt);

npt - >m sof tstate | = MPTSAS_SS_MSG UNI T_RESET;

(void) nptsas_ioc_reset(npt, FALSE);

mut ex_exi t (&pt - >m_nmut ex) ;

nptsas_rem.intrs(npt);

ddi _t askq_destroy(npt->m event _taskq);

ddi _t askqg_destroy(npt->mdr_taskq);

if (nmpt->mdoneq_thread_n) {

mut ex_ent er ( &npt - >m doneq_nut ex) ;

doneq_t hr ead_num = Tpt - >m_doneq_ thr ead_n;

for (i =0; i < npt->mdoneq_thread_n; i++) {
mut ex_ent er (&pt - >m doneq_t hread_id[i]. nutex);
npt - >m doneq_thread_id[i].flag &

(~MPTSAS_DONEQ THREAD_ACTI VE) ;

cv_signal (&t ->m doneq_thread_id[i].cv);
mut ex_exi t (&pt->m doneq_thread_id[i]. mutex);

}
whil e (npt->mdoneq_thread_n) {
cv_wai t (&npt - >m doneq_t hread_cv,
&mpt - >m doneq_nut ex) ;

}
for (i =0; i < doneqg_thread_num i++) {
cv_dest roy( &t ->m doneq_thread_id[i].cv);
nmut ex_dest r oy( &t - >m doneq_t hread_i d[i]. nut ex);

}
kmem free( npt - >m doneq_t hread_i d,
si zeof (nptsas_doneq_t hread_| list _t)
* doneq_t hread_nunm;
mut ex_exi t (&npt - >m_doneq_nut ex);
cv_dest roy( &mpt - >m doneq_t hread_cv);
mut ex_dest r oy( &npt - >m doneq_nut ex) ;

}
scsi_hba_reset _notify_tear_down(npt->mreset_notify |listf);
nptsas_| i st_del (npt);

/*
* Cancel tineout threads for this npt
*/
mut ex_ent er (&t - >m_nut ex) ;
if (nmpt->mquiesce_tinmeid) {
timeout _id_t tid = npt->mquiesce_tineid;
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1793
1794
1795
1796
1797

1799
1800
1801
1802
1803
1804
1805

1807

1809
1810
1811
1812
1813
1814
1815
1816
1817
1818
1819
1820
1821
1822
1823
1824
1825
1826
1827
1828
1829
1830
1831
1832
1833
1834
1835

1837
1838
1839
1840

1842
1843
1844
1845
1846
1847
1848
1849

1851
1852

1854
1855

1857
1858

npt - >m qui esce_tinmeid = 0O;
mut ex_exi t (&pt - >m nut ex) ;
(void) untimeout(tid);

nmut ex_ent er ( &pt - >m_nut ex) ;

}

if (nmpt->mrestart_cnd tirreid) {
timeout _id_t tid = npt- >mrestart _cnd_tineid;
nmpt->mrestart_cnd_tineid =
nmut ex_exi t (&pt - >m_nut ex) ;
(void) untimeout(tid);
nmut ex_ent er ( &pt - >m_nut ex) ;

}
mut ex_exi t (&pt - >m nut ex) ;

/*
* last npt? ... if active, CANCEL watch threads.
*

/
mut ex_ent er (&pt sas_gl obal _nut ex) ;
if (nptsas_head == NULL) {
timeout _id_t tid;
/*
* Clear nptsas_tineouts_enable so that the watch thread
*/gets restarted on DDl _ATTACH
*
npt sas_ti meouts_enabl ed = O;
if (nptsas_tineout_id)
tid = nptsas_tinmeout _ |d
nptsas_tinmeout_id =
mut ex_exi t (&npt sas_ gI obal _nutex);
(void) untinmeout(tid);
nut ex_ent er ( &npt sas_gl obal _nut ex) ;

1 f (r’rptsas reset _wat ch)
npt sas_r eset _wat ch;
r'rptsas_reset_\/\atch = 0;
nut ex_exi t (&pt sas_gl obal _nutex);
(void) untimeout(tid);
mut ex_ent er (&pt sas_gl obal _nut ex) ;

}

mut ex_exi t (&t sas_gl obal _nmut ex) ;

*
* Del ete Phy stats
*

/

npt sas_destroy_phy_stats(npt);

/*

* Del ete nt_active.

*/
nmut ex_ent er (&pt - >m_nut ex) ;
npt sas_hash_uni nit (&pt->m active->mtgttbl, sizeof (nptsas_target_t));
npt sas_hash_uni ni t (&pt->m acti ve->m snptbl, sizeof (nptsas_snp_t));
mpt sas_free_active_slots(npt);
mut ex_exi t (&pt - >m nut ex) ;

/* deal | ocate everything that was allocated in nptsas_attach */
nmpt sas_cache_destroy(npt);

npt sas_hba_fi ni
nptsas_cfg_fin

(mpt);
i(npt);

/* Lower the power informng PM Framework */
if (nmpt->moptions & MPTSAS_OPT_PM {
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1859 if (pm.lower_power(dip, 0, PMLEVEL_D3) != DDl _SUCCESS)
1860 npt sas_| og(nmpt, CE_WARN,

1861 "Inptsas%l: Lower power request failed "
1862 "during detach, ignoring."

1863 npt - >m i nst ance) ;

1864 }

1866 mut ex_destroy( &pt - >m t x_wai t q_nut ex) ;

1880 nmut ex_destroy(&pt - >m i ntr_nutex);

1867 mut ex_dest r oy( &pt - >m passt hr u_nut ex) ;

1868 mut ex_dest r oy( &mpt - >m nut ex) ;

1869 for (i =0; i <NPTSASMAXPHYS i++) {

1870 mut ex_dest r oy( &pt ->m phy_i nfo[i].snhba_i nf o. phy_nut ex) ;
1871 1

1872 cv_destroy(&nmpt->mcv);

1873 cv_destroy( &npt - >m passt hru_cv);

1874 cv_destroy(&mt->mfw cv);

1875 cv_destroy(&nmpt->mconfig_cv);

1876 cv_dest roy(&pt->m fw diag_ cv)

1879 nmpt sas_snp_t ear down( npt ) ;

1880 npt sas_hba_t ear down( npt ) ;

1882 npt sas_confi g_space_fini (npt);

1884 mpt sas_f ree_handshake_nsg(npt) ;

1886 nptsas_fmfini(npt);

1887 ddi _soft_state_free(nptsas_state, ddi_get_instance(dip));

1888 ddi _prop_renove_al | (dip);

1890 return (DDl _SUCCESS);

1891 }

__unchanged_portion_onitted_

2174 static int
2175 nptsas_power (dev_info_t *dip, int conponent, int |evel)

2176 {

2177 #if ndef

2178
2179 #endi f
2180
2181
2182
2183

2185
2186

2188
2189
2190
2191

2193

2195
2196
2197
2198
2199
2200
2201
2202
2203

_lock_lint

_NOTE( ARGUNUSED( conponent ) )

npt sas_t *npt ;

int rval = DDl _SUCCESS;
int polls = 0;

uint32_t i oc_status;

if (scsi_hba_iport_unit_address(dip) !'= 0)
return (DDl _SUCCESS);

npt = ddi _get_soft_state(nptsas_state, ddi_get_instance(dip));
if (npt == NULL)
return (DDl _FAI LURE);

}

mut ex_ent er (&pt - >m_nut ex) ;

/'k
* |f the device is busy, don’t lower its power |evel
*/

if (npt->mbusy && (npt->m power_level > level)) {
nmut ex_exi t (&pt - >m nut ex) ;
return (DDl _FAI LURE);

}
switch (level) {
case PM _LEVEL_DO:
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2204
2205
2206
2207
2208
2209
2210
2211
2212
2213
2214
2215
2216
2217
2218
2219
2220
2221
2222
2223
2224
2225
2226
2227
2228
2229
2244
2230
2246
2231
2232
2233
2234
2235
2236
2237
2238
2239
2240
2241
2242
2243

2244 }

2933
2934
2935
2936
2937

2939
2940
2941
2942
2943
2944
2945
2946
2947

__unchang

/*
* scsi
*

NDBGL1( (" nptsas%l: turning power ON.", npt->m.instance));
MPTSAS_POWER ON( Nt ) ;

/*

* Wait up to 30 seconds for 10OC to cone out of reset.

*

while (((ioc_status = ddi _get32(npt->m datap,
&npt - >m r eg- >Door bel | )) &
MPI 2_| OC_STATE_MASK) == MPI 2_| OC_STATE_RESET) {
if (polls++ > 3000) {

br eak;
}
del ay(drv_usect ohz(10000));
;*
* [f IOCis not in operational state, try to hard reset it.
*
/

if ((ioc_status & MPI2_| OC_STATE_MASK) !=
MPI 2_1 OC_STATE_OPERATI ONAL)

mpt->m softstate & ~MPTSAS_ SS MSG_UNI T_RESET;

if (nptsas_restart_ioc(npt) == DDl _FAI LURE) {
npt sas_| og(npt, CE_WARN,

"mpt sas_power: hard reset failed");

mut ex_exi t (&pt - >m nut ex) ;
return (DDI _FAI LURE);

}

mut ex_ent er (&mpt - >m i ntr _nut ex) ;
npt - >m power _| evel = PM LEVEL DO
mut ex_exi t (&pt - >m i ntr_nut ex);
br eak;
case PM LEVEL_D3:
“NDBGLI( (" nptsas%l: turning power OFF.", npt->m.instance));
MPTSAS_PONER_OFF( npt) ;
br eak;
defaul t:
nmpt sas_| og(npt, CE_WARN,
npt->m i nstance, |evel);
rval = DDI _FAI LURE;
br eak;

}
mut ex_exi t (&pt - >m nut ex) ;
return (rval);

ed_portion_omtted_

_pkt handling

* Visible to the external world via the transport structure.

*/

/

* ok kb 3k

*

*/
static i
nptsas_s

2948 {

2949
2950
2951
2952
2953

#i f ndef
#endi f

Not es

- transport the conmmand to the addressed SCSI target/lun device

- normal operation is to schedule the command to be transported,
and return TRAN_ACCEPT if this is successful.

- if NOJINTR tran_start nust poll device for command conpl etion

nt

csi_start(struct scsi_address *ap, struct scsi_pkt *pkt)
lock_lint

_NOTE( ARGUNUSED( ap) )

npt sas_t *npt = PKT2MPT( pkt);

npt sas_cnd_t *cnd = PKT2CMD( pkt);

"mptsas%: unknown power |evel <¥%>.",
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2954
2955

2957
2958
2959
2960

2962
2963
2964
2965
2966
2967
2968

2970
2971
2972
2973
2974
2975
2976
2977
2978
2979
2980
2981
2982
2983
2984
2985
2986
2987
2988
2989
2990
2991
2992
2993
2994
2995
2996
2997
2998
2999
3000
3001
3002
3003
3004
3005
3006

3008
3009
3010
3011
3012
3013
3014
3015
3016
3017
3018
3019

int rval ;

npt sas_target _t
NDBGL( (" npt sas_scsi _start:

*ptgt = cnd->cnd_t gt_addr;
pkt =0x%", (void *)pkt));

ASSERT( pt gt )

if

/*
if
}
/

* 0k ok ok ok ok % ok 3k ok sk b ok sk oF b ok ok Sk ok 3k b % bk ok % ok ok ok ok k% ok ¥

if

(ptgt == NULL)
return ( TRAN_FATAL_ERROCR);

prepare the pkt before taking nutex.
*
/

rval = nptsas_prepare_pkt(cnd);
{

(rval !'= TRAN_ACCEPT)
return (rval);

Send the command to target/lun, however your HBA requires it.

If busy, return TRAN BUSY; if there's sone other formatting error
in the packet, return TRAN BADPKT; otherwi se, fall through to the
return of TRAN_ACCEPT.

Renmenber that access to shared resources, including the nptsas_t
data structure and the HBA hardware regi sters, nust be protected
wi th nutexes, here and everywhere.

Al'so renmenmber that at interrupt tine, you |l get an argunent
to the |nterrupt handl er which is a pointer to your nptsas_t
structure; you' Il have to renenber which conmmands are outstanding

and whi ch scsi_pkt is the currently-running command so the
interrupt handler can refer to the pkt to set conpletion
status, call the target driver back through pkt_conp, etc.

If the instance lock is held by other thread, don’t spin to wait
for it. Instead, queue the cmd and next time when the instance |ock
is not held, accept all the queued cnd. A extra tx_waitq is
introduced to protect the queue.

The polled cnd will not be queud and accepted as usual .

Under the tx_waitqg nmutex, record whether a thread is draining
the tx_waitg. An IO requesting thread that finds the instance
mut ex contended appends to the tx_waitq and while hol ding the
tx_wait nutex, if the draining flag is not set, sets it and then
proceeds to spin for the instance nmutex. This schene ensures that
the last cnd in a burst be processed.

we enable this feature only when the hel per threads are enabl ed,
at which we think the | oads are heavy.

per instance nutex mtx_waitq_mutex is introduced to protect the
mtx_waitqtail, mtx_waitq, mtx_draining.
/

( npt - >m doneq_t hr ead_n)

if (nutex_tryenter(&npt->m mutex) !'= 0) {
rval = nptsas_accept_t xwg_and_pkt (npt, cnd);
nut ex_exi t (&pt - >m_nut ex) ;

} else if (cnd->cmd_pkt_flags & FLAG 5 NO NTR)  {
nmut ex ent er (&t - >m nut ex) ;
rval = nptsas_accept _txwg_. and _pkt (nmpt, cnd);
nut ex_exi t (&pt - >m_nut ex) ;

} else {
mut ex_ent er (&pt - >m t x_wai t q_nut ex) ;
/*

* ptgt->mdr_flag is protected by m nutex or
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3020
3021
3022
3004
3023
3024
3025
3026
3027
3028
3029
3030
3031
3032
3033
3034
3035
3036
3037
3038
3039
3040
3041
3042
3043
3044
3045
3046
3047
3048
3049
3050
3051
3052
3053
3054
3055
3056
3057
3058
3059
3060
3061
3062
3063
3064
3065
3066
3067
3068
3069
3070
3071
3013
3072
3073
3074
3075
3076
3077
3078
3020
3079
3080
3081
3024

* mtx_waitq_mutex. In this case, mtx_waitqg_nutex
* is acquired.
*/
nmut ex enter(&ptgt >mtgt_intr_nutex);
f (ptgt->mdr_flag == MPTSAS DR | NTRANSI TI ON) {
if (cmd- >cmj pkt _flags & FLAG NOQUEUE) {

The command shoul d be allowed to
retry by returning TRAN_BUSY to

to stall the 1/O s which come from
scsi _vhci since the device/path is
in unstable state now.

* Ok ok ok Ok ok

mut ex_exi t (&pt - >m t x_wai t q_nut ex) ;
return ( TRAN_BUSY);
} else {

* The device is offline, just fail the
* command by returning

* TRAN_FATAL_ERROR

*/

mut ex_exi t (&pt - >m t x_wai t q_nut ex) ;
return (TRAN_FATAL_ERROR);
}

if (npt->mtx_draining)
cmd->cnd_fl ags | = CFLAG TXQ
*mpt->mtx_waitqtail = cnd;
npt->mtx_waitqtail = &nd->cnd_linkp;
mut ex_exi t ( &npt - >mtx _wai t g_nut ex) ;

} else { /* drain the queue */
mpt->m tx_draining = 1;
mut ex_exi t (&pt->m t x_vxai tq_nut ex) ;
nmut ex_ent er ( &pt - >m_nut ex) ;
rval = nptsas_accept_t xwg_and_pkt (npt, cnd);
mut ex_exi t (&pt - >m_nut ex) ;

} else {
mut ex_ent er (&pt - >m_nut ex) ;
/*

* ptgt->mdr_flag is protected by mnutex or mtx_waitqg_nutex
* In this case, mnutex is acquired.

*

/
if (ptgt >mdr _flag == MPTSAS_DR | NTRANSI TI ON) {

f (cnd->cnd_pkt _flags & FLAG NOQUEUE) {
/*

commands should be allowed to retry by
returning TRAN_ BUSY to stall the 1/Os
whi ch cone from scsi_vhci since the device/
path is in unstable state now.

* ok ok ok

mut ex_exi t (&pt - >m_nut ex) ;
mut ex_exi t (&tgt->mtgt_intr nutex)
return ( TRAN_BUSY)
} else {
/*

* The device is offline, just fail the
* conmand by returning TRAN_FATAL_ERROR
*/

mut ex_exi t (&pt - >m_nut ex) ;

mutex_exit(&'tgt->mtgt_intr rmtex)
return ( TRAN_FATAL_ERROR);
}

mutex_exit(&tgt->mtgt_intr_nutex);
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3082 rval = nptsas_accept_pkt(npt, cnd);

3083 mut ex_exli t (&npt - >m nut ex) ;

3084 }

3086 return (rval);

3087 }

3089 /*

3090 * Accept all the queued cnds(if any) before accept the current one.
*
/

3091

3092 static int
3093 nptsas_accept _t xwg_and_pkt (nptsas_t *npt, nptsas_cnd_t *cnd)

3094 {
3095
3096

3098
3099
3100
3101
3102
3103
3104
3105
3106
3107
3108
3109
3110
3111
3112
81113
3114
3115
3116
3117
3118
3119
3120
3121
3122
3123
3124
3125
3126
3127

3129
3130 }

int rval;
nptsas_target_t *ptgt = cmd->cnd_t gt_addr;

ASSERT( nut ex_owned( &pt - >m nut ex) ) ;
/ *

* The call to nptsas_accept_tx_waitqg() nust always be perforned
* because that 1s where npt->mtx_draining is cleared.
*/

mut ex_ent er (&pt - >m t x_wai t q_nut ex) ;

npt sas_accept _t x_wai t q(npt) ;

mut ex_exi t (&t - >m t x_wali t q_nut ex) ;

/*

* ptgt->mdr_flag is protected by mmtex or mtx_waitqg_nutex
* In this case, mnutex is acquired.
*
/
if (ptgt->mdr_flag == MPTSAS_DR | NTRANSI TI ON) {
if (cnd->cnd pkt _flags & FLAG NOQUEUE) {
/*
* The command shoul d be allowed to retry by returning
* TRAN_BUSY to stall the 1/O s which cone from
* scsi_vhci since the device/path is in unstable state
* now.
*/
return (TRAN_BUSY);
} else {
/*

* The device is offline, just fail the command by
* return TRAN_FATAL_ERROR
*/

return ( TRAN_FATAL_ERROR);
) }
rval = nptsas_accept_pkt(nmpt, cnd);

return (rval);

3132 static int
3133 nptsas_accept _pkt (nptsas_t *npt, nptsas_cnd_t *cnd)

3134 {
3135
3136

3138
3140

3142
3143
3144
3145
3146
3147

int rval = TRAN_ACCEPT;
nptsas_target_t *ptgt = cnd->cnd_tgt_addr;

NDBGL( (" npt sas_accept _pkt: cnd=0x%", (void *)cnd));
ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

if ((cmd->cnd_flags & CFLAG PREPARED) == 0) {
rval = nptsas_prepare_pkt(cnd);
if (rval != TRAN_ACCEPT)
cmd->cnd_fl ags & ~CFLAG_TRANFLAG
return (rval);
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3148

3150
3151
3152
3049
3153
3154
3155
3156
3157
3158

3160
3161
3162
3163
3164
3165
3166
3167
3168
3169
3170
3171
3172
3173
3174
3175
3176

3178
3179
3180
3181
3182
3183
3184
3185
3186
3187
3067
3068
3069
3070
3071
3072
3073
3074
3075
3076
3077
3078
3079
3080
3081
3082
3083
3084
3085
3086
3087
3088
3188
3189
3190

}

/*
* reset the throttle if we were draining
*/

mut ex_ent er (&pt gt - >mtgt _intr_nutex);
if ((ptgt->mt_ncrmds == 0) &&
(ptgt->mt_throttle == DRAIN_THROTTLE)) {
NDBG23(("reset throttle"));
ASSERT( pt gt ->m reset _del ay == 0);
nptsas_set _throttle(npt, ptgt, MAX ( THROTTLE) ;

}
/*
* |If HBA is being reset, the DevHandl es are being re-initialized,
* which neans that they could be invalid even if the target is still
* attached. Check if being reset and if DevHandl e is being
* re-initialized. |If this is the case, return BUSY so the |/O can be
* retried later.
*/
if ((ptgt->mdevhdl == MPTSAS_| NVALI D_DEVHDL) && npt->m.in_reset) {
npt sas_set _pkt _reason(npt, cnd, CVD_RESET, STAT_BUS_RESET);
if (cmd->cnd_flags & CFLAG TXQ {
npt sas_doneq_add(npt, cnd);
npt sas_doneq_ errpty(rrpt)
return (rval);
} else {
return ( TRAN_BUSY);
}
}
/

*
* |f device handl e has already been invalidated, just

* fail the command. In theory, cormmand from scsi_vhci

* client is inpossible send down command with invalid

* devhdl since devhdl is set after path offline, target
*/dri ver is not suppose to select a offlined path

*

f

if (ptgt->mdevhdl == MPTSAS_I NVALI D_DEVHDL)
NDBG20(( rej ectl ng command, it might because invalid devhdl
'request .

mut ex_exi t ( &pt gt >mtgt_intr_nmutex);
mut ex_ent er (&pt - >m_nut ex) ;
/ *

If HBA is being reset, the DevHandl es are being
re-initialized, which neans that they could be invalid

even if the target is still attached. Check if being reset

*
*
*
* and if DevHandle is being re-initialized. If this is the
*/case, return BUSY so the I/O can be retried later.
*
f (mpt->m.in_reset)
npt sas_set pkt _reason(npt, cnmd, CVD_RESET,
STAT_BUS_RESET) ;
if (cmd->cnd_fl ags & CFLAG 5 TXQ {
npt sas_doneq_add(nmpt, cnd);
npt sas_doneq_enpty(npt);
mut ex_exi t (&pt - >m_nut ex) ;
return (rval);
} else {
mut ex_exi t (&mpt - >m nut ex) ;
return ( TRAN_BUSY);
}

}
npt sas_set _pkt _reason(npt, cnd, CVD_DEV_GONE, STAT_TERM NATED);

if (cmd->cnd_flags & CFLAG TXQ {
npt sas_doneq_add(npt, cnd);
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== 0) {

3191 npt sas_doneq_enpty(npt);

3093 mut ex_exi t (&pt - >m nut ex) ;

3192 return (rval);

3193 } else {

3096 nut ex_exi t (&pt - >m _nut ex) ;

3194 return ( TRAN_FATAL_ERROR);

3195 }

3196 }

3100 mut ex_exi t (&ptgt->mtgt_intr_nutex);

3197 /*

3198 * The first case is the normal case. npt gets a command fromthe
3199 * target driver and starts it.

3200 * Since SMD O is reserved and the TMslot is reserved, the actual
3201 * commands is m nmax_requests -

3202 */

3203 if ((nmpt->mncnds <= (npt->mnmax_requests - 2)) &&
3204 (ptgt->mt_throttle > HOD THROTTLE) &&

3107 mut ex_ent er (&t gt->m tgt_intr_mutex);

3108 if ((ptgt->mt throttle > HOLD THROTTLE) &&

3205 (ptgt->mt_ncnds < ptgt->mt_throttle) &&

3206 (ptgt->mreset_delay == 0) &&

3207 (ptgt->mt_nwait == 0) &&

3208 ((cmd->cmd_pkt _flags & FLAG NONTR) == 0)) {
3113 mut ex_exit (&tgt->mtgt_intr_nutex);

3209 if (nptsas_save_cnd(npt, cmd) == TRUE) {
3210 (void) nptsas_start_cnd(npt, cnd);
3115 (void) nptsas_start_cndO(npt, cnd);
3211 } else {

3117 mut ex_ent er ( &pt - >m nut ex) ;

3212 npt sas_wai t q_add( npt, cnd),

3119 mut ex_exi t (&pt - >m_nut ex) ;

3213 }

3214 } else {

3215 /*

3216 * Add this pkt to the work queue

3217 */

3125 mut ex_exi t (&tgt->mtgt_intr_nutex);

3126 nmut ex_ent er ( &pt - >m nut ex) ;

3218 nmpt sas_wai t q_add(nmpt, cnd);

3220 if (cnd->cnd_pkt_flags & FLAG NO NTR) {
3221 (void) nptsas_pol | (nmpt, cnd, MPTSAS POLL_TI ME);
3223 /*

3224 * Only flush the doneq if this is not a T™M
3225 * cnd. For TMcnds the flushing of the
3226 * doneq will be done in those routines.
3227 *

3228 if ((cnd->cnd_flags & CFLAG TM CMD)
3229 npt sas_doneq_enpt y(npt);
3230 }

3231 }

3141 mut ex_exi t (&npt - >m nut ex) ;

3232

3233 return (rval);

3234 }

3236 int

3237 nptsas_save_cnd(nptsas_t *npt, nptsas_cnd_t *cnd)

3238 {

3239 nptsas_slots_t *slots;

3240 int sl ot;

3241 nptsas_target_t *ptgt = cnd->cnd_tgt_addr;

3152 mpt sas_sl ot _free_e_t *pe;

3153 int qn, gn_first;

26

max
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3243 ASSERT( mut ex_owned( &pt - >m_nut ex) ) ; 3207 nut ex_exi t (&t ->m sl ot _freeq_pai rp[qn].
3244 slots npt - >m acti ve; 3208 m_sl ot _all ocq.s. mfqg_nutex);
3209 qn = (qn + 1) & (npt->mslot_freeq_pair_n - 1);
3246 /* 3210 |f (gn == gn_first)
3247 * Account for reserved TMrequest slot and reserved SM D of 0. 3211 return (FALSE);
3248 */ 3212 el se
3249 ASSERT(sl ots->m n_slots == (npt->mnax_requests - 2)); 3213 goto qpair_retry;
3214 }
3251 /* 3215 mut ex_exi t (&pt - >m sl ot freeq pairp[gn].
3252 * mtags is equivalent to the SMD when sending requests. Since the 3216 m sl ot _rel eq.s. mfqg_nutex);
3253 * SM D cannot be 0, start out at one if rolling over past the size 3217 pe = Tist_head(&npt->m sl ot freeq_pal rp[an].
3254 * of the request queue depth. Also, don't use the last SMD, which is 3218 mslot_allocqg.s.mfq_list);
3255 * reserved for TMrequests. 3219 ASSERT( pe) ;
3256 */ 3220 }
3257 slot = (slots->mtags)++; 3221 list_renmove(&mt->m slot_freeq_pairp[qgn].
3258 if (s I ots->mtags > sl ot s- >mn_slots) { 3222 mslot_allocg.s.mfq_list, pe);
3259 slots->mtags = 1; 3223 sl ot = pe->slot;
3260 } 3265 /*
3162 gqn = gqn_first = CPU->cpu_seqid & (nmpt->mslot_freeq_pair_n - 1); 3266 * Make sure SM D is not using reserved value of 0
3267 * and the TMrequest slot.
3262 all oc_tag: 3268 *
3263 /* Validate tag, should never fail. */ 3269 ASSERT((slot > 0) && (slot <= slots->mn_slots));
3264 if (slots->mslot[slot] == NULL) { 3228 ASSERT((slot > 0) & (slot <= slots->mn_slots) &&
3164 qpair_retry: 3229 npt->m sl ot _freeq_pairp[qn].mslot_allocg.s.mfqg_n > 0);
3165 ASSERT(gn < npt->mslot_freeq_pair_n); 3270 cnd->cmd_sl ot = slot;
3166 mut ex_ent er (&pt - >m sl ot _f reeq_pai rp[qn] m slot_allocg.s.mfqg_nutex); 3271 slots->mslot[slot] = cnd;
3167 pe = Tist_head(&npt->mslot_freeq_pairp[gn]. mslot_allocq. 3272 npt - >m ncnus++;
3168 s.mfq_list); 3231 mpt - >m sl ot _freeq_| palrp[qn] mslot_allocg.s.mfqg_n--;
3169 if (!pe) { /* switch the allocq and releq */ 3232 ASSERT(npt ->m sl ot _freeq_pairp[gn].mslot_allocq.s.mfqg_n >= 0);
3170 mut ex_ent er (&mpt->m sl ot _freeq_pairp[qn]. m sl ot _rel eq.
3171 s. mfq_nutex); 3234 mut ex_exi t (&mpt->m sl ot _freeq_pairp[qn]. mslot_allocq.s. mfqg_mutex);
3172 if (mpt->mslot_freeq_pairp[qn].mslot_releq.s.mfqg_n) { 3274 /*
3173 npt ->m sl ot _freeq_pairp[qn]. 3275 * only increment per target ncnds if this is not a
3174 mslot_allocg.s.mfqg_n = 3276 * command that has no target associated with it (i.e. a
3175 npt - >m sl ot freeq pai rp[qgn]. 3277 * event acknol edgnent)
3176 mslot_releqg.s.mfqg_n; 3278 */
3177 npt - >m sl ot _freeq_pai rp[ qn] 3279 if ((cnmd->cnd_flags & CFLAG CVMDIOC) == 0) {
3178 mslot_allocqg.s.mfq_list.list_head.list_next = 3241 mut ex_enter (&ptgt->mtgt_intr_nutex);
3179 mpt - >m sl ot _freeq_pairp[qgn]. 3280 ptgt->mt_ncnds++;
3180 mslot_releg.s.mfqg_list.list_head.list_next; 3243 mut ex_exi t (&t gt->mtgt_intr_nutex);
3181 npt - >m sl ot _freeq_pairp[qgn]. 3281
3182 mslot_allocg.s.mfqg_list.list_head.list_prev = 3282 cnd->cnd_active_timeout = cnd->cnd_pkt - >pkt _ti nme;
3183 mpt - >m sl ot _freeq_pairp[qgn].
3184 mslot_releg.s.mfqg_list.list_head.list_prev; 3284 /*
3185 npt - >m sl ot _freeq_pairp[qgn]. 3285 * |f initial timout is less than or equal to one tick, bunp
3186 mslot_releg.s.mfqg_list.list_head.list_prev-> 3286 * the timeout by a tick so that command doesn’t tineout before
3187 l'ist_next = 3287 * its allotted tine.
3188 &npt - >m sl ot freeq pairp[qn] . 3288 *
3189 mslot_allocq.s.mfq_list.list_head; 3289 if (crmd->cnd_active_tineout <= nptsas_scsi_watchdog_tick) {
3190 mpt - >m sl ot _freeq_pai rp[ qn] . 3290 cnd->cnd_active_timeout += nptsas_scsi _wat chdog_ti ck;
3191 mslot_releq.s.mfq_list.list_head.|ist_next-> 3291 }
3192 list_prev = 3292 return (TRUE);
3193 &mpt - >m sl ot _freeq_pairp[qn]. 3293 } else {
3194 mslot_allocg.s.mfqg_list.list_head; 3294 int i;
3196 npt - >m sl ot _freeq_pairp[qgn]. 3296 /*
3197 mslot_releg.s.mfqg_list.list_head.list_next = 3297 * |f slot in use, scan until a free one is found. Don’t use O
3198 npt - >m sl ot _freeq_pairp[qgn]. 3298 * or final slot, which is reserved for TMrequests.
3199 mslot_releg.s.mfqg_list.list_head.list_prev = 3299 */
3200 &npt - >m sl ot freeq pai rp[qn]. 3300 for (i =0; i <slots->mn_slots; i++) {
3201 mslot_releq.s.mfq_list.list_head; 3301 sl ot = sl ots->mtags;
3202 npt - >m sl ot _freeq_pairp[qgn]. 3302 if (++(slots->mtags) > slots->mn_slots) {
3203 mslot_releq.s.mfqg_n = 0; 3303 slots->mtags = 1;
3204 } else { 3304 }
3205 mut ex_exi t (&mpt - >m sl ot _freeq_pairp[qn]. 3305 if (slots->mslot[slot] == NULL) {
3206 m slot_releqg.s. mfqg_nutex); 3306 NDBG2(("found free slot %", slot));
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3307 goto all oc_tag;
3308 }
3309 }
3310 }
3311 return (FALSE);
3312 }
__unchanged_portion_onitted_
3363 /*
3364 * tran_init_pkt(9E) - allocate scsi_pkt(9S) for comrand
3365 *
3366 * One of three possibilities:
3367 * - allocate scsi_pkt
3368 * - allocate scsi_pkt and DVA resources
3369 * - allocate DVA resources to an al ready-allocated pkt
3370 */

3371 static struct scsi_pkt *
3372 nptsas_scsi_init_pkt(struct scsi_address *ap, struct scsi_pkt *pkt,

3373 struct buf *bp, int cndlen, int statuslen, int tgtlen, int flags,
3374 int (*callback)(), caddr_t arg)

3375 {

3376 npt sas_cnd_t *cmd, *new_cnd;

3377 npt sas_t *nmpt = ADDR2MPT( ap) ;

3378 int failure = 1;

3323 #ifndef _ sparc

3379 ui nt _t ol dcooki ec;

3325 #endif [/* __sparc */

3380 npt sas_t arget _t *ptgt = NULL;

3381 int rval;

3382 nptsas_tgt_private_t *tgt_private;

3383 int kf ;

3385 kf = (callback == SLEEP_FUNC)? KM SLEEP: KM NOSLEEP
3387 tgt_private = (nptsas_tgt_private_t *)ap->a_hba_tran->
3388 tran_tgt_private;

3389 ASSERT(tgt_private != NULL)

3390 if (tgt_private == NULL) {

3391 return (NULL);

3392 1

3393 ptgt = tgt_private->t_private;

3394 ASSERT(ptgt != NULL);

3395 if (ptgt == NULL)

3396 return (NULL);

3397 ap->a_target = ptgt->mdevhdl;

3398 ap->a_lun = tgt_private->t_|lun;

3400 ASSERT(cal | back == NULL_FUNC || cal | back == SLEEP_FUNC);
3401 #ifdef MPTSAS_TEST_EXTRN ALLOC

3402 statuslen *= 100; tgtlen *= 4;

3403 #endi f

3404 NDBG3( (" npt sas_scsi _i nit_pkt:\n"

3405 "\ttgt=% i n=0x% bp=0x¥% clen=%l slen=%l tlen=% flags=%",
3406 ap->a_target, (void *)pkt, (void *)bp,

3407 cmdl en, statuslen, tgtlen, flags));

3409 I*

3410 * Allocate the new packet.

3411 */

3412 if (pkt == NULL) {

3413 ddi _dma_handl e_t save_dma_handl e;
3414 ddi _dma_handl e_t save_ar q_dna_handl e;
3415 struct buf *save_ar g_bp;

3416 ddi _dma_cooki e_t save_ar qcooki e;

3363 #ifdef _ sparc
3364 mtti_t *save_sg;

29
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3365
3418

3420
3421
3422
3423
3424
3374
3375
3376
3425
3426
3427
3428
3429

3382
3383
3384
3431
3432
3433
3434
3435
3436
3437
3438
3439
3440
3441
3442
3443
3444

3446
3447
3448
3449
3450
3451
3452
3453
3454
3455
3456
3457
3458
3459
3460
3461
3462
3463
3464
3465

3467
3468
3469
3470

3427
3473

#endi f

#i f def
#endi f

#i f def
#endi f

#i f ndef

/* __sparc */
cmd = kmem cache_al | oc(npt - >m knem cache, kf);

if (crmd) {
save_dma_handl e = crm >cnd_dmahandl e;
save_arq_dma_handl e = cnd->cnd arqhandl e;
save_arg_bp = cnd->cnd_ar q_buf;
save_ar qcooki e = cnd- >cnd_ar qcooki e;
__sparc
save_sg = cnd->cnd_sg;
/* __sparc */
bzero(cnd, sizeof (*cnd) + sc5| pkt size());
cnd- >cnd_drmahandl e = save_dna_handl €;
cmd->cnd_ar ghandl e = save_arq_dma_ handl e;
cnd->cnd_ar q_buf = save_arg_bp;
cmd- >cnd_ar qcooki e = save_ar qcooki e;

__sparc
cmd- >cnd_sg = save_sg;
/* __sparc */
pkt = (void *)((uchar_t *)cnmd +
S|zeof (struct rrptsas cmd));
pkt - >pkt _ha_private = (opaque_| t)cn'd
pkt - >pkt _address = *ap;

pkt->pkt _private = (opaque_t)cnd->cnd_pkt_private;

pkt - >pkt _scbp = (opaque_t) &nd->cnd_schb;
pkt->pkt_cdbp = (opaque_t ) &nd- >cnd_cdb;
cmd->cnd_pkt = (struct scsi_pkt *)pkt;
cmd->cnd_cdbl en = (uchar _t)cndl en;

cmd- >cnd_schbl en st at usl en;
crd->cnd_rgsl en SENSE_LENGTH;

cnd- >cnd tgt addr = ptgt;

failure = 0;

}

if (failure || (cndlen > sizeof (cnd->cmd_cdb)) ||
(tgtlen > PKT_PRIV_LEN)
(statusl en > EXTCMDS_STATUS_SI ZE) ) {
if (failure == 0) {
/*

* if extern alloc fails, all will be
* deal | ocated, including cnd
*

failure = nptsas_pkt_all oc_extern(npt,
cmdl en, tgtlen, statuslen, kf);

}
if (failure) {
/*
* if extern allocation fails, it wll
* deal | ocate the new pkt as well
*/

return (NULL);
}

}
new_cnd = cnd;
} else {

cnd = PKT2CMD( pkt);
new_cnmd = NULL;

__sparc
/* grab cnd->cnd_cooki ec here as ol dcooki ec */
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3475
3431

3477
3478
3479
3480
3481
3482
3483

3485

3487
3488
3489
3490
3491
3492
3493
3494
3495
3496
3497
3498
3499
3500

3503
3504
3505

3507
3508
3509
3510
3511
3512
3513
3514

3516
3517

3519
3520
3521
3522

3524
3525
3526
3527
3528
3529
3530
3531
3532
3533
3534

3536
3537
3538

ol dcooki ec = cnd- >cnd_cooki ec;
#endif /* __sparc */

*

* |f the dma was broken up into PARTIAL transfers cnd_nwin will be
* greater than 0 and we’' |l need to grab the next dma W ndow
*/

/'k

* SLM not doing extra conmand frame right now, may add |ater
*

/

if (crd->cmi_nwin > 0) {

/*
* Make sure we havn’'t gone past the the total nunber
* of w ndows
*
if (++cnmd->cnd_w ni ndex >= cnd->cnd_nwi n) {
return (NULL);

}
i f (ddl dma_get wi n( cnd- >cnd_dmahandl e, cnd- >cnd_wi ni ndex,
&end- >cnd_dme_of f set, &cnd- >cnd _dnma_| en,
&emd- >cmd_cooki e, &cmj—>crm_cooki ec) == DDI _FAILURE) {
return (NULL)

goto get_dma_cooki es;

if (flags & PKT_XARQ {
cmd- >cnd_fl ags | = CFLAG_XARQ

DMA resource allocation. This version assunes your

HBA has sone sort of bus-nastering or onboard DVA capability, with a
scatter-gather list of Iength MPTSAS MAX DVA SEGS, as given in the

* ddi _dma_attr_t structure and passed to scsi_inpl _dmaget.

*/

if (bp & (bp->b_bcount = 0) &&

(cnd->cnd_fl ags & CFLAG DMAVALID) == 0) {

R

int cnt, dma_fl ags;
mptti_t *dmap; /* ptr to the SIGIlist */

/*
* Set up DVA nenory and position to the next DMA segment.
*/

ASSERT( cnd- >cnd_dnahandl e != NULL);

if (bp->b_flags & B_READ) {
dma_f | ags = DDI _DVA_READ;
cnd->cnd_fl ags & ~CFLAG_DVASEND;
} else {
dma_fl ags = DDl _DVA_WRI TE;

cmd->cnd_flags [= CFLAG DVASEND;

}

if (flags & PKT_CONSI STENT) {
cnd->cnd_fl ags | = CFLAG CMVDI OPB;
drma_flags | = DDI _DMA CONSI STENT;

}

if (flags & PKT_DVA_PARTI AL)
dma_f | ags | = DDI _DVA_PARTI AL;
}
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3540
3541
3542
3543
3544
3545
3546
3547
3548

3550
3551
3552
3553
3554
3555
3556
3557
3558
3559
3560
3561
3562
3563
3564
3565
3566
3567
3568
3569
3570
3571
3572
3573
3574
3575
3576
3577
3578
3579
3580

3582
3583
3584

3586
3587
3588
3589
3590
3591
3592
3593
3594

3596
3597
3598
3599
3600
3601
3602
3603
3604
3605

get _dma_cooki es:

/*

* wor karound for byte hole issue on psycho and
* schizo pre 2.1

*

if ((bp->b_flags & B_READ) && ((bp- >b flags &
(B_PAGEI Q B_REMAPPED)) != B PAGEI O
((uintptr_t)bp->b_un.b_addr & 0x7)) {
dma_fTags | = DDl _DVA_CONSI STENT;

}

rval = ddi _dma_buf _bi nd_handl e( cmd- >cnd_dnahandl e, bp,
dme_fl ags, callback, arg,
&cnd- >cnmd_cooki e, &cnmd->cnd_cooki ec) ;
if (rval == DD _DNVA PARTIAL_MAP) {
(v0| d) ddi _dma_numa n( cnd- >cnd_dmahandl e,
&cnd- >cnd_nwi n) ;
cnd- >cnd_wi ni ndex = O;
(void) ddi _dma_getw n(cnd->cnd_dmahandl e,
cmd- >cnd_wi ni ndex, &cnd->cnd_dna_of f set,
&cd- >cnd_dne_| en, &cnd->cnd_cooki e,
&cnd- >cnmd_cooki ec) ;
} elseif (rval && (rval !'= DD _DVMA MAPPED)) {
switch (rval) {
case DDl _DVA_NORESOURCES:
bi oerror(bp, 0);
br eak;
case DDl _DVA BADATTR:
case DD _DVA_NOVAPPI NG
bi oerror (bp, EFAULT);
br eak;
case DDI _DVA_TOOBI G
defaul t:
bi oerror(bp, EINVAL);
br eak;

}
cmd->cnd_fl ags & ~CFLAG _DVAVALI D
if (new_cmd) {
npt sas_scsi _destroy_pkt (ap, pkt);

}
return ((struct scsi_pkt *)NULL);

cmd- >cnd_fl ags | = CFLAG _DVAVALI D
ASSERT( cnd- >cnd_cooki ec > 0);

if (cnd->cnd_cooki ec > MPTSAS_MAX_CMD_SEGS)
nptsas_|l og(nmpt, CE _NOTE, "large cooki ec received %\ n",
cd- >cnd_cooki ec) ;
bi oerror(bp, EINVAL);
if (new_cnd) {
npt sas_scsi _destroy_pkt (ap, pkt);

return ((struct scsi_pkt *)NULL);
}

/ *
*/Allocate extra SG buffer if needed.
*
if ((cmd->cnmd_cooki ec > MPTSAS_MAX_FRAME_SGES64(npt)) &&

(cmd->cnd_extra_frames == NULL)) {

if (nmptsas_alloc_extra_sgl_frame(npt, cnd) ==
DDI _FAI LURE) {
mpt sas_| og(npt, CE_WARN, "MPT SGL memalloc "
"failed");

bi oerror (bp, ENOVEM ;
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3606 if (new_cnd) { 3670 * (if partial dma is being used). total dmacount
3607 mpt sas_scsi _destroy_pkt (ap, pkt); 3671 * keeps track of the total anpunt of dma we have
3608 } 3672 * transferred for all the wi ndows (needed to calculate
3609 return ((struct scsi_pkt *)NULL); 3673 * the resid val ue bel ow).
3610 } 3674 */
3611 } 3675 cnmd- >cnd_dmacount = cnd- >cnd_cooki e. dnac_si ze;
3676 cnd->cnd_t ot al dnacount += cnd- >cnd_cooki e. dmac_si ze;
3613 /*
3614 * Always use scatter-gather transfer 3678 /*
3615 * Use the | oop below to store physical addresses of 3679 * W already stored the first DVA scatter gather segnent,
3616 * DMA segnents, fromthe DVA cookies, into your HBA s 3680 * start at 1 if we need to store nore.
3617 * scatter-gather list. 3681 */
3618 * W need to ensure we have enough knmem al |l oc’d 3682 for (cnt = 1; cnt < cnmd->cnd_cooki ec; cnt++) {
3619 * for the sg entries since we are no |onger using an 3683 /*
3620 * array inside nptsas_cnd_t. 3684 * Get next DMA cookie
3621 * 3685 */
3622 * We check cnd->cnd_cooki ec agai nst ol dcooki ec so 3686 ddi _dma_next cooki e( cmd- >cnd_dnahandl e,
3623 * the scatter-gather list is correctly allocated 3687 &cd- >cd_cooki e) ;
3624 */ 3688 dmap++;
3581 #ifndef __sparc 3690 cnd- >cnd_dmacount += cnd- >cnd_cooki e. dmac_si ze;
3626 if (ol dcookiec !'= cnd->cnd_cookiec) { 3691 cmd- >cnd_t ot al dmacount += cnd- >cnd_cooki e. dmac_si ze;
3627 if (cmd->cmd_sg !'= (nptti_t *)NULL) {
3628 kmem free(cnd->cnd_sg, sizeof (nptti_t) * 3693 /*
3629 ol dcooki ec); 3694 * store the segnment parns into the S/IG|ist
3630 cmd->cnd_sg = NULL; 3695 */
3631 } 3696 dmap- >count = cnd->cnd_cooki e. dnac_si ze;
3632 } 3697 dmap- >addr . addr ess64. Low = (uint32_t)
3698 (cnd- >cnd_cooki e. dmac_| address & Oxffffffffull);
3634 if (cmd->cnd_sg == (nptti_t *)NULL) { 3699 dmap- >addr . address64. H gh = (uint32_t)
3635 crmd->cnd_sg = knem al l oc((size_t)(sizeof (mptti_t)* 3700 (cmd- >cnd_cooki e. dmac_| address >> 32);
3636 cmd- >cnd_cooki ec), kf); 3701 }
3638 if (cmd->cnd_sg == (nptti_t *)NULL) { 3703 /*
3639 mpt sas_| og(npt, CE_WARN, 3704 * If this was partially allocated we set the resid
3640 "unable to knem al |l oc enough nmenory " 3705 * the anmount of data NOT transferred in this w ndow
3641 "for scatter/gather list"); 3706 * |f there is only one window, the resid will be 0
3642 /* 3707 */
3643 * if we have an ENOMVEM condition we need to behave 3708 pkt->pkt_resid = (bp->b_bcount - cnd->cnd_t ot al dnacount);
3644 * the same way as the rest of this routine 3709 NDBGL6( (" npt sas_dmaget: cnd_dmacount =%l. ", cnd->cnd_dnmacount));
3645 */ 3710 }
3711 return (pkt);
3647 bi oerror (bp, ENOVEM ; 3712 }
3648 if (new_cnd) {
3649 npt sas_scsi _destroy_pkt (ap, pkt); 3714 | *
3650 } 3715 * tran_destroy_pkt(9E) - scsi_pkt(9s) deal |l ocation
3651 return ((struct scsi_pkt *)NULL); 3716 *
3652 } 3717 * Notes:
3653 } 3718 * - also frees DVA resources if allocated
3719 * - inplicit DVMA synchoni zation
3610 #endif [/* __sparc */ 3720 */
3655 dmap = cnd- >cnd_sg; 3721 static void
3722 nptsas_scsi _destroy_pkt (struct scsi_address *ap, struct scsi_pkt *pkt)
3657 ASSERT( cnmd- >cnd_cooki e. dnac_si ze ! = 0); 3723 {
3724 npt sas_cnd_t *cmd = PKT2CMD( pkt) ;
3659 /* 3725 npt sas_t *npt = ADDR2MPT( ap);
3660 * store the first segnent into the S/IGIist
3661 */ 3727 NDBG3( (" npt sas_scsi _destroy_pkt: target=% pkt=0x%",
3662 dmap- >count = cnd- >cnd_cooki e. dmac_si ze; 3728 ap->a_target, (void *)pkt));
3663 dmap- >addr . addr ess64. Low = (uint32_t)
3664 (cmd->cnd_cooki e. dnmac_| address & Oxffffffffull); 3730 if (cmd->cnd_flags & CFLAG DVAVALI D) {
3665 dmap- >addr . addr ess64. High = (uint32_t) 3731 (voi d) ddi _dma_unbi nd_handl e( cnd- >cnd_dnahandl e) ;
3666 (cnd- >cnmd_cooki e. dmac_| address >> 32); 3732 cnd->cnd_fl ags & ~CFLAG DMVAVALI D;
3733 }
3668 /*
3669 * dmacount counts the size of the dma for this w ndow 3690 #ifndef __sparc
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3735 if (cmd->cnd_sg) { 3800 scsi _free_consi stent _buf (cnd- >cnd_ar g_buf);
3736 kmem f ree(cmj >cnmd_sg, sizeof (nptti_t) * cnd->cnd_cookiec); 3801 cmd- >cnd_dmahandl e = NULL;
3737 cnd->cnd_sg = NULL; 3802 cnd- >cnmd_ar ghandl e = NULL;
3738 } 3803 return (-1);
3804 }
3695 #endif /* _ _sparc */
3740 nptsas_free_extra_sgl _frame(npt, cnd); 3806 if (ddi _dma_buf_bi nd_handl e(cnd- >cnd_ar ghandl e,
3807 cnd->cmd_arq_buf, (DDl _DVA READ | DDl _DMA | CCNSI STENT) ,
3742 if ((cmd->cnd_flags & 3808 cal | back, NULL, &cnd- >cmd _arqcooki e, &cookiec) != DDl _SUCCESS) {
3743 (CFLAG FREE | CFLAG CDBEXTERN | CFLAG PRI VEXTERN | 3809 ddi _dma_free_handl e( & md- >cmd_dmahandl e) ;
3744 CFLAG_SCBEXTERN)) == 0) { 3810 ddi _dma_f ree_handl e( &nd- >cnd_ar ghandl e) ;
3745 cnd->cnd_flags = CFLAG FREE; 3811 scsi_free_consi stent _buf (cnd->cnd_ar q_| buf);
3746 kmem cache_f ree( npt - >m_ knem cache, (void *)cnd); 3812 cnd- >cnd_dnmhandl e = NULL;
3747 } else { 3813 cmd- >cnd_ar ghandl e = NULL;
3748 npt sas_pkt _destroy_extern(npt, cnd); 3814 cmd- >cnd_ar q_buf = NULL;
3749 } 3815 return (-1);
3750 } 3816 }
3773 /*
3752 | * 3774 * In sparc, the sgl length in nost of the cases would be 1, so we
3753 * knmem cache constructor and destructor: 3775 * pre-allocate it in cache. On x86, the max nunber woul d be 256,
3754 * \Wen constructing, we bzero the cnmd and allocate the dna handl e 3776 * pre-allocate a nmaxi mum woul d waste a | ot of menory especially
3755 * \When destructing, just free the dma handl e 3777 * when many cnds are put onto waitg.
3756 */ 3778 */
3757 static int 3779 #ifdef _ sparc
3758 npt sas_kmem cache_constructor(void *buf, void *cdrarg, int knflags) 3780 cnmd->cnd_sg = knmem al | oc((size_t)(sizeof (nptti_t)*
3759 { 3781 MPTSAS_MAX_CNMD_SEGS), KM SLEEP);
3760 npt sas_cnd_t *cmd = buf; 3782 #endif [/* __sparc */
3761 npt sas_t *mpt = cdrarg;
3762 struct scsi_address ap; 3818 return (0);
3763 ui nt _t cooki ec; 3819 }
3764 ddi _dma_attr_t arq dma_attr;
3765 int (*call back)(caddr _t); 3821 static void
3822 npt sas_kmem cache_destructor(void *buf, void *cdrarg)
3767 cal I back = (knflags == KM _SLEEP)? DDl _DVA_SLEEP: DDI _DVA DONTWAI T; 3823 {
3824 #ifndef __lock_lint
3769 NDBGA( (" npt sas_knmem cache_constructor")); 3825 _NOTE( ARGUNUSED( cdr ar g) )
3826 #endi f
3771 ap.a_hba_tran = npt->mtran; 3827 npt sas_cnd_t *cmd = buf;
3772 ap.a_target = 0;
3773 ap.a_lun = 0; 3829 NDBGA( (" npt sas_knmem cache_destructor™));
3775 /* 3831 if (cmd->cnd_arghandl e) {
3776 * allocate a dma handl e 3832 (voi d) ddi _dma_unbi nd_handl e( cnd->cnd_ar ghandl e) ;
3777 */ 3833 ddi _dma_free_handl e( &nd- >cnd_ar ghandl e) ;
3778 if ((ddi _dma_all oc_handl e(npt->mdip, &pt->m.io_dnma_attr, call back, 3834 cmd- >cnd_ar ghandl e = NULL;
3779 NULL, &cnd->cnd_dmahandl e)) T= DDl _SUCCESS) { 3835 }
3780 cmd- >cnd_dmahandl e = NULL; 3836 1 f (cmd->cmd_arq_buf) {
3781 return (-1); 3837 scsi _free_consi stent _buf (cnd->cnd_ar g_buf);
3782 } 3838 cmd- >cnd_ar q_buf = NULL;
3839 }
3784 cmd->cnd_ar q_buf = scsi_al |l oc_consi stent_buf (&p, (struct buf *)NULL, 3840 if (cmd->cnd_dnahandl e)
3785 SENSE_LENGTH, B _READ, cal I'back, NULL); 3841 ddi _dma_free_handl e( &nd- >cnd_dnahandl e) ;
3786 if (cmd->crmd_arq_buf == NULL) { 3842 cmd- >cnd_dmahandl e = NULL;
3787 ddi _dma_free_handl e(&cmd >cnd_dmahandl e) ; 3843 }
3788 cnd- >cnd_dnehandl e = NULL; 3810 #ifdef _ sparc
3789 return (-1); 3811 f (cnd->cnd_sg) {
3790 } 3812 kmem free(cnd->cnd_sg, sizeof (nptti_t)* MPTSAS MAX CMD_SEGS);
3813 cnd->cnmd_sg = NULL;
3792 I 3814 }
3793 * allocate a arq handl e 3815 #endif [/* _ _sparc */
3794 */ 3844 }
3795 arq_dma_attr = npt->mnsg_dne_attr; __unchanged_portion_onitted_
3796 arg_dma_attr.dma_attr_sgllen = 1;
3797 if ((ddi_dma_all oc_handl e(npt->mdip, &rq_dnma_attr, call back, 4493 [ *
3798 NULL, &cmd->cnd_arghandl e)) T= DDl _SUCCESS) { 4494 * |nterrupt handling
3799 ddi _dma_free_handl e( &nd- >cnd_drahandl e) ; 4495 * Wility routine. Poll for status of a conmand sent to HBA
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4496 * without interrupts (a FLAG NO NTR command) . 4540 if (poll_cnd->cnd_queued == FALSE) {
4497 */
4498 int 4542 NDBG5( (" nptsas_poll: not on waitq"));
4499 nptsas_pol | (nptsas_t *npt, nptsas_cnd_t *poll _cnd, int polltine)
4500 { 4544 pol | _cnd- >cnd_pkt - >pkt _state | =
4501 int rval = TRUE; 4545 (STATE_GOT_BUS| STATE_GOT_TARGET| STATE_SENT_CMD) ;
4546 } else {
4503 NDBG5( (" npt sas_pol | : cnd=0x¥%", (void *)poll_cnd));
4548 /* find and renmove it fromthe waitqg */
4477 I* 4549 NDBG5( (" nptsas_poll: delete fromwaitq"));
4478 * In order to avoid using mnutex in | SR(a new separate nutex 4550 npt sas_wai t g_del ete(npt, poll_cnd);
4479 * mintr_nutex is introduced) and keep the sanme | ock |ogic, 4551 }
4480 * the mintr_nutex should be used to protect the getting and
4481 * setting of the ReplyDescriptorlndex. 4553 }
4482 * 4554 npt sas_f ma_check(npt, poll _cnd);
4483 * Since the mintr_nutex would be rel eased during processing the poll 4555 NDBGE( (" npt sas_pol | : done"));
4484 * cmd, so we should set the poll flag earlier here to make sure the 4556 return (rval);
4485 * polled cnd be handled in this thread/context. A side effect is other 4557 }
4486 * cnds during the period between the flag set and reset are al so
4487 * handled in this thread and not the SR Since the poll cnd is not 4559 /*
4488 * so common, so the performance degradation in this case is not a big 4560 * Used for polling cnds and TM function
4489 * issue. 4561 */
4490 */ 4562 static int
4491 mut ex_ent er (&pt - >m_i ntr_nut ex) ; 4563 nptsas_wait_intr(nptsas_t *npt, int polltine)
4492 mpt - >m | pol led_intr = 1; 4564 {
4493 mut ex_exi t (&pt->m i ntr_nut ex) ; 4565 int cnt;
4566 pMoi 2Repl yDescri pt or sUni on_t reply_desc_uni on;
4505 if ((poll_cmd->cnd_flags & CFLAG TM CVMD) == 0) { 4561 Moi 2Repl yDescri pt or sUni on_t reply_desc_uni on_v;
4506 npt sas_restart_hba(npt); 4567 ui nt32_t i nt _mask;
4507 } 4563 uint8_t reply_type;
4509 I* 4569 NDBG5( (" nptsas_wait_intr"));
4510 * Wait, using drv_usecwait(), |ong enough for the command to
4511 * reasonably return fromthe target if the target isn't 4571 npt->m pol l ed_intr = 1;
4512 * "dead". A polled conmand may well be sent from scsi_poll, and
4513 * there are retries built in to scsi_poll if the transport 4573 /*
4514 * accepted the packet (TRAN_ACCEPT). scsi_poll waits 1 second 4574 * Get the current interrupt mask and disable interrupts. Wen
4515 * and retries the transport up to scsi_poll_busycnt tines 4575 * re-enabling ints, set nmask to saved val ue.
4516 * (currently 60) if 4576 */
4517 * 1. pkt_reason is CVD_| NCOWLETE and pkt_state is 0, or 4577 int_mask = ddi _get 32(npt->m datap, &mpt->mreg->HostlnterruptMsk);
4518 * 2. pkt_reason is CMD_CMPLT and *pkt_schp has STATUS BUSY 4578 MPTSAS_DI SABLE_I NTR(npt ) ;
4519 *
4520 * limt the waiting to avoid a hang in the event that the 4580 I*
4521 * cnd never gets started but we are still receiving interrupts 4581 * Keep polling for at least (polltime * 1000) seconds
4522 */ 4582 *
4523 while (!(poll_cnd->cnd_flags & CFLAG FI NI SHED)) { 4583 for (cnt = 0; cnt < polltine; cnt++) {
4524 if (nptsas_wait_intr(npt, polltime) == FALSE) { 4579 mut ex_ent er (&pt->m.intr_nutex);
4525 NDBG5( (" nptsas_pol I: command inconplete")); 4584 (voi d) ddi_dma_sync(npt->m dnma_post _queue_hdl, 0, O,
4526 rval = FALSE; 4585 DDl _DMA_SYNC_FORCPU) ;
4527 br eak;
4528 } 4587 reply_desc_uni on = (pMi 2Repl yDescri pt or sUni on_t)
4529 } 4588 MPTSAS_GET_NEXT_REPLY(npt, npt->m post_i ndex);
4521 mut ex_ent er (&pt - >m i ntr_nut ex) ; 4590 if (ddi_get32(npt->macc_post_queue_hdl,
4522 npt - >m pol | ed_intr = O; 4591 &reply_desc_uni on->Words. Low) == OxFFFFFFFF | |
4523 mut ex_exi t (&t ->m.intr_nut ex); 4592 ddi _get 32( npt - >m acc_post _queue_hdl ,
4593 & epl y_desc_uni on->Words. Hi gh) == OxFFFFFFFF) {
4531 if (rval == FALSE) { 4590 nut ex_exi t (&pt->m.intr_nutex);
4594 drv_usecwai t (1000) ;
4533 /* 4595 conti nue;
4534 * this isn't supposed to happen, the hba must be wedged 4596 }
4535 * Mark this cnd as a tineout.
4536 */ 4595 reply_type = ddi _get 8(npt->m acc_post_queue_hdl,
4537 nmpt sas_set _pkt _reason(npt, poll _cnd, CVD_TI MEQOUT, 4596 & epl y_desc_uni on- >Def aul t. Repl yFl ags) ;
4538 ( STAT_TI MEQUT| STAT_ABORTED) ) ; 4597 reply type & MNPl 2_RPY DESCRI PT_FLAGS TYPE MASK;
4598 reply_desc_union_v. Defaul t. Repl yFl ags = reply_type;
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4599 if (reply_type == MPI 2_RPY_DESCRI PT_FLAGS_SCSI _| O SUCCESS) {
4600 reply_desc_uni on_v. SCSI | OSuccess. SM D =

4601 ddi _get 16( npt - >m acc_post _queue_hdl ,

4602 &repl y desc_uni on->SCSI | OSuccess. SM D) ;

4603 } else |f (reply_type ==

4604 MPI 2_RPY DESCRI PT_FLAGS_ADDRESS_REPLY)

4605 reply_desc_uni on_v. Addr essRepl y. Repl yFr ameAddr ess =
4606 ddi _get 32(npt - >m acc_post _queue_hdl,

4607 &repl y_desc_uni on- >AddressRepI y. Repl yFraneAddr ess) ;
4608 reply_desc_uni on_v. Addr essRepl y. S|

4609 ddi _get 16( npt - >m acc_post queue hdI

4610 &reply_desc_uni on- >Addr essRepl y. SM D) ;

4611 }

4598 /*

4599 * The reply is valid, process it according to its

4600 * type.

4613 * Clear the reply descriptor for re-use and increnent
4614 * index.

4601 */

4602 npt sas_process_intr(npt, reply_desc_union);

4616 ddi _put 64( npt - >m acc_post _queue_hdl ,

4617 & (uint64_t *)(void *)npt->m post_queue) [ npt - >m post _i ndex],
4618 O0xFFFFFFFFFFFFFFFF) ;

4619 (voi d) ddi _dma_sync(npt->m dnme_post _queue_hdl, 0, O,

4620 DDl _DMA_SYNC_FORDEV) ;

4604 if (++nmpt->m post_i ndex == npt->m post _queue_depth) {
4605 npt - >m post _i ndex = 0;

4606 }

4608 /*

4609 * Update the global reply index

4610 */

4611 ddi _put 32( npt - >m dat ap,

4612 &npt - >m r eg- >Repl yPost Host | ndex, npt - >m post _i ndex) ;
4613 rrpt->mpo||ed|ntr = 0;

4631 mut ex_exi t (&pt->m.intr_nutex);

4615 /*

4634 * The reply is valid, process it according to its

4635 * type.

4636 */

4637 npt sas_process_intr(npt, & eply_desc_union_v);

4640 /*

4616 * Re-enable interrupts and quit.

4617 */

4618 ddi _put 32( npt - >m dat ap, &npt->m reg->Host | nt errupt Mask,
4619 I nt _mask);

4620 return (TRUE);

4622 }

4624 /*

4625 * Clear polling flag, re-enable interrupts and quit.

4626 */

4627 npt->mpolled_intr = 0;

4628 ddi _put 32(npt - >m dat ap, &npt->mreg->Host | nterrupt Mask, int_mask);
4629 return (FALSE);

4630 }

4656 /*

4657 * For fastpath, the m.intr_mutex should be held fromthe begining

to the end,

4658 * so we only treat those cmds that need not rel ease m.intr_nutex(even just for

4659 * a nonent) as candidate for fast processing. otherw se, we don't

handl e them
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4660 * and just return, then in ISR those cnds woul d be handled later with mnutex
4661 * held and m.intr_nutex not held

4662 */

4663 static int

4664 nptsas_handl e_i o_f ast pat h(nptsas_t *npt,

4665 uint16_t SM D)

4666 {

4667 npt sas_sl ots_t *slots = r'rpt >m acti ve;

4668 npt sas_cnd_t *cmd = NULL

4669 struct scsi_pkt *pkt ;

4671 /*

4672 * This is a success reply so just conplete the IO First, do a sanity
4673 * check on the SMD. The final slot 1s used for TMrequests, which
4674 * would not cone into this reply handler.

4675 *

4676 if ((SMD==20) || (SMD > slots->mn_slots)) {

4677 mpt sas_| og(npt, CE_WARN, "?Received invalid SMD of %\n",
4678 SMD);

4679 ddi _fm servi ce_i npact (mpt ->m di p, DDl _SERVI CE_UNAFFECTED) ;
4680 return (TRUE);

4681 }

4683 cmd = slots->mslot[SM D] ;

4685 /*

4686 * print warning and return if the slot is enpty

4687 */

4688 if (cmd == NULL) {

4689 nmpt sas_| og(nmpt, CE_WARN, "?NULL conmand for successful SCSI 10"
4690 "in slot %", SMD);

4691 return (TRUE);

4692 }

4694 pkt = CVD2PKT(cnd) ;

4695 pkt - >pkt _state | = (STATE GOT _BUS | STATE GOT_TARGET | STATE SENT_CMD
4696 STATE_GOT_STATUS) ;

4697 if (cmd->cnd_flags & CFLAG _DVAVALI D)

4698 pkt - >pkt _state | = STATE_XFERRED_DATA;

4699 }

4700 pkt - >pkt _resid = 0;

4702 /*

4703 * If the cnd is a I10C, or a passthrough, then we don’t process it in
4704 * fastpath, and later it would be handl ed by nptsas_process_intr()
4705 * with mnmutex protected.

4706 */

4707 if (cnd->cnd_flags & (CFLAG PASSTHRU | CFLAG CMDI OC)) {

4708 return (FALSE);

4709 } else {

4710 npt sas_r enove_cndO( npt, cnd);

4711 1

4713 if (crmd->crmd_flags & CFLAG RETRY) {

4714 /*

4715 * The target returned QFULL or busy, do not add tihs

4716 * pkt to the doneq since the hba wll retry

4717 * this cnd.

4718 *

4719 * The pkt has already been resubnmitted in

4720 * nptsas_handle_qfull () or in nptsas_check_scsi_io_error().
4721 * Renove this cnd_flag here.

4722 */

4723 cmd- >cmd_f | ags & ~CFLAG_RETRY;

4724 } else {

4725 npt sas_doneq_addO(npt, cnd);
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4726

4728
4729
4730
4731
4732
4733
4734
4735
4736
4737
4738
4739
4740
4741
4742
4743
4744
4745
4746
4747
4748
4749
4750
4751
4752
4753
4754
4755
4756
4757
4758
4759
4760
4761
4762

4764
4765

4632
4633
4634

}

In fastpath, the cmd should only be a context reply, so just check
i s enough. No sense data in this case and no need to check the dma
handl e where sense data dma info is saved, the dma handl e of the
reply frane, and the dna handl e of the reply free queue.

For the dma handl e of the request queue. Check frma here since we
are sure the request nust have already been sent/DMAed correctly.
ot herwi se checking in nptsas_scsi_start() is not correct since

at that time the dma may not start.

ERE R EEEEEE R
-~

if ((mptsas_check_dma_handl e(npt->mdna_req_frane_hdl) !=

DDl _SUCCESS) T|
(mpt sas_check_dma_handl e( npt - >m dna_post _queue_hdl) !=
DDl _SUCCESS)) {

ddi _fm servi ce_i npact (npt - >m di p,

DDI_SERVI CE_UNAFFECTED) ;
pkt - >pkt _reason = CVMD_TRAN_ERR;
pkt->pkt_statistics = 0;

}
if (cmd->cnd_dmahandl e &&
(nmpt sas_check_dma_handl e( cnd- >cmd_dmahandl e) ! = DDl _SUCCESS)) {
ddi _fm service_i rrpact(rrpt ->m di p, DDl _SERVI CE_UNAFFECTED) ;
pkt->pkt _reason = ClvD TRAN_ERR;
pkt - >pkt _ statlstlcs = 0;
}
if ((cmd->cnd_extra_frames &&
((npt sas_check_dma_handl e(cnd->cnmd_extra_frames->m dma_hdl) !=
DDl _SUCCESS)
(mpt sas_check_acc_handl e(cnd->cnd_extra_franes->m acc_hdl) !=
DDl _SUCCESS))) )
ddi _f m servi ce_i npact (npt - >m di p, DDI _SERVI CE_UNAFFECTED) ;
pkt - >pkt _reason = CVMD_TRAN_ERR;
pkt - >pkt _statistics = 0;

return (TRUE);

static void

npt sas_handl e_scsi

4635 {

4636
4637
4638
4639
4640

4642

4644
4645
4778

4647
4648
4649
4650
4651
4652
4653
4654
4655

_io_success(nptsas_t *npt,
pMpi 2Repl yDescri pt orsUni on_t reply_desc)

pMpi 2SCSI | GSuccessRepl yDescri pt or _t scsi _i 0o_success;
uint16_t SM D;

npt sas_sl ots_t *slots = npt->m active;
npt sas_cnd_t *cnd = NULL;

struct scsi_pkt *pkt ;

ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

scsi _i o_success = (pMi 2SCSI | OSuccessRepl yDescri ptor_t)reply_desc;
SM D = ddi _get 16( npt - >m acc_post _queue_hdl, &scsi _i o_success->SM D);

SM D = scsi _i o_success->SM D,

/'k

* This is a success reply so just conplete the IO First, do a sanity
* check on the SMD. The final slot 1s used for TMrequests, which

*

woul d not cone into this reply handler.
*
/
if ((SMD==0) ||
nmpt sas_| og( npt,
SMD);

ddi _fm service_i npact (npt->mdi p, DDI

(SMD > slots->mn_slots)) {
CE_WARN, "?Received Invalid SMD of %\ n",

_SERVI CE_UNAFFECTED) ;

the post queue of the reply descriptor and the dmahandl e of the cnd
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4656
4657

4659

4661
4662
4663
4664
4665
4666
4667
4668

4670
4671
4672
4673
4674
4675
4676

4678
4679
4680
4681
4682
4683
4684

4686
4687
4688
4689
4690
4691
4692
4693
4694
4695
4696
4697
4698
4699
4700

4702

return;

}

cmd = slots->mslot[SM D] ;

/*

* print warning and return if the slot is enpty

*

if (cmd == NULL) {
nptsas | og(mpt, CE_V\ARN, "?NULL command for successful

"in slot %j SM D) ;

return;

}

pkt = CVD2PKT(cnd) ;

pkt - >pkt _state | = (STATE_GOT_BUS | STATE_GOT_TARGET

STATE_GOT_STATUS) ;

if (cnd->cnd_flags & CFLAG DVAVALI D)
pkt->pkt state | = STATE XFERRED DATA;

}

pkt->pkt _resid =

if (cmd->cnd_flags & CFLAG PASSTHRU) ({
cnd->cnd_flags | = CFLAG FI NI SHED;
cv_broadcast (&npt - >m passt hru_cv) ;
return;

} else {
npt sas_renove_cnd(npt, cnd);

}

if (cmd->cnd_flags & CFLAG RETRY) {
/*
* The target returned QFULL or busy, do not add tihs
* pkt to the doneq since the hba wll retry
* this cnmd.
*
* The pkt has already been resubnmitted in
* nptsas_handl e_qgfull () or in nptsas_check_scsi
* Renove this cnd_flag here.
*

/

cmd- >cnd_fl ags & ~CFLAG _RETRY;

} else {
nmpt sas_doneq_add(nmpt, cnd);

}

}
static void

4703 nptsas_handl e_address_repl y(nptsas_t *npt,

4704 ( pMpi 2Repl yDescr i ptorsUni on_t reply_desc)

4705

4706 pMpi 2Addr essRepl yDescri ptor_t address_reply;

4707 pMPI 2Def aul t Repl y_t reply;

4708 npt sas_fw_di agnosti c_buffer_t *pBuf fer;

4709 ui nt32_t reply_addr;

4710 ui nt16_t SM D, iocstatus;

4711 npt sas_sl ot s_t *slots = npt->m active;
4712 npt sas_cnd_t *cmd = NULL;

4713 uint8_t function, buffer_type;
4714 mreplyh_arg_t *args;

4715 int reply_frame_no;

4717 ASSERT( nut ex_owned( &mpt - >m nut ex) ) ;

4719 addr ess repl y = (pMi 2Addr essRepl yDescri ptor_t)reply_desc;
4720 reply_addr ddi _get 32( npt - >m acc_post _queue_hdl ,

4721 &addr ess_r epl y- >Repl yFr ameAddr ess) ;

SCsl

_io_error().

42

10"

STATE_SENT_CMD
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4722

4854
4855
4724
4725
4726
4727
4728
4729
4730
4731
4732
4733
4734
4735
4736
4737

4739
4740
4741
4742
4743

4745
4746
4747
4748
4749
4750
4751
4752
4753
4754
4755
4756
4757
4758
4759
4760
4761

4763

4765
4766
4767
4768
4769
4770
4771
4772
4773
4774
4775
4776
4777
4778
4779
4780
4781
4782
4783
4784
4785

SM D = ddi _get 16( npt - >m acc_post _queue_hdl, &address_reply->SM D);

reply_addr = address_repl y->Repl yFraneAddr ess;
SM D = address_reply->SM D;
/*

* If reply frane is not in the proper range we should ignore this
* message and exit the interrupt handler.
*/

if ((reply_addr < nmpt->mreply_franme_dma_addr) ||
(reply_addr >= (npt->mreply_frame_dnma_addr +
(mpt->mreply_frame_size * npt->mnmax_replies))) ||
((reply_addr - npt->mreply_frame_dma_addr) %
mpt->mreply_frane_size != 0)
nptsas log(mpt, CE V\ARN "?Received invalid reply frane "
"addr ess 0x9%\ n" repl y_addr);
ddi _fm service_i rrpact (npt->mdip, DD _SERVI CE_UNAFFECTED);
return;

}

(void) ddi _dma_sync(npt->mdma_reply_frane_hdl, 0, O,
DDl _DMA_SYNC_FORCPU) ;

reply = (pMPI 2DefauItRepIy t)(npt->mreply_frame + (reply_addr -
rrpt->mrep|y frame_dma_addr));

function ddi _get 8( npt - >m acc repl y_frane_hdl, &reply->Function);

/*
* don’t get slot information and conmmand for events since these val ues
* don’t exist
*/
if ((function !'= MPlI 2_FUNCTI ON_EVENT_NOTI FI CATI ON) &&
(function !'= MPI 2_FUNCTI ON_DI AG BUFFER POST)) {
/*

* This could be a TMreply, which use the last allocated SM D,
* so allow for that.
*/

if (SMD==20) || (SMD > (slots->mn_slots + 1))) {
npt sas_| og(r'rpt CE_WARN, "?Received invalid SMD of "
"og\ n", SM D) ;

ddi _f m servi ce_i npact (npt - >m_di p,
DDI _SERVI CE_UNAFFECTED) ;
return;

}
cmd = slots->mslot[SM D] ;

/*
* print warning and return if the slot is enpty
*

if (cmd == NULL) {
nptsas_| og(nmpt, CE_WARN, "?NULL conmand for address "
"reply in slot %@", SMD);
return;

}
if ((cmd->cnd_flags & CFLAG PASSTHRU) ||
(cnd->cmd_fl ags & CFLAG CONFIG) ||
(cmd->cnd_fl ags & CFLAG FWDI AQ) {
cmd->cnd_rfm = reply_addr;
cmd->cmd_flags | = CFLAG | FI NI SHED;
cv_broadcast (&pt - >m passt hru_cv) ;
cv_broadcast (&t - >m config_cv);
cv_broadcast (&mpt->m fw diag_cv);
return;
} elseif (l(cmi >cnd_flags & CFLAG FWCMD)) {
npt sas_renove_cnd(npt, cnd);

NDBG31(("\t\tnptsas_process_intr: slot=%l", SMD));
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4786
4787
4788
4789
4790
4791
4792
4793
4794
4795
4796
4797
4798
4799
4800
4801
4802
4803
4804
4805
4806
4807
4808
4809

4811
4812
4813
4814
4815

4817
4818
4819
4820
4821
4822
4823
4824
4825
4826
4827
4828
4829
4830
4831
4832
4833
4834
4835
4836
4837
4838
4839
4840
4841
4842
4843

4845
4846
4847
4848
4849
4850
4851

44

}

/*

* Depending on the function, we need to handle
* the reply frame (and cnd) differently.

*/

switch (function) {
case MPl 2_FUNCTI ON_SCSI _I| O REQUEST:
gpt SES check_scsi _io_error(npt, (pMdi 2SCSI|OReply_t)reply, cnd);
rea
case MPI 2_FUNCTI ON_SCSI _TASK_MGMT:
cnd->cnd_rfm = reply_addr;
npt sasnﬁﬁ:heck_t ask_ngt (npt, (pMi 2SCSI Managenent Reply_t)reply,
c )
br eak;
case MPI 2_FUNCTI ON_FW DOANLOAD:
cnd->cnmd_flags | = CFLAG_FI NI SHED;
cv_signal (&mt->mfw cv);
br eak;
case MPI 2 FUNCTICN EVENT_NOTI FI CATI ON:
reply _frame_no = (reply_addr - npt->mreply_frame_dma_addr) /
mpt->m reply_frane_si ze;
args = &mt->mreplyh_args[reply_frane_no];
args->npt = (void *)npt;
args->rfm= reply_addr;

/*
* Record the event if its type is enabled in
* this npt instance by ioctl.

*

npt sas_r ecord_event (args);

/*
* Handle tine critical events
* NOT_RESPONDI NG ADDED only now
*
/
if (nmptsas_handl e_event _sync(args) == DDl _SUCCESS) {
/*

* Woul d not return main process,

* just let taskq resolve ack action

* and ack would be sent in taskq thread
*

NDB&20( (" send nptsas_handl e_event _sync success"));

}
1 f ((ddi_taskq_di spatch(npt->m event _taskq, nptsas_handl e_event,
(void *)args, DDI_NOSLEEP)) != DDl _SUCCESS) {
nptsas_| og(npt, CE _WARN, "No nmenory avail abl e"
"for dispatch taskq");
/*

* Return the reply frame to the free queue.
*/

ddi _put 32(npt - >m acc_free_queue_hdl,
& (uint32_t *)(void *)
npt - >m free_queue) [ npt->m free_i ndex], reply_addr);
(voi d) ddi _dma_sync(npt->mdnme_free_queue_hdl, 0, O,
DDI _DVA_SYNC_FORDEV) ;
if (++npt->mfree_i ndex == rrpt->mfree queue_depth) {
npt->m free_i ndex = 0;
}

ddi _put 32( npt - >m dat ap,
&npt - >m r eg- >Repl yFr eeHost | ndex, npt->m free_i ndex);

}
return;

case MPI2_FUNCTI ON_DI AG BUFFER_POST:
/

* %

If SMDis 0, this inplies that the reply is due to a
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4852
4853
4854
4855
4856
4857
4858
4859
4860
4861
4862
4863
4864
4865
4866
4867
4868
4869
4870
4871

4873
4874
4875
4876
4877
4878
4879
4880
4881
4882
4883
4884
4885
4886
4887
4888
4889

4891
4892
4893
4894
4895
4896
4897
4898
4899
4900
4901
4902
4903

4905
4906

4908
4909
4910
4911
4912
4913
4914
4915
4916
4917

* release function with a status that the buffer has been
* released. Set the buffer flags accordingly.
*/

if (SMD == {
i ocstatus = ddi _get16(npt->m acc_reply_frame_hdl,
& epl y->I OCSt at us) ;
buf fer_type = ddi _get8(npt->macc_reply_frame_hdl,
&(((pMoi 2Di agBuf f er Post Repl y_t) repl y) - >Buf f er Type) ) ;
if (iocstatus == MPI2_| OCSTATUS_DI AGNCSTI C_RELEASED) {
pBuffer =
&t ->m fw diag_buffer_list[buffer_type];
pBuf fer->valid_data = TRUE;
pBuf f er - >owned_by_firmware = FALSE;
pBuf f er - > mredi at e = FALSE;

} else {
/*

* Nornmal handling of diag post reply with SM D.
*

/
cmd = slots->mslot[SM D] ;

/*
* print warning and return if the slot is enpty
*

if (cmd == NULL) {
npt sas_| og(npt, CE_WARN, "?NULL conmand for
"address reply in slot %", SMD);
return;

}

cmd->cnd_rfm = reply_addr;
cmd->cnd_fl ags | = CFLAG_FI NI SHED;
cv_broadcast (&mpt->m fw diag_cv);

return;

defaul t:
mpt sas_l og(nmpt, CE_WARN, "Unknown function Ox% ", function);
br eak;

}

/*

* Return the reply frane to the free queue.
*/

ddi _put 32( npt - >m acc_free_queue_hdl,
& (uint32_t *)(void *)npt->mfree_queue)[ npt->mfree_index],
reply_addr);
(voi d) ddi _dma_sync(npt->mdne_free_queue_hdl, 0, O,
DDl _DVA_SYNC_FORDEV) ;
if (++mpt->mfree_i ndex == npt->m free_queue_depth) {
nmpt ->m free_i ndex = 0;

}
ddi _put 32(npt - >m dat ap, &npt->m reg- >Repl yFr eeHost | ndex,
nmpt - >m free_i ndex) ;

if (crmd->cnu_flags & CFLAG FW CVD)
return;

if (cmd->cnmd_flags & CFLAG RETRY) {
/ *

The target returned QFULL or busy, do not add tihs
pkt to the doneq since the hba will retry
this cnd.

The pkt has al ready been resubmitted in
mpt sas_handl e_qgful | () or in nptsas_check_scsi_io_error().
Renove this cnd_flag here.

* ok ok ok % bk ok
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4918 cnd->cnd_fl ags & ~CFLAG_RETRY;

4919 } else {

4920 npt sas_doneq_add(npt, cnd);

4921 }

4922

4924 static void

4925 npt sas_check_scsi_io_error(nptsas_t *npt, pMi 2SCSI|CReply_t reply,

4926 npt sas_cnd_t *cnd)

4927 {

4928 uint8_t scsi_status, scsi_state;

4929 uint16_t ioc_status;

4930 ui nt32_t xferred, sensecount, responsedata, |oginfo = O;
4931 struct scsi_pkt *pkt ;

4932 struct scsi_arq_status *arqgstat;

4933 struct buf *bp;

4934 nptsas_target _t *ptgt = cnd->cnd_t gt_addr;

4935 uint8_t *sensedata = NULL;

4937 if ((cnd->cnd_flags & (CFLAG SCBEXTERN | CFLAG EXTARQBUFVALI D)) ==
4938 ( CFLAG_SCBEXTERN | CFLAG_EXTARQBUFVALID)) {

4939 bp = cnd->cnd_ext _arq_buf;

4940 } else {

4941 p = cmd- >cnd_ar g_buf;

4942 }

4944 scsi_status = ddi _get 8(npt->m acc_reply_frame_hdl, &reply->SCSI Status);
4945 ioc_status = ddi _get16(npt->macc_reply_frane_hdl, &reply->lCOCStatus);
4946 scsi_state = ddi _get8(npt->macc_reply_frane_hdl, &reply->SCSlIState);
4947 xferred = ddi _get32(npt->macc_reply_frame_hdl, &reply->TransferCount);
4948 sensecount = ddi _get 32(npt->m acc_reply_franme_hdl, &reply->SenseCount);
4949 responsedata = ddi _get 32(npt->m acc_reply_frane_hdl,

4950 &r epl y- >Responsel nf o) ;

4952 if (ioc_status & MPI2_| OCSTATUS FLAG LOG | NFO AVAI LABLE) {

4953 loginfo = ddi _get32(npt->macc_reply_frane_hdl,

4954 & epl y- >l OCLogl nf 0) ;

4955 npt sas_| og(npt, CE_NOTE,

4956 "?Log info Ox% received for target %d.\n"

4957 "\tscsi_status=0x%, ioc_status=0x%, scsi_state=0x%",
4958 l oginfo, Tgt(cnd), scsi_status, ioc_status,

4959 scsi_state);

4960 }

4962 NDBG31(("\t\tscsi_status=0x%, ioc_status=0x%, scsi_state=0x%",

4963 scsi_status, ioc_status, scsi_state));

4965 pkt = CVD2PKT(cnu);

4966 *(pkt - >pkt _scbp) = scsi _status;

4968 if (loginfo == 0x31170000) {

4969 /*

4970 * if loginfo PL_LOG NFO CODE_| O DEVI CE_M SSI NG DELAY_RETRY
4971 * 0x31170000 cones, that neans the device missing del ay

4972 * is in progressing, the command need retry later.

4973 *

4974 *(pkt - >pkt _schp) = STATUS_BUSY;

4975 return;

4976 }

4978 if ((scsi_state & MPI2_SCSI _STATE_NO SCSI _STATUS) &&

4979 ((ioc_status & MPI2_| OCSTATUS MASK) ==

4980 MPI 2_| OCSTATUS_SCSI _DEVI CE_NOT_THERE) ) {

4981 pkt - >pkt _reason = CMD_I NCOVPLETE;

4982 pkt - >pkt “state | = STATE GOT_BUS;

5115 mut ex_enter (&t gt->mtgt_intr_nutex);
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4983
4984
4985
4986
5120
4987
4988

4990
4991
4992
4993
4994
4995
4996
4997

5000
5001
5002
5003
5004
5005
5006
5007
5008
5009
5010
5011
5012
5013
5014
5015
5016
5017
5018

5020
5021
5022
5023
5024
5025
5026
5027
5028
5029
5030
5031

5033
5034
5035
5036
5037
5038
5039
5040
5041

5043
5044
5045
5046
5047

if (ptgt->mreset_delay == 0)
nptsas_set _throttle(npt, ptgt,
DRAI N_THROTTLE)

}
mut ex_exit (&tgt->mtgt_intr_nutex);
return;

}

if (scsi_state & MPlI 2_SCSI _STATE_RESPONSE_| NFO_VALID) {
responsedat a & 0x000000FF;

if (responsedata & MPTSAS_SCSI _RESPONSE_CODE TLR OFF) {
nptsas_| og(npt, CE_NOTE, "Do not support the TLRn");

pkt - >pkt _reason = CMD_TLR_OFF;
return;

switch (scsi_status)

case MPI 2_SCS| _STATUS_CHECK_CONDI TI ON:
pkt->pkt_resid = (cnmd->cnd_dnacount - xferred);
arqgstat = (void*) (pkt->pkt_scbp);

argstat->sts_rqpkt_status = *((struct scsi_status *)

pkt - >pkt _schp));

( _
pkt - >pkt _state |= ( STATE_GOT_BUS | STATE GOT_TARGET |
STATE_SENT_CMD | STATE_GOT_STATUS | STATE ARQ DONE);

if (cmd->cnd_flags & CFLAG XARQ
pkt - >pkt _state | = STATE_XARQ_DONE;

if (pkt->pkt_resid != cnd->cnd_dmacount) {
pkt - >pkt _state | = STATE_XFERRED_DATA;

argst at - >st s_r gpkt _reason = pkt->pkt _reason;
arqgstat->sts_rqgpkt_state = pkt->pkt_state;
arqstat->sts_rgpkt_state | = STATE_XFERRED DATA;
arqstat->sts_rgpkt_statistics = pkt->pkt_statistics;
sensedata = (uint8_t *)&arqstat->sts_sensedat a;

bcopy((uchar_t *)bp->b_un.b_addr, sensedata,
((cmd->cnd_rgsl en >= sensecount) ? sensecount
cnd->cnd_rqgsl en));

arqgstat->sts_rqgpkt_resid = (cnd->cnd_rqgslen - sensecount);

cmd->cnd_fl ags | = CFLAG_CVDARQ

/*

* Set proper status for pkt if autosense was valid
*/

if (scsi_state & MPI 2_SCSI _STATE_. AUTOSENSE VALI D) {
struct scsi_status zero_status = { 0 };
argstat->sts_rqpkt_status = zero_status;

}

/*

* ASC=0x47 is parity error

* ASC=0x48 is initiator detected error received
*/

if ((scsi_sense_key(sensedata) == KEY_ABORTED COWAND) &&

((scsi_sense_asc(sensedata) == 0x47) ||
(scsi_sense_asc(sensedata) == 0x48))) {

npt sas_| og(npt, CE_NOTE, "Aborted_command!");

}
/| *

* ASC/ ASCQ=0x3F/ OXOE neans report_l uns data changed

*  ASC/ ASCQ=0x25/ 0x00 neans invalid |un
*
/

if (((scsi_sense_key(sensedata) == KEY_UNI T_ATTENTI ON) &&
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5048
5049
5050
5051
5052
5053

5055
5056
5057
5058
5059
5060
5061
5062
5063
5064
5065
5066
5067
5068
5069

5071
5072
5073
5074
5075
5076
5077
5078
5079
5080
5081
5082
5083
5084
5085
5220
5086
5087
5088
5224
5089
5090
5091
5092
5093
5094
5095
5096
5097
5098
5099
5100
5101
5102
5103
5104
5105
5106
5107
5108
5109
5110
5111

(scsi_sense_asc(sensedata) == 0x3F) &&
(scsi_sense_ascq(sensedat a) == Ox0E)) ||
((scsi_sense_key(sensedata) == KEY_| LLEGAL_REQUEST) &&
(scsi_sense_asc(sensedata) == 0x25) &&

(scsi _sense_ascq(sensedata) == 0x00)))

npt sas_t opo_change_list_t *topo_node = NULL;

topo_node = knmem zal | oc(
si zeof (nptsas_topo_change_list_t),
KM_NOSLEEP) ;
if (topo_node == NULL) {
rrptsas | og(nmpt, CE_NOTE, "No nenory"
"resource for handl e SAS dynam c"
"reconfigure.\n");
break;

}

topo_node- >npt = npt;

t opo_node- >event = MPTSAS_DR EVENT_RECONFI G_TARGET;
t opo_node- >un. phymask = ptgt->m phymask;

t opo_node- >devhdl = ptgt->m_ devhdl

t opo_node- >obj ect = (void *)ptgt;

t opo_node- >fl ags = MPTSAS_TOPO_ FLAG LUN_ASSCCI ATED,;

if ((ddi_taskqg_dispatch(npt->mdr_taskq,
npt sas_handl e_dr,
(void *)topo_node,
DDl _NOSLEEP)) != DDI_SUCCESS)
npt sas_| og(npt, CE_NOTE, "nptsas start taskq
“for handl e SAS dynanic reconfigure"
"failed. \n");

br eak;

case MPI2 SCSI STATUS_GOOD:
switch (ioc_status & MPI 2_| OCSTATUS_MASK) {
case MPI 2_| OCSTATUS_SCSI DEVICE NOT_THERE:

pkt - >pkt _reason = CVD_DEV_GONE;
pkt - >pkt _state | = STATE GOT_BUS;
nut ex_enter (&t gt->mtgt_intr_mutex);
if (ptgt->mreset_delay == 0) {
npt sas_set throttle(npt ptgt, DRAIN THROTTLE);

mutex_exit(&ptgt->mtgt_intr_nutex);

NDBG31( ("1 ost disk for target%l, comrand: %",
Tgt (cnd), pkt->pkt_cdbp[0]));

br eak;

case MPI2_| OCSTATUS_SCSI _DATA OVERRUN:

NDBGGl(("data overrun: xferred=%l", xferred));

NDBG31( (" dmacount:%i", cnd- >cnd_dnacount) ) ;

pkt - >pkt _reason CVD_DATA_OVR;

pkt - >pkt _state |- (STATE_GOT_BUS | STATE _GOT_TARGET
| STATE_SENT_CMD | STATE_GOT_STATUS
| STATE_XFERRED DATA) ;

pkt - >pkt _resid = 0;

br eak;

case MPI2_| OCSTATUS_SCSI _RESI DUAL_M SMATCH:
case MPI 2_| OCSTATUS_SCSI _DATA_UNDERRUN:

NDBGBl(("data underrun: xferred=%l", xferred))
NDBG31( (" dmacount =%", cnd->cnd_dnacount));
pkt - >pkt _state |= (STATE GOT_BUS | STATE_ CDT TARGET
| STATE_SENT _CMD | STATE_GOT_STATUS);
pkt - >pkt _resid = (cnd->cnd_dmacount - xf erred);
i f (pkt->pkt_resid != cnd->cnd_dmacount) {
pkt - >pkt _state | = STATE_XFERRED_DATA;

br eak;

48



new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c

5112
5113
5114
5115
5116
5117
5118
5119
5120
5121
5122
5123
5124
5125
5126
5127
5128
5129
5130
5131
5132
5133
5134
5271
5135
5273

5137
5138
5139

5141
5142
5143
5144
5145

5285
5147
5287
5148
5149
5150
5151
5152
5153
5154
5155
5156
5157
5158
5159
5160
5161
5162
5163
5164
5165
5166
5167
5168
5169
5170
5171
5172
5173

case MPI 2_SCsI

case MPI 2_| OCSTATUS_SCSI _TASK TERM NATED:

npt sas_set _pkt _reason(np
cmd, CMD_RESET, STAT BUS > RESET) ;
br eak;

case MPI2_| OCSTATUS_SCS| _| OC_TERM NATED:
case MPI 2_| OCSTATUS_SCSI _EXT_TERM NATED:

npt sas_set _pkt _reason(npt,
cmd, CMD_RESET, STAT_DEV_RESET);
br eak;

case MPl 2_| OCSTATUS_SCSI _| O DATA ERROR:
case MPI 2_| OCSTATUS_SCSI _PROTOCOL_ERROR

pkt - >pkt _state |= (STATE GOT_BUS | STATE_GOT_TARGET) ;
npt sas_set _pkt _reason(np

cmd, CVMD_TERM NATED, STAT_TERM NATED) ;
break;

case MPI 2_| OCSTATUS_| NSUFFI Cl ENT_RESOURCES:
case MPI2_| OCSTATUS_BUSY:
/*

defaul t:

br eak;

npt sas
bre

case MPI2 SCSI

NDBG31(
br eak;

case MPI 2_SCS|

defaul t:

* set throttles to drain
*/

ptgt = (nptsas_target_t *)nptsas_hash_traverse(
&mpt->m active->mtgttbl, MPTSAS_HASH FI RST);
while (ptgt != NULL)
mut ex_enter (&tgt->mtgt_intr_nutex);
nptsas_set _throttle(npt, ptgt, DRAIN_THROTTLE);
mut ex_exi t (&pt gt ->m t gt _i ntr_mutex);

ptgt = (nptsas_target_t *)nptsas_hash_traverse(
&mt->m active->mtgtthbl,

}

/*
* retry conmand
*/

cmd->cnd_f | ags | = CFLAG_RETRY;
cmd->cnd_pkt _flags | = FLAG HEAD;

nut ex_exi t (&pt - >m_nut ex) ;
(voi d) nptsas_accept_pkt (npt,
mut ex_ent er (&pt - >m_nut ex) ;
br eak;

cmd) ;

rrptsas I og(npt, CE_WARN,
"unknown ioc_status = %\n", ioc_status);

nmpt sas_| og(npt, CE_CONT, "scsi_state = %, transfer
"count = %(, scsi_status = %", scsi_state,
xferred, scsi_status);

break;

_STATUS_TASK_SET_FULL

handl e_gful I (nmpt, cnd);

_STATUS_BUSY:
("scsi_status busy received"));

STATUS_RESERVATI ON_CONFLI CT:

NDBG31(("scsi_status reservation conflict received"));

br eak;

mpt sas_l og(npt, CE_WARN, "scsi_status=%, ioc_status=%\n",
scsi_status, ioc_status);

npt sas_| og(nmpt, CE_WARN,

"npt sas_process_intr:

br eak;

invalid scsi status\n");
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5174 }

__unchanged_portion_onitted_

5263 /*
5264 * npt
5265 */

interrupt handler.

5266 static uint_t

5268

5269
5270
5271
5411
5412
5413

5273

5275
5417
5418
5419
5420
5421
5422
5423
5424
5425
5426
5427
5428
5429
5430
5431
5432
5433
5434
5435
5436
5437
5438
5439
5440
5441
5442
5443
5444
5445
5446
5447
5448
5449
5450
5451
5452
5453
5454
5455
5456
5457
5458
5459
5460
5461
5462

mut
/

5267 nptsas_intr(caddr_t argi,
{

caddr _t arg2)

npt sas_t *npt = (void *)argl;
pl\/p| 2Rep| yDescri pt or sUni on_t reply_i desc _uni on;
uchar _ did_reply = FALSE
int i =0, j;

uint8_t repl y_type;

uint16_t SM D,

NDBGL( (" nptsas_intr:

* ok ok ok ok ok % ok 3k ok bk ok ok ok b ok ok ok ok % bk ok % bk ok sk ok ok ok ok ok ok ok k oF F bk o

argl Ox% arg2 Ox%", (void *)argl, (void *)arg2));

ex_ent er ( &pt - >m_nut ex) ;

1
To avoid using mnutex in the I SR(ISR referes not only nptsas_intr,
but all of the recursive called functions in it. the same bel ow),
separate nutexs are introduced to protect the elenents shown in ISR
3 type of nutex are involved here:

a) per instance nutex m.intr_nutex.

b) per target nutex mtgt_intr_mutex.

c)ynutex that protect the free slot.

a) per instance nutex m.intr_nutex:

used to protect moptions, mpower, mwaitq, etc that would be
checked/nodified in I SR protect the getting and setting the reply
descriptor index; protect the mslots[];

b) per target nmutex mtgt_intr_nutex:

used to protect per target el enment which has relationship to I SR
contention for the new per target nmutex is just as high as it in
sd(7d) driver.

c)mutexs that protect the free slots:

those nutexs are introduced to minimze the nutex contentions
between the |1 O request threads where free slots are allocated

for sending cnds and | SR where slots hol di ng outstandi ng cnds

are returned to the free pool.

the idea is like this:

1) Partition all of the free slot into NCPU groups. For exanple,

In system where we have 15 slots, and 4 CPU, then slot si,s5,s9,s13
are marked bel onging to CPUl, s2,s6,s10,s14 to CPU2, s3,s7,s1l,s15
to CPU3, and s4,s8,s12 to CPU4.

2) In each of the group, an alloc/rel ease queue pair is created,
and both the allocq and the rel easeq have a dedi cated mutex.

3) Wien init, all of the slots in a CPU group are inserted into the
allocq of its CPUs pair.

4) \WWen doing IO

npt sas_scsi _start ()

{

cpui d
retry:
mut ex_ent er (&al | ocq[ cpui d]);
if (get free slot = success) {
renove the slot fromthe allocq
nut ex_exi t (&al | ocq[ cpui d]);
return(success);
} else { // exchange allocq and rel easeq and try again
mut ex_enter (& el eq[cpuid]);

= the cpu NO of the cpu where this thread is running on
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5463
5464
5465
5466
5467
5468
5469
5470
5471
5472
5473
5474
5475
5476
5477
5478
5479
5480
5481
5482
5483
5484
5485
5486
5487
5488
5489
5490
5491
5492
5493
5494
5495
5496
5497
5498
5499
5500
5501
5502
5503
5504
5505
5506
5507
5508
5509
5510
5511
5512
5513
5514
5515
5516
5517
5518
5519
5520
5521
5522
5523
5524
5525
5526
5527
5528

* 0k ok ok ok ok % ok 3k ok b bk ok ok Rk ok o ok % bk ok kb bk ok ok ok ok 3k ok ok % ok ok sk b ok ok ok k% ok kb kb F ok F ok k% F ok F

exchange the allocq and rel easeq of this pair;
mut ex_exit (& el eq[ cpuid]);
if (try to get free slot again = success) {
renove the slot fromthe allocq
mut ex_exi t (&al | ocq[ cpuid]);
return(success);
} else {
MOD( cpui d) ++;
goto retry;
if (all CPU groups tried)
mut ex_exi t (&al | ocq[ cpuid]);
return(failure);

}
I SR()

cpuid = the CPU group id where the slot sending the
cmd bel ongs;

mut ex_enter (& el eq[ cpuid]);

renove the slot fromthe rel easeq

mut ex_exit (& el eq[ cpuid]);

This way, only when the queue pair doi ng exchange have nutex
contentions.

For mutex mintr_nmutex and mtgt_intr_nutex, there are 2 scenari os:

a)lf the elements are only checked but not nodified in the | SR then
only the places where those el ements are nodifed(outside of |Sl
need to be protected by the new i ntroduced nutex.
For exanple, data Ais only read/checked in ISR then we need do
l'ike this:
In I SR
{
nmut ex_ent er (&new_nut ex) ;
read(A);
nmut ex_exi t (&ew_nut ex) ;
//the new nutex here Iis either the mtgt_intr_nutex or
//the m.intr_nutex.

}
In non-1 SR

mut ex_enter(&mmutex); //the stock driver already did this
nmut ex_ent er ( &ew_nut ex) ;

wite(A);

mut ex_exi t (&ew_nut ex) ;

mutex_exit(&mmutex); //the stock driver already did this

read(A);

/1 read(A) in non-1SRis not required to be protected by new
/1 nutex since ' A has already been protected by m nmutex

/1 outside of the ISR

}

Those fields in nptsas_target_t/ptgt which are only read in ISR
fall into this catergory. So they, together with the fields which
are never read in ISR are not necessary to be protected by
mtgt_intr_mutex, don’t bother.

checking of mwaitq also falls into this catergory. so all of the
pl ace outside of ISR where the mwaitq is nodified, such as in
nptsas_wai tgq_add(), nptsas_waitq_delete(), nptsas_waitqg_rn(),
m_intr_mutex shoul d be used.

b)If the elements are nodified in the I SR, then each place where
those elenents are referred(outside of ISR) need to be protected
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5529 * by the new introduced nutex. O course, if those elenments only
5530 * appear in the non-key code path, that is, they don't affect

5531 * performance, then the mnmutex can still be used as before.

5532 * For exanple, data Bis nodified in key code path in ISR and data C
5533 * is nodified in non-key code path in ISR then we can do like this:
5534 * In ISR

5535 * {

5536 td nmut ex_ent er (&ew_nut ex) ;

5537 * wrte(B);

5538 * mut ex_exi t (&ew_nut ex) ;

5539 * if (sel dom happen) {

5540 kd nmut ex_ent er (&m nut ex) ;

5541 * wite(O;

5542 * mut ex_exi t (&m nmut ex) ;

5543 * }

5544 * //the new nutex here is either the mtgt_intr_nutex or

5545 kJ //the m.intr_nutex.

5546 L

5547 * In non-1SR

5548 *

5549 * mut ex_ent er (&ew_nut ex) ;

5550 * wite(B);

5551 * mut ex_exi t (&ew_nut ex) ;

5552 *

5553 * nmut ex_ent er (&ew_nut ex) ;

5554 * read(B);

5555 * mut ex_exi t (&ew_nut ex) ;

5556 * /1 both wite(B) and read(B) in non-1SRis required to be
5557 * /1 protected by new nutex outside of the ISR

5558 *

5559 * mut ex_enter (&mmutex); //the stock driver already did this
5560 * read(C);

5561 * wite(O;

5562 * mut ex_exit(&mnutex); //the stock driver already did this
5563 * /1 both wite(C) and read(C) in non-ISR have been al ready
5564 * /] been protected by m nutex outside of the ISR

5565 * 3}

5566 *

5567 * For exanple, ptgt->mt_ncmds fall into 'B of this catergory, and
5568 * el enments shown in address reply, restart_hba, passthrough, 1COC
5569 * fall into'C of this catergory.

5570 *

5571 * In any case where nutexs are nested, make sure in the follow ng
5572 * order:

5573 * mnutex -> mintr_nutex -> mtgt_intr_nutex

5574 kd mintr_mutex -> mtgt_intr_nutex

5575 * mnutex -> mintr_mutex

5576 * mnmutex -> mtgt_intr_nutex

5577 *

5578 * 2.

5579 * Make sure at any tinme, getting the ReplyDescriptor by m post_index
5580 * and setting mpost_index to the ReplyDescriptorlndex register are
5581 * atomic. Since mnutex is not used for this purpose in ISR the new
5582 * nutex mintr_nutex nust play this role. So nptsas_poll (), where this
5583 * kind of getting/setting is also performed, nust use m.intr_mnutex.
5584 * Note, since context reply in | SR process_intr is the only code path
5585 * which affect performance, a fast path is introduced to only handle
5586 * the read/wite 10 having context reply. For other |1Gs such as

5587 * passthrough and 10C with context reply and all address reply, we
5588 * use the as-is process_intr() to handle them In order to keep the
5589 * sane semantics in process_intr(), make sure any new nutex is not held
5590 * before enterring it.

5591 */

5593 mut ex_ent er (&pt - >m i ntr_nut ex) ;
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5277 /*

5278 * |f interrupts are shared by two channels then check whether this
5279 * interrupt is genuinely for this channel by neking sure first the
5280 * chip is in high power state.

5281 *

5282 if ((nmpt->moptions & MPTSAS_OPT_PM &&

5283 (npt->m power _|l evel !'= PMLEVEL_DO)) {

5284 nut ex_exi t (&pt - >m_nut ex) ;

5602 mut ex_exi t (&pt->mintr_nutex);

5285 return (DDl _I NTR_UNCLAI MED) ;

5286 1

5288 /*

5289 * |f polling, interrupt was triggered by sonme shared interrupt because
5290 * |OC interrupts are disabled during polling, so polling routine wll
5291 * handle any replies. Considering this, if polling is happening,
5292 * return with interrupt unclained.

5293 */

5294 if (mpt->mpolled_intr) {

5295 mut ex_exi t (&npt - >m nut ex) ;

5613 mut ex_exit (&mpt->mintr mut ex);

5296 nptsas_| og(nmpt, CE_WARN, "npt_sas: Unclaimed interrupt");
5297 return (DDl _I NTR UNCLAI NED)

5298 }

5300 I

5301 * Read the istat register.

5302 */

5303 if ((INTPENDING(npt)) != 0) {

5304 /*

5305 * read fifo until enpty.

5306 */

5307 #ifndef __lock_lint

5308 _NOTE( CONSTCOND)

5309 #endi f

5310 while (TRUE) {

5311 (void) ddi _dma_sync(npt->m dma_post _queue_hdl, 0, O,
5312 DDl _DMA_SYNC_FORCPU) ;

5313 reply_desc_union = (pMi 2Rep| yDescri pt or sUni on_t)
5314 MPTSAS_GET_NEXT_REPLY(npt, npt->m post_i ndex);
5316 if (ddi _get32(npt->macc_post_queue_hdl,

5317 & epl y_desc_uni on->Wrds. Low) == OXFFFFFFFF | |
5318 ddi _get 32(npt->m acc_post _queue_| hdl

5319 &repl y_desc_uni on->Wrds. Hi gh) == OxFFFFFFFF) {
5320 br eak;

5321 }

5323 /*

5324 * The reply is valid, process it according to its
5325 * type. Also, set a flag for updating the reply index
5326 * after they've all been processed.

5327 */

5328 did_reply = TRUE

5330 npt sas_| process_| intr(nmpt, reply_desc_union);

5648 reply_type = ddi _get 8(npt->m acc _post _queue_hdl ,
5649 &repl y_desc_uni on- >Def aul't . Repl yFI ags) ;

5650 reply_type & MPl 2_RPY_DESCRI PT_FLAGS_TYPE_MASK;
5651 mpt->mreply[i]. Def aul t. Repl yFl ags = reply_type;
5652 if (reply_type ==

5653 MPI 2_RPY_DESCRI PT_FLAGS_SCSI _| O_SUCCESS) {

5654 SM D = ddi _get 16( npt - >m acc_post _queue_hdl ,
5655 & epl y_desc_uni on->SCSI | CSuccess. SM D) ;
5656 if (nptsas_handl e_io_fastpath(npt, SMD) !=

5657 TRUE) |
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5658 mpt->mreply[i].SCSIlOSuccess. SM D =
5659 SM D;

5660 i ++;

5661 }

5662 } else if (reply_type ==

5663 MPI 2_RPY_| DESCRI PT_FLAGS_ADDRESS REPLY) {

5664 npt->mrepl y[i].AddressRepl y. Repl yFr aneAddr ess =
5665 ddi_get 32( pt - >m acc_post _queue_hdl ,

5666 &repl y_desc_uni on- >Addr essRepl y.

5667 Repl yFr aneAddr ess) ;

5668 mpt->mreply[i].AddressReply. SM D =

5669 ddi _get 16( npt - >m acc_post _queue_hdl ,

5670 &repl y_desc_uni on- >Addr essRepl y. SM D)
5671 i ++;

5672 }

5673 /*

5674 * Clear the reply descriptor for re-use and increnent
5675 * index.

5676 */

5677 ddi _put 64( npt - >m acc_post _queue_hdl ,

5678 &((uint64_t *)(v0| d *)npt->m post _queue)

5679 [ mpt - >m post _i ndex], OxFFFFFFFFFFFFFFFF)

5680 (voi d) ddi_dma_sync(npt->m dma_post _queue_ hdI 0, O,
5681 DDl _DMA_SYNC_FORDEV) ;

5332 /*

5333 * Increnent post index and roll over if needed.

5334 *

5335 if (++npt->m post_index == npt >m post _queue_dept h) {
5336 npt - >m post _i ndex =

5337 }

5689 if (i > MPl _ADDRESS COALSCE_ MAX)

5690 br eak;

5338 }

5340 /*

5341 * Update the global reply index if at |east one reply was
5342 * processed.

5343 */

5344 if (did_reply) {

5345 ddi _put 32( npt - >m dat ap,

5346 &npt - >m r eg- >Repl yPost Host | ndex, npt->m post _i ndex);
5701 /

5702 For fma, only check the PIOis required and enough
5703 here. Those cases where fastpath is not hit, the

5705 fma. That is not necessary and soneti nmes not

*
*
*

5704 * nmptsas_f ma_check() check all of the types of
*

5706 * correct. fma check should only be done after
*

5707 the PIO and/or dma is perforned.

5708 */

5709 if ((mptsas_check_acc_handl e(npt->m datap) !=
5710 DDI _SUCCESS) ) {

5711 ddi _fm service_i npact (npt->mdi p,
5712 DDl _SERVI CE_UNAFFECTED) ;

5347 }

5715 }

5348 } else {

5349 mut ex_exi t (&pt - >m _nut ex) ;

5717 mut ex_exi t (&pt->m i ntr_nutex);

5350 return (DDl _I NTR_UNCLAI NVED) ;

5351 }

5352 NDBGL( (" nptsas_i ntr conplete"));

5721 mut ex_exit (&t ->m.intr_nut ex);
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5354 /* 5381 nptsas_process_intr(nptsas_t *npt,
5724 * Since nost of the cnds(read and wite O w th success return.) 5382 pMpi 2Repl yDescri pt orsUni on_t repl y_desc_uni on)
5725 * have already been processed in fast path in which the m nutex 5383 {
5726 * is not held, handling here the address reply and other context reply 5384 uint8_t reply_type;
5727 * such as passthrough and 10OC cnd with mnmutex held should be a big
5728 * issue for perfornmance. 5386 ASSERT( nut ex_owned( &pt - >m nut ex) ) ;
5729 * |f holding mmutex to process these cnds was still an obvious issue,
5730 * we can process themin a taskq. 5388 /*
5731 */ 5389 * The reply is valid, process it according to its
5732 for (j =0; j <i; j++) { 5390 * type. Also, set a flag for updated the reply index
5733 mut ex_ent er ( &pt - >m_nut ex) ; 5391 * after they’ ve all been processed.
5734 npt sas_process_intr(npt, &wpt->mreply[j]); 5392 */
5735 mut ex_exi t (&pt - >m nut ex) ; 5393 repl y type = ddi _get 8(npt->m acc_post _queue_hdl,
5736 } 5394 &reply_desc_uni on- >Def aul't . Repl yFI ags) ;
5395 reply _type & MPl 2_RPY_DESCRI PT_FLAGS TYPE MASK;
5738 0 5794 reply_type = repl y_desc_uni on- >Def aul t. Repl yFl ags;
5355 * |f no helper threads are created, process the doneq in ISR |f 5396 if (reply_type == MPI 2_RPY_DESCRI PT_FLAGS_SCSI _I| O_SUCCESS) {
5356 * hel pers are created, use the doneq length as a nmetric to nmeasure the 5397 npt sas_handl e_scsi _i o_success(npt, reply_desc_union);
5357 * |oad on the int errupt CPU. If it is long enough, which indicates the 5398 } else if (reply_type == MPlI 2_RPY_DESCRI PT_FLAGS_ADDRESS REPLY) {
5358 * load is heavy, then we deliver the 10 conpletions to the hel pers. 5399 npt sas_handl e_address_reply(npt, reply_desc_union);
5359 * This measurenent has sone limtations, although it is sinple and 5400 } else {
5360 * straightforward and works well for nost of the cases at present. 5401 mpt sas_| og(npt, CE_WARN, "?Bad reply type %", reply_type);
5361 */ 5402 ddi _fm servi ce_i npact (npt->m di p, DDl _SERVI CE_UNAFFECTED) ;
5362 if (!'nmpt->mdoneq_thread_n || 5403 }
5363 (npt->m doneqg_| en <= npt->m doneq_| engt h_threshol d)) {
5746 if (!'nmpt->mdoneq_thread_n) { 5405 /*
5364 nmpt sas_doneq_enpty(npt); 5406 * Clear the reply descriptor for re-use and increnent
5365 } else { 5407 * i ndex.
5749 int helper = 1; 5408 */
5750 mut ex_ent er (&pt->m.intr_nutex); 5409 ddi _put 64(npt - >m acc_post _queue_hdl,
5751 if (nmpt->m doneq | en <= npt->m doneq_| engt h_t hr eshol d) 5410 &((uint64_t *)(void *)npt->m post _queue) [ npt - >m _post _i ndex] ,
5752 hel per = 0; 5411 0x FFFFFFFFFFFFFFFF) ;
5753 nmut ex_exi t (&pt->m.intr_nut ex); 5412 (voi d) ddi _dma_sync( npt ->m_dma_post_queue_hdl , 0, 0,
5754 if (helper) { 5413 DDl _DVA_SYNC_FORDEV) ;
5366 mpt sas_del | ver _doneq_t hread(npt); 5414 }
5756 } else {
5757 npt sas_doneq_enpty(npt) ; 5416 /*
5367 } 5417 * handl e gfull condition
5759 1 5418
5419 stat| c void
5369 /* 5420 nptsas_handl e_qgful | (nptsas_t *npt, nptsas_cnd_t *cnd)
5370 * |f there are queued cnd, start them now. 5421 {
5371 */ 5422 nptsas_target _t *ptgt = cnd->cnd_tgt_addr;
5764 mut ex_ent er (&pt - >m i ntr_nut ex) ;
5372 if (mpt->mwaitqg !'= NULL) { 5424 if ((++cnd->cnd_qfull _retries > ptgt->mqfull_retries) ||
5373 nptsas_restart_wai tq(npt); 5425 (ptgt->maqfull _retries == 0)) {
5374 } 5426 /*
5427 * W have exhausted the retries on QFULL, or,
5766 mut ex_exi t (&pt - >m i ntr_nut ex) ; 5428 * the target driver has indicated that it
5767 nmut ex_ent er ( &pt - >m nut ex) ; 5429 * wants to handle QFULL itself by setting
5768 npt sas_restart_hba(npt); 5430 * gfull-retries capability to 0. In either case
5376 mut ex_exi t (&mpt - >m nut ex) ; 5431 * we want the target driver’s QFULL handling
5377 return (DDl _I NTR_CLAI MED); 5432 * to kick in. We do this by having pkt_reason
5771 } 5433 * as CMD_CWPLT and pkt_scbp as STATUS_QFULL.
5772 mut ex_exi t (&pt->mintr_mutex); 5434 */
5773 return (DDl _I NTR_CLAI MED) ; 5824 mut ex_enter (&t gt->mtgt_intr_nutex);
5378 } 5435 nptsas_set _throttle(npt, ptgt, DRAIN THROITLE);
5826 mut ex_exi t (&t gt ->m tgt _i ntr_mutex);
5776 [ * 5436 } else {
5777 * In ISR, the successfully conpleted read and wite |O are processed in a 5828 mut ex_enter (&t gt->mtgt_intr_nutex);
5778 * fast path. This function is only used to handl e non-fastpath IO including 5437 if (ptgt->mreset_delay == 0) {
5779 * all of the address reply, and the context reply for 1 OC cnd, passthrough, 5438 ptgt->m¢t_throttle =
5780 * etc. 5439 mex((ptgt->mt_ncnmds - 2), 0);
5781 * This function is also used to process polled cnd. 5440 }
5782 */ 5833 mut ex_exit (&t gt->mtgt_intr_nutex);
5380 static void
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5442 cnd- >cnmd_pkt _fl ags | = FLAG HEAD;

5443 cmd->cmd_flags & ~( CFLAG TRANFLAG) ;

5444 cnd- >cnd_fl ags | = CFLAG RETRY;

5839 mut ex_exi t (&pt - >m nut ex) ;

5446 (voi d) nptsas_accept_pkt(npt, cnd);

5841 mut ex_ent er (&pt - >m_nut ex) ;

5448 /*

5449 * when target gives queue full status with no conmands
5450 * outstanding (mt_ncnds == 0), throttle is set to 0
5451 * (HOLD_THROTTLE), and the queue full handling start
5452 * (see psarc/ 1994/ 313); if there are commands out st andi ng,
5453 * throttle is set to (m_t_ncmis - 2)

5454 */

5850 mut ex_enter (&t gt->mtgt_intr_nutex);

5455 if (ptgt->mt_throttlTe == HOLD THROTTLE) {

5456 /*

5457 * By setting throttle to QFULL_THROTTLE, we
5458 * avoid submitting new conmmands and in

5459 * nptsas_restart_cnd find out slots which need
5460 * their throttles to be cleared.

5461 */

5462 nptsas_set _throttle(npt, ptgt, QFULL_THROTTLE);
5463 if (mpt->mrestart_cnd_tinmeid == ) {

5464 npt->mrestart_cnd_tineid =

5465 timeout (nptsas_restart_cnd, npt,
5466 ptgt->mqfull _retry_interval);
5467 }

5468

5865 mut ex_exit(&tgt->mtgt_intr_nutex);

5469 1

5470 }

__unchanged_portion_omtted_

5790 static void

5791 nptsas_handl e_t opo_change(npt sas_t opo_change_list_t *topo_node,

5792 dev_info_t *parent)

5793 {

5794 nptsas_target _t *ptgt = NULL;

5795 npt sas_snp_t *psmp = NULL;

5796 npt sas_t *mpt = (void *)topo_node->npt;
5797 uint16_t devhdl ;

5798 uint16_t att ached devhdl

5799 ui nt 64_t sas_wwn = O;

5800 int rval = 0;

5801 ui nt 32_t page_addr ess;

5802 uint8_t phy, flags;

5803 char *addr = NULL;

5804 dev_info_t *| undi p;

5805 int circ =0, circl = 0;

5806 char attached_wwnstr [ MPTSAS_WW_STRLEN] ;
5808 NDBG20( (" npt sas%d handl e_t opo_change enter", npt->m.instance));
5810 ASSERT( nut ex_owned( &mpt - >m nut ex) ) ;

5812 switch (topo_node->event) {

5813 case MPTSAS DR _EVENT_RECONFI G_TARGET:

5814 {

5815 char *phy_mask_nane;

5816 npt sas_phynask_t phymask = 0;

5818 if (topo_node->flags == MPTSAS_TOPO FLAG RAI D _ASSOCI ATED) {
5819 /*

5820 * Get latest RAID info.

57
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5821 */

5822 (void) nptsas_get_raid_info(npt);

5823 ptgt = nptsas_search_by_devhdl (

5824 t->mactive->mtgttbl, topo_node->devhdl);
5825 if (ptgt == NULL)

5826 break;

5827 } else {

5828 ptgt = (void *)topo_node->object;

5829 }

5831 if (ptgt == NULL) {

5832 /*

5833 * |f a Phys Disk was deleted, RAID info needs to be
5834 * updated to reflect the new topol ogy.

5835 */

5836 (void) nptsas_get_raid_info(npt);

5838 /*

5839 * CGet sas device page 0 by DevHandl e to make sure if
5840 * SSP/ SATA end device exist.

5841 */

5842 page_address = (MPl 2_SAS DEVI CE_PGAD_FORM HANDLE &
5843 MPl 2_SAS_DEVI CE_PGAD_FORM MASK) |

5844 t opo_node- >devhdl ;

5846 rval = nptsas_get_target_device_info(npt, page_address,
5847 &devhdl , &ptgt);

5848 if (rval == DEV_I| NFO WRONG DEVI CE_TYPE) {

5849 rrptsas Tog(nmpt, CE_NOTE,

5850 'mpt sas_| hand! e _t opo_change: target % is "
5851 "not a SAS/ SATA device. \n"

5852 topo_node >devhdl ) ;

5853 } else if (rval == DEV INFO_FAI L_ALLOO) {

5854 nptsas_| | og(nmpt, CE_NOTE,

5855 'npt sas_| hand! e " topo_ change coul d not
5856 "al l ocate nenory. \n");

5857 }

5858 /*

5859 * If rval is DEV_INFO PHYS DI SK than there is nothing
5860 * else to do, just |eave.

5861 *

5862 if (rval !'= DEV_|I NFO_SUCCESS) {

5863 return;

5864 }

5865 }

5867 ASSERT( pt gt - >m devhdl == topo_node- >devhdl);

5869 mut ex_exi t (&npt - >m nut ex) ;

5870 flags = topo_node->fl ags;

5872 if (flags == MPTSAS_TOPO FLAG RAlI D_PHYSDRV_ASSCCI ATED) {
5873 phymask = pt gt->m_phyn‘ask;

5874 phy_mask_name = knmem zal | oc( MPTSAS_MAX_PHYS, KM SLEEP);
5875 (void) sprintf(phy_ mask_name, "9%", phynask);

5876 parent = scsi_hba iport_fi nd(npt >m di p,

5877 phy_mask_nane);

5878 kmam_free(phy_mask_nama, MPTSAS_MAX_PHYS) ;

5879 if (parent == NULL)

5880 rrptsas log(mpt, CE WARN, "Failed to find a "
5881 "iport for PD, should not happen!");
5882 mut ex_ent er (&pt - >m_nut ex) ;

5883 br eak;

5884 }

5885 }

58
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5887 if (flags == MPTSAS_TOPO FLAG RAI D_ASSOCI ATED) {

5888 ndi _devi _enter(parent, &circl);

5889 (void) nptsas_config_raid(parent, topo_node->devhdl,
5890 &l undi p) ;

5891 ndi _devi _exit(parent, circl);

5892 } else {

5893 /*

5894 * hold nexus for bus configure

5895 */

5896 ndi _devi _enter(scsi_vhci_dip, &circ);

5897 ndi _devi _enter(parent, &circl);

5898 rval = nptsas_config_target(parent, ptgt);

5899 /*

5900 * rel ease nexus for bus configure

5901 */

5902 ndi _devi _exit(parent, circl);

5903 ndi _devi _exit(scsi_vhci_dip, circ);

5905 /*

5906 */Add parent’s props for SVHBA support

5907 *

5908 if (flags == MPTSAS_TOPO_FLAG DI RECT_ATTACHED DEVI CE) {
5909 bzero(attached_wwnstr,

5910 si zeof (attached_wwnstr));

5911 (void) sprintf(attached_wwstr, "w¥®16"PRI x64,
5912 pt gt - >m sas_wan) ;

5913 if (ddi_prop_update_string(DDl _DEV_T_NONE,
5914 parent,

5915 SCsl _ADDR_PR(JD_ATTACHED_PCRT ,

5916 attached_wwnstr)

5917 = DDl _PROP_SUCCESS) {

5918 (voi d) ddi_prop_renove(DDl _DEV_T_NONE,
5919 parent,

5920 SCSI_ADDR_PROP ATTACHED_PORT, )
5921 nptsas | og(mpt, CE_WARN, "Failed to"
5922 "attached-port props");

5923 return;

5924 }

5925 1 f (ddi _prop_update_int (DDl _DEV_T_NONE, parent,
5926 MPTSAS_NUM PHYS, 1) !=

5927 DDl _PROP SUOCESS) {

5928 “(void) ddi_prop_renpove(DDl _DEV_T_NONE,
5929 parent, MPTSAS_NUM PHYS);

5930 npt sas_| Iog(rrpt CE_WARN, "Failed to"
5931 " create num phys props");

5932 return;

5933 }

5935 /*

5936 * Update PHY info for snhba

5937

5938 rmt ex_ent er ( &npt - >m_nut ex) ;

5939 if (nptsas_smhba phy|n|t(rrpt)) {

5940 mut ex_exi t (&pt - >m nut ex) ;

5941 nptsas_| og(nmpt, CE_WARN, "nptsas phy"
5942 " update failed");

5943 return;

5944 }

5945 mut ex_exi t (&pt - >m nmut ex) ;

5946 npt sas_snhba_set _phy_props(np

5947 ddi _get _nane_addr ( par ent) par ent,

5948 1, &attached_devhdl);

5949 if (ddl _prop_update_ |nt(DDI_DEV_T_NO\lE, parent,
5950 MPTSAS_VI RTUAL_PORT, 0) !=

5951 DDI _PROP_SUCCESS) {

5952 “(void) ddi_prop_renove(DDl _DEV_T_NONE,
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5953 parent, MPTSAS_VI RTUAL_PORT) ;
5954 mpt sas_| og(nmpt, CE_WARN,

5955 "nptsas virtual -port"

5956 "port prop update failed");

5957 return;

5958 }

5959 }

5960 }

5961 nmut ex_ent er ( &pt - >m_nmut ex) ;

5963 NDBG20((" npt sas%i handl e_t opo_change to online devhdl : %
5964 "phymask: %. ", npt->m.instance, ptgt->mdevhdl,

5965 pt gt - >m phynask) ) ;

5966 br eak

5967 1

5968 gase MPTSAS_DR_EVENT_OFFLI NE_TARGET:

5969

5970 npt sas_hash_tabl e_t *tgttbl = &mpt->m active->mtagttbl;

5971 devhdl = topo_node->devhdl ;

5972 ptgt = nptsas_search_by_devhdl (tgttbl, devhdl);

5973 if (ptgt == NULL)

5974 break;

5976 sas_wwn = ptgt->m sas_wwn;

5977 phy = ptgt->m phynum

5979 addr = kmem zal | oc( SCSI _MAXNAMELEN, KM SLEEP);

5981 if (sas_wwn) {

5982 (void) sprintf(addr, "w/®16"PRI x64, sas_wwn);

5983 } else {

5984 (void) sprintf(addr, "p%", phy);

5985 }

5986 ASSERT( pt gt - >m devhdl == devhdl);

5988 if ((topo_node->flags == MPTSAS TOPO FLAG RAI D _ASSOCI ATED) | |
5989 (topo_node->fl ags ==

5990 MPTSAS_TOPO_FLAG_RAI D_PHYSDRV_ASSCCI ATED) ) {

5991 /*

5992 * CGet latest RAID info if RAID volunme status changes
5993 * or Phys Disk status changes

5994 */

5995 (void) nptsas_get_raid_info(npt);

5996 }

5997 /*

5998 * Abort all outstanding command on the device

5999 */

6000 rval = nptsas_do_scsi_reset(npt, devhdl);

6001 if (rval) {

6002 NDBGZO((" mpt sas%l handl e _topo_ change to reset target "
6003 "before of fline devhdl: %, phymask: %, rval: %",
6004 npt - >m i nstance, ptgt->m. devhdl pt gt - >m phymask,
6005 rval));

6006 }

6008 mut ex_exi t (&npt - >m nut ex) ;

6010 ndi _devi _enter(scsi_vhci_dip, &circ);

6011 ndi _devi _enter(parent, &circl);

6012 rval = nptsas_offline_target(parent, addr);

6013 ndi _devi _exit(parent, circl);

6014 ndi _devi _exit(scsi_vhci_dip, circ);

6015 NDBG20( (" npt sas % handI e_t opo_change to offline devhdl: %, "
6016 "phymask: %, rval: %", npt->m.instance,

6017 pt gt ->m devhdl, pt gt >m phymask, rval ))
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6019 kmem free(addr, SCSI_MAXNAMELEN) ;

6021 /*

6022 * Clear parent’s props for SVHBA support

6023 */

6024 flags = topo_node->fl ags;

6025 if (flags == MPTSAS_TOPO FLAG DI RECT_ATTACHED DEVI CE) {
6026 bzero(attached wwnstr, sizeof (attached_wawnstr));
6027 if (ddi _prop_update_ stri ng( DDl _DEV_T_NONE, parent,
6028 SCSI_ADDR_PROP_ATTACHED PORT, attached_wanst r) I =
6029 DDl _PROP_SUCCESS) {

6030 “(void) ddi _prop_renove(DDl _DEV_T_NONE, parent,
6031 SCS| _ADDR_PROP_ ATTACHED PORT) ;

6032 nptsas_| og(npt, CE_WARN, "nptsas attached port
6033 " prop update failed");

6034 br eak;

6035 }

6036 i f (ddi _prop_update_int (DDl _DEV_T_NONE, parent,

6037 MPTSAS_NUM PHYS, 0) !=

6038 DDl _PROP, SUOCESS) {

6039 “(voi d) ddi _prop_renove( DDl _DEV_T_NONE, parent,
6040 MPTSAS_NUM_PHYS) ;

6041 rrptsas | og(npt, CE V\ARN "nmpt sas num phys "
6042 prop update failed");

6043 br eak;

6044 }

6045 if (ddi _prop_update_int(DDI_DEV_T_NONE, parent,
6046 MPTSAS_VI RTUAL_PORT, 1) !=

6047 DDl _PROP_SUCCESS) {

6048 “(void) ddi_prop_renove(DDl _DEV_T_NONE, parent,
6049 MPTSAS_VI RTUAL_PORT) ;

6050 rrptsas | og(npt, CE_WARN, "nptsas virtual port
6051 ' prop update failed");

6052 br eak;

6053 }

6054 }

6056 nmut ex_ent er ( &pt - >m_nmut ex) ;

6057 if (nmptsas_set_| ed_status(npt, ptgt, 0) != DD SUCCESS) {
6058 NDBGL4( (" nptsas: clear LED for tgt % failed"

6059 ptgt->mslot_num);

6060 }

6061 if (rval == DDl _SUCCESS) {

6062 nptsas_tgt_free(&mt->mactive->mtgtthl,

6063 pt gt - >m sas_wawn, ptgt->m phynask);

6064 ptgt = NULL;

6065 } else {

6066 /*

6067 * clean DR_INTRANSITION flag to allow I/O down to
6068 * PHCl driver since failover finished.

6069 * |nval idate the devhdl

6070 */

6468 nut ex_ent er ( &pt gt->mtgt_ intr_mutex);

6071 pt gt - >m devhdl MPTSAS_| NVALI D_DEVHDL

6072 ptgt->mt gt_unconfi gured = 0;

6073 mut ex_ent er (&pt - >m t x_wai t q_nut ex) ;

6074 ptgt->mdr_flag = MPTSAS DR_I NACTI VE

6075 mut ex_exi t (&pt - >m t x_wai t g_nut ex) ;

6472 mut ex_exi t (&tgt->mtgt_intr_ tex)

6076 }

6078 /*

6079 * Send SAS IO Unit Control to free the dev handle

6080 */

6081 i f ((flags == MPTSAS_TOPO FLAG DI RECT_ATTACHED DEVI CE) |

|
6082 (flags == IVPTSAS TOPO_FLAG_EXPANDER_ATTACHED DEVI CE)) {
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6083 rval = nptsas_free_devhdl (npt, devhdl);

6085 NDBG20( (" npt sas%l handl e_t opo_change to renove "
6086 "devhdl : %, rval: %", npt->m.instance, devhdl,
6087 rval));

6088 }

6090 br eak;

6091 }

6092 case MPTSAS_TOPO FLAG REMOVE_HANDLE:

6093 {

6094 devhdl = topo_node->devhdl ;

6095 /*

6096 * |f this is the renobve handl e event, do a reset first.
6097 */

6098 if (topo_node->event == MPTSAS_TOPO FLAG REMOVE HANDLE) {
6099 rval = nptsas_do_scsi_reset (npt, devhdl);

6100 if (rval) {

6101 NDBG20( (" npt %l reset target before renove "
6102 "devhdl : %, rval: %", npt->m.instance,
6103 devhdl, rval));

6104 }

6105 }

6107 /*

6108 * Send SAS IO Unit Control to free the dev handle

6109 */

6110 rval = nptsas_free_devhdl (npt, devhdl);

6111 NDBG20( (" nmpt sas%l handl e_t opo_change to renove "

6112 "devhdl : %, rval: %", npt->m.instance, devhdl,

6113 rval));

6114 br eak;

6115 }

6116 case MPTSAS_DR_EVENT_RECONFI G_SMP:

6117 {

6118 npt sas_snp_t snp;

6119 dev_info_t *snpdip

6120 npt sas_hash_t abl e_ t *snpt bl = &npt->m active->msnpthbl;
6122 devhdl = topo_node->devhdl ;

6124 page_address = (MPI 2_SAS_EXPAND_PGAD_FORM HNDL &

6125 MPI 2_SAS_EXPAND_PGAD_FORM MASK) | (uint32_t)devhdl;
6126 rval = nptsas_get_sas_expander _pageO(npt, page_address, &snp);
6127 if (rval !'= DDl _SUCCESS) {

6128 nptsas_|l og(nmpt, CE WARN, "failed to online snp, "
6129 "handl e %", devhdl);

6130 return;

6131 }

6133 psnp = nptsas_snp_al | oc(snmptbl, &snp);

6134 1f (psmp == NULL) {

6135 return;

6136 }

6138 mut ex_exi t (&pt - >m nut ex) ;

6139 ndi _devi _ent er(parent &ci rcl);

6140 (voi d) rrptsas online srrp( parent, psnp, &snpdip);

6141 ndi _devi _exit(parent, circl);

6143 mut ex_ent er (&pt - >m_nut ex) ;

6144 br eak;

6145 }

6146 case MPTSAS_DR_EVENT_OFFLI NE_SMP:

6147 {

6148 npt sas_hash_tabl e_t *snptbl = &npt->m active->m snptbl;

62
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6179
6180
6181
6182
6183
6184
6185
6186
6187
6188
6189
6190
6191
6192
6193
6194
6195
6196
6197
6198
6199
6200
6201
6202

6204
6205
6206
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6209
6210
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6212

6214

devhdl = topo_node->devhdl ;
uint32_t dev_info;

psnp = nptsas_search_by_devhdl (snptbl, devhdl);
if (psmp == NULL)
break;
/*
* The nptsas_snp_t data is released only if the dip is offlined
* successfully.
*/

mut ex_exi t (&npt - >m nut ex) ;

ndi _devi _enter(parent, &circl);
rval = nptsas_offline_snp(parent, psnp, NDI _DEVI _REMOVE);
ndi _devi _exit(parent, circl);

dev_i nfo = psnp->m devi cei nfo;
if ((dev_info & DEVI NFO DI RECT_ATTACHED) ==
DEVI NFO DI RECT_ATTACHED) {
if (ddi _prop_update_int (DDl _DEV_T_NONE, parent,
MPTSAS_VI RTUAL_PORT, 1) !=
DDl _PROP_SUCCESS) {
“(void) ddi_prop_renove(DDl _DEV_T_NONE, parent,
MPTSAS_VI RTUAL_PORT) ;
nptsas_| | og(nmpt, CE_WARN, "nptsas virtual port
prop update failed");

return;
}
/*
* Check whether the snp connected to the iport,
*
/

if (ddi _prop_update_int(DDI_DEV_T_NONE, parent,
MPTSAS_NUM PHYS, 0) !=
DDl _PROP_SUCCESS) {
“(void) ddi_prop_renove(DDl _DEV_T_NONE, parent,
MPTSAS_NUM PHYS) ;
rrptsas | og(npt, CE_WARN, "nptsas num phys"
" prop update failed");
return;
}
/*
* Clear parent’s attached-port props
*
/

bzero(attached_wwmstr, sizeof (attached_wwanstr));
if (ddi prop updat e_ strlng(DDI DEV_T_NONE, parent,
SCSI_ADDR_PROP_ATTACHED_PCRT, attached_wwnst r) 1=
DDI PRO3  SUCCESS) {
“(voi d) ddl _prop_renove(DDI _DEV_T_NONE, parent,
ADDR_PROP_ ATTACHED ) PORT);
rrptsas Iog(rrpt CE_WARN, "nptsas att ached port "
" prop update failed");
return;

}

mut ex enter(&npt >m_nut ex) ;
NDBGZO(( npt sas%l handl e_t opo_change to renove devhdl :
"rval : %", npt->m.instance, psnp->mdevhdl, rval))

if (rval == DD _SUCCESS) {

nptsas_snp_free(snptbl, psnp->m sasaddr,

psnp- >m phymask) ;

} else {

psnp- >m devhdl
}

bzero(attached_wwnstr, sizeof (attached_wawnstr));

= MPTSAS_| NVALI D_DEVHDL
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6216 br eak;
6217 1
6218 defaul t:
6219 return;
6220 }
6221 }
__unchanged_portion_omtted_
6307 #define SMP_RESET | N PROGRESS MPl 2_EVENT_SAS TOPO LR SMP_RESET | N_PROGRESS
6308 /*
6309 * handle sync events fromioc in interrupt
6310 * return val ue:
6311 * DDI _SUCCESS: The event is handled by this func
6312 * DDI _FAILURE: Event is not handl ed
6313 */
6314 static int
6315 nptsas_handl e_event _sync(void *args)
6316 {
6317 mreplyh_arg_t *replyh_arg
6318 pMpi 2Event Noti fi cati onRepl y_t eventreply;
6319 ui nt 32_t event, rfm
6320 npt sas_t *npt ;
6321 ui nt _t i ocst at us;
6323 replyh_arg = (mreplyh_arg_t *)args;
6324 rfm= replyh_arg->rfm
6325 mpt = replyh_arg->npt;
6327 ASSERT( nut ex_owned( &pt - >m nut ex) ) ;
6329 eventreply = (pMi 2Event Noti ficationReply_t)
6330 r'rpt >mreply_frame + (rfm- npt->mreply_frame_dnme_addr));
6331 event = ddi _get 16(npt->m acc_reply_frane_hdl, &eventreply- >Event)
6333 if (iocstatus = ddi _get16(npt->macc_reply_frane_hdl,
6334 &eventrepl y->I OCSt atus)) {
6335 if (1ocstatus == MP| 2_| OCSTATUS_FLAG _LOG | NFO_AVAI LABLE) {
6336 npt sas_| og(nmpt, CE_WARN,
6337 "I npt sas_handl e_event _sync: | OCSt at us=0x%,
6338 "1 OCLogl nf 0=0x%", i ocst atus,
6339 ddi _get 32(npt->m acc_reply_franme_hdl,
6340 &eventrepl y->I OCLogl nfo));
6341 } else {
6342 npt sas_| og(npt, CE_WARN,
6343 "nmpt sas_handl e_event _sync: | OCSt at us=0x%, "
6344 "1 OCLogl nf 0=0x%", i ocstatus,
6345 ddi _get 32(npt->m acc_reply_frane_hdl,
6346 &event repl y- > OCLogl nf o)) ;
6347 }
6348 }
6350 /*
6351 */ figure out what kind of event we got and handl e accordingly
6352 *
6353 switch (event) {
6354 case MPl2_EVENT_SAS TOPOLOGY CHANGE LI ST
6355 {
6356 pMpi 2Event Dat aSasTopol ogyChangelLi st _t sas_t opo_change_li st;
6357 uint8_t numentries, expstatus, phy;
6358 uint8_t phystatus, physport, state, i;
6359 uint8_t start_phy_num link_rate;
6360 uint16_t dev_handl e, reason_code;
6361 ui nt 16_t enc_handl e, expd_handl e;
6362 char string[80], curr[80] prev[80];
6363 npt sas_t opo_change_l i st _t *topo_head = NULL
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6364
6365
6366
6367
6368
6369
6370

6372

6374
6375

6377
6378

6380
6381
6382
6383
6384
6385
6386
6387
6388
6389
6390
6391

6393
6394
6395
6396
6397
6398
6399
6400
6401
6402
6403
6404
6405
6406
6407
6408
6409
6410
6411
6412
6413
6414
6415
6416
6417
6418
6419
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6421
6422
6423
6424
6425

6427
6428
6429

npt sas_t opo_change_| i st _t *topo_tail = NULL;
npt sas_t opo_change_l i st _t *t opo_node = NULL;
npt sas_ target t *ptgt;

npt sas_snp_t *psnp;

npt sas_hash_t abl e_t *tgttbl, *snpthbl;
uint8_t flags = 0, exp_flag;
smhba_i nfo_t *pSmhba = NULL;

NDBG20( (" mpt sas_handl e_event _sync: SAS topol ogy change"));

tgttbl = &npt->m active->mtgtthbl;
snptbl = &npt->m active->m snptbl;

sas_topo_change_l i st = (pMi 2Event Dat aSasTopol ogyChangelLi st _t)
eventrepl y->Event Dat a;

enc_handl e = ddi _get 16( npt->m acc_reply_frame_hdl,
“&sas topo change_| i st - >Encl osur eHandl e) ;

expd_handl e ddi _get 16(npt->m acc_reply_f rame_hdl ,
&sas_t opo_change_l i st - >Expander DevHandl e) ;

numentries = ddi _get8(npt->macc_reply_frame_hdl,
&sas_topo_change_| i st->NunEntries);

start_phy_num = ddi _get 8(npt->m acc_r epI y_frame_hdl,
&sas_t opo_change_l i st->Start PhyNum ;

expstatus = ddi _get 8(npt->m acc_reply_frane_hdl,
&sas_t opo_change_| | st->ExpSt at us) ;

physport = ddi _get8(npt->macc_reply_frane_hdl,
&sas_t opo_change_l i st->Physical Port);

string[0] = O;
if (expd_handle) {
flags = MPTSAS TOPO FLAG EXPANDER ASSOCI ATED;
switch (expstatus) {
case MPI 2_EVENT_SAS_TOPO ES_ADDED:
(void) sprintf(string, " added");
/*

* New expander device added
*/

mpt - >m port_chng = 1;

topo_node = knmem zal | oc(
si zeof (nptsas_topo_change_list_t),
KM _SLEEP) ;

t opo_node->npt = npt;

t opo_node- >event = MPTSAS DR EVENT RECONFI G _SMP;

t opo_node- >un. physport = physport;

t opo_node- >devhdl = expd_handl e;

t opo_node->fl ags = fl ags;

t opo_node- >0bj ect = NULL;

if (topo_head == NULL) {

topo_head = topo_tail = topo_node;

} else {
topo_tail->next = topo_node;
topo_tail = topo_node;

br eak;

case MPI2_EVENT_SAS_TOPO ES_NOT_RESPONDI NG
(voi d) sprintf(string, ™ not responding,
"renoved");

psnp = nptsas_search_by_devhdl (snptbl,
expd_| handl e);
if (psnmp == NULL)
br eak;

topo_node = kmem zal | oc(
si zeof (nptsas_topo_change_list_t),
KM_SLEEP) ;
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t opo_node- >npt = npt;
t opo_node- >un. phymask = psnp->m phymask;
t opo_node- >event = MPTSAS_DR_EVENT_OFFLI NE_SMP,
t opo_node- >devhdl = expd_handl e;
topo_node->fl ags = fl ags;
t opo_node- >obj ect = NULL;
if (topo_head == NULL)
topo_head = topo_tail = topo_node;
} else {
topo_tail->next = topo_node;
topo_tail = topo_node;

br eak;
case MPlI2_EVENT_SAS_TOPO ES_RESPONDI NG
break;
case MPI 2_EVENT_SAS TOPO ES_DELAY_NOT_RESPONDI NG
(void) sprintf(string, " not responding,
"del ayi ng renoval ");
break;

defaul t:
br eak;

} else {

flags = MPTSAS_TOPO_FLAG DI RECT_ATTACHED DEVI CE;

NDBG20( (" SAS TOPOLOGY CHANGE for encl osure % expander 9%%s\n",

for (i

enc handle expd_handl e, string));
{

= 0; i < numentries; i++)
phy =i + start _phy_num
physt at us ddi _get 8(npt->m acc_reply_frame_hdl,
&sas topo change_| i st->PHY[7]. PhySt atus);
dev_handl e = ddi _get 16(npt->m acc_reply_ frame hdl ,
“&sas_topo_change_l i st->PHY[i].Att achedDevHandi e);
reason_code = phystatus & MPI 2_EVENT_SAS_TCPO_RC_IW—\SK
/*
* Filter out processing of Phy Vacant Status unless
* the reason code is "Not Responding". Process all
* other conbinations of Phy Status and Reason Codes.
*/
if ((phystatus &
MPI 2_EVENT_SAS_TOPO_PHYSTATUS_VACANT) &&
(reason_code !=
MPl 2_EVENT_SAS TOPO RC TARG NOT_RESPONDI NG)) {

) conti nue;
curr[0] = O;
prev[0] = 0;
string[0]

= 0;
switch (reason code) {
case MPl 2_EVENT_SAS_TOPO_RC_TARG_ADDED:
{

NDBG20( (" npt sas%l phy %l physical _port % "
"dev_handl e % added", npt->m.instance, phy,
physport, dev_handle));

link_rate = ddi _get8(npt->macc_reply_frane_hdl,
&sas_t opo_change_l i st->PHY[i].LinkRate);

state = (link_rate &

MPI 2_EVENT_SAS_TOPO LR CURRENT_NASK) >>
MPI 2_EVENT_SAS_TOPO LR_CURRENT_SHI FT;
switch (state) {

case MPl 2_EVENT_SAS TOPO LR PHY_DI SABLED:

(void) sprintf(curr, "is disabled");
break;

case MPl2_EVENT_SAS TOPO LR NEGOTI ATl ON_FAI LED:
(void) sprintf(curr, "is offline, "
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"failed speed negotiation");
br eak;
case MPI 2 EVENT SAS_TOPO LR SATA QOOB_ CCNPLETE
(void) sprintf(curr, "SATA OOB '
"conpl ete");
break;
case SMP_RESET_I N_PROGRESS:
(voi d) sprintf(curr, "SWP reset in

"progress");
br eak;
case MPI 2 EVENT SAS TOPO LR RATE 1_5:
(v0|d) spr|ntf(curr "is online at "
"1.5 Gops");
br eak;
case MPl2_EVENT_SAS TOPO LR RATE 3_0:
(void) sprintf(curr, "is online at 3.0 "
" Gops”);
br eak;
case MPlI 2_EVENT SAS TOPO LR RATE 6_O0:
(void) sprintf(curr, "is online at 6.0 "
" Gops");
br eak;
def aul t
(voi d) spnntf(curr "state is "
"unknown") ;
br eak;
}
/

*
* New target device added into the system
* Set association flag according to if an
* expander is used or not.

*/

exp_flag =
MPTSAS_TOPO_FLAG_EXPANDER_ATTACHED_DEVI CE;
if (flags ==

MPTSAS_TOPO_FLAG_EXPANDER_ASSCCl ATED) {
flags = exp_flag

topo_node = kmem zal | oc(
si zeof (nptsas_topo_change_list_t),
KM_SLEEP) ;
t opo_node->npt = npt;
t opo_node- >event =
MPTSAS_DR EVENT RECONFI G_TARGET;
if (expd_ handle ==0) {

~

* Per MPI 2, if expander dev handl e
*is 0, it's a directly attached

* device. So driver use PHY to decide
*/V\/{‘Ii ch iport is associated

*

physport = phy;
nmpt - >m port _chng =

}

t opo_node- >un. physport = physport;
t opo_node- >devhdl = dev_handl e;
topo_node->fl ags = fl ags;

t opo_node- >obj ect = NULL;

if (topo_head == NULL) {
topo_head = topo_tail = topo_node;
} else {
topo_tail->next = topo_node;
topo_tail = topo_node;
}
break;
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case MPl 2_EVENT_SAS TOPO RC TARG NOT_RESPONDI NG

NDBG20( (" mpt sas%l phy %l physical _port % "
"dev_handl e % renpved", npt->m.instance,
phy, physport, dev_handle));

* Set association flag according to if an
* expander is used or not.
*/

exp_flag =
MPTSAS_TOPO_FLAG_EXPANDER_ATTACHED_DEVI CE;
if (flags ==

MPTSAS_TOPO_FLAG_EXPANDER_ASSCCI ATED) {
flags = exp_flag;

}

/*
* Target device is renoved fromthe system
* Before the device is really offline from
* fromsystem
*

ptgt = nptsas_search_by_devhdl (tgtthl,
dev_handl e);
/*
If ptgt is NULL here, it nmeans that the
DevHandl e is not in the hash table. This is
reasonabl e sonetinmes. For exanple, if a
di sk was pul |l ed, then added, then pulled
again, the disk will not have been put into
the hash tabl e because the add event will
have an invalid phymask. BUT, this does not
nmean that the DevHandle is invalid. The
controller will still have a valid DevHandl e
that nust be renoved. To do this, use the
MPTSAS_TOPO FLAG REMOVE_HANDLE event.
/
(ptgt == NULL) {
topo_node = knmem zal | oc(
si zeof (nptsas_topo_change_list_t),
KM _SLEEP) ;
t opo_node->npt = npt;
t opo_node- >un. phyr'rask = 0;
t opo_node- >event =
MPTSAS_TOPO FLAG REMOVE HANDLE;
t opo_node->devhdl = dev_handl e;
t opo_node->fl ags = fl ags;
t opo_node- >obj ect = NULL;
if (topo_head == NULL)
topo_head = topo_tail =
t opo_node;

B EE R

} else {
topo_tail->next = topo_node;
topo_tail = topo_node;

br eak;

Update DR flag imrediately avoid I/O failure
before failover finish. Pay attention to the
mutex protect, we need grab mtx_waitq_nutex
during set mdr_flag because we won't add
the following coomand into waitq, instead,
we need return TRAN BUSY in the tran_start
cont ext .

mutex protect, we need grab the per target
mutex during set mdr_flag because the

* Ok ok k% ok Kk ok ko



new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c 69

7020
7021
6626
6627
7023
6628
6629
7025

6631
6632
6633
6634
6635
6636
6637
6638
6639
6640
6641
6642
6643
6644
6645
6646
6647
6648
6649
6650
6651
6652
6653
6654
6655
6656
6657
6658
6659
6660
6661
6662
6663
6664
6665
6666
6667
6668
6669
6670
6671
6672
6673
6674
6675
6676
6677
6678
6679
6680
6681
6682
6683
6684
6685
6686
6687

* mnutex would not be held all the tine in
* mptsas_scsi_start()

*

/
mut ex_ent er (&pt - >m t x_wai t g_nut ex) ;
mut ex enter(&ptgt >mtgt_intr n"utex)
ptgt->mdr_flag = NPTSAS_ DR _| NTRANSI| TIO\I
mut ex_exi t (&pt->m t x_wai t g_nut ex) ;
mut ex_exi t (&t gt ->m tgt _i tr_nutex);

topo_node = kmem zal | oc(
si zeof (nptsas_topo_change_list_t),
KM_SLEEP) ;
t opo_node->npt = npt;
t opo_node- >un. phynask = ptgt->m phynask;
t opo_node- >event =
MPTSAS_DR EVENT OFFLI NE_TARCET;
t opo_node->devhdl = dev_handl e;
t opo_node->fl ags = fl ags;
t opo_node- >obj ect = NULL;

if (topo_head == NULL) {
topo_head = topo_tail = topo_node;
} else {
topo_tail->next = topo_node;
topo_tail = topo_node;
br eak;

}
case MPI2_EVENT_SAS_TOPO_RC_PHY_CHANGED:

ITnk_rate = ddi get8(npt >m acc_reply_frane_hdl,
&sas_t opo_change_| i st->PHY[T]. Li nkRate);
state = (link_rate &
MPI 2_EVENT_SAS TOPO LR _CURRENT_NASK) >>
MPl 2_EVENT_SAS_TOPO_LR_CURRENT_SHI FT;
pSnhba = &npt->m phy_info[i]. snhba i nfo;
pSmhba- >negotiated_|ink_rate = state;
switch (state)
case MPl 2_EVENT_SAS TOPO LR _PHY_DI SABLED:
(void) sprintf(curr, "is disabled");
nmpt sas_snhba_| og_sysevent (npt,
ESC_SAS_PHY_EVENT,
SAS_PHY_REMOVE,
&npt - >m phy_i nfo[i]. snhba_i nfo);
mpt - >m phy_info[i].smhba_info.
negotiated_link_rate

= 0x1;
br eak;
case MPlI 2_EVENT_SAS_TOPO LR NEGOTI ATI ON_FAI LED:
(void) sprintf(curr, "is offline, "

"failed speed negotiation");
npt sas_snhba_| og_sysevent ( npt,
ESC_SAS_PHY_EVENT,
SAS_PHY_OFFLI NE,
&npt - >m phy_i nfo[i]. snhba_i nfo);
br eak;
case M 2_EVENT_SAS_TODO_LR_SATA_COB_OO\/PLETE:
(void) sprintf(curr, "SATA OOB "
"conpl ete");
br eak;
case SMP_RESET_| N_PROGRESS:
(void) sprintf(curr, "SMP reset in "

"progress");
br eak;
case MPI2 EVENT SAS_TOPO LR RATE 1_5:
(v0|d) sprlntf(curr "is online at

"1.5 Cbhps");
if ((expd_| handl e == =0) &
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(enc_handle == 1)) {
npt->m port_chng = 1;

}

npt sas_snhba_| og_sysevent ( npt,
ESC_SAS_PHY_EVENT,
SAS_PHY_ONLT NE,
&npt - >m phy_ |nfo[|] snmhba_i nfo);

br eak;

case MPI 2_EVENT_SAS_TOPO LR_ RATE 3_0:
(v0|d) sprlntf(curr "is online at 3.0 "

"Gops”);
if ((expd_| handl e == =0) &
(enc_handl e == 1)) {
npt - >m port_chng = 1;

}
npt sas_snhba_| og_sysevent ( npt,
ESC_SAS_PHY_EVENT,
SAS PHY ONLT NE,
&npt - >m phy_ |nfo[|] snmhba_i nf o) ;
br eak;
case M 2_EVENT_SAS_T(PO_LR_RATE_6_O:
(void) sprintf(curr, "is online at
"6.0 Gops");
if ((expd_handle == 0) &&
(enc_handle == 1)) {
npt - >m port_chng = 1;

}
npt sas_snhba_l og_sysevent ( npt,
ESC_SAS_PHY_EVENT
SAS_PHY_ONLT NE,
&npt - >m phy_info[i].snmhba_info);
br eak;
defaul t:
(void) sprintf(curr, "state is "
"unknown") ;
break;

li rate &
EVENT SAS_TOPO LR _PREV_MASK) >>
EVENT SAS_TOPO LR_PREV_SHI FT;

ate) {

EVENT SAS_TOPO_LR_PHY_DI SABLED:
(v0| d) sprintf(prev, ", was disabled");
bre

case MPI2 EVENT SAS_TOPO_LR_NEGOTI ATI ON_FAI LED:
(void) sprintf(prev, ", was offline, "

"fail ed speed negotiation");

br eak;

case MPI 2_EVENT_SAS_TOPO LR _SATA_OOB_COVPLETE:
(void) sprintf(prev, ", was SATA COB "

"conpl ete");

br eak;
case SMP_RESET_I N_PROGRESS:
(voi d) sprlntf(prev ", was SMP reset
"I'n progress");
br eak;
case MPI 2_EVENT SAS TOPO LR RATE 1_5:
(void) sprintf(prev, ", was online at
"1.5 &

ps");
break;
case MPI 2_EVENT_SAS TOPO LR RATE_3_0:
(void) sprintf(prev, ", was online at
"3.0 &

ps");
br eak;
case MPI2_EVENT_SAS TOPO LR RATE_6_0:

70
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6754 (void) sprintf(prev, ", was online at " 6820 {
6755 "6.0 Gops"); 6821 NDBG20( (" nmpt sas %l vol ume added\ n",
6756 br eak; 6822 npt - >m i nst ance));
6757 defaul t:
6758 br eak; 6824 topo_node = knmem zal | oc(
6759 } 6825 si zeof (nptsas_topo_change_list_t),
6760 (voi d) sprintf(&string[strlien(string)], "link " 6826 KM_SLEEP) ;
6761 "changed, ");
6762 br eak; 6828 t opo_node- >npt = npt;
6763 case MPlI2_EVENT_SAS_TOPO RC _NO CHANGE: 6829 t opo_node- >event =
6764 conti nue; 6830 MPTSAS_DR_EVENT_RECONFI G_TARCET;
6765 case MPl 2_EVENT_ SAS TOPO_RC_DELAY_NOT_RESPONDI NG 6831 t opo_node- >un. physport = Oxff;
6766 (voi d) sprintf(&string[strlien(stri ng)] 6832 t opo_node- >devhdl = vol handl e;
6767 "target not responding, delaying 6833 t opo_node->fl ags =
6768 "renmoval "); 6834 MPTSAS_TOPO_FLAG_RAI D_ASSQOC!I ATED;
6769 br eak; 6835 topo_node- >obj ect = NULL;
6770 } 6836 if (topo_head == NULL) {
6771 NDBG20( (" nmpt sas%l phy %l DevHandl e %, %%%\n", 6837 topo_head = topo_tail = topo_node;
6772 npt - >m i nstance, phy, dev_handle, string, curr, 6838 } else {
6773 prev)); 6839 topo_tail->next = topo_node;
6774 } 6840 topo_tail = topo_node;
6775 if (topo_head != NULL) { 6841 }
6776 /* 6842 break;
6777 * Launch DR taskq to handl e topol ogy change 6843 }
6778 */ 6844 case MPI 2_EVENT_| R_CHANGE_RC_REMOVED:
6779 if ((ddi _taskqg_dispatch(npt->mdr_taskq, 6845 case MPI2_EVENT_| R_CHANGE_RC_VOLUME_DELETED:
6780 npt sas_handl e_dr, (void *)topo_head, 6846 {
6781 DDl _NOSLEEP)) != DDI_SUCCESS) { 6847 NDBG20( (" npt sas % vol ume del eted\n",
6782 nptsas_| og(npt, CE_NOTE, "nptsas start taskq 6848 rrpt >m i nstance));
6783 “for handle SAS DR event failed. \n"); 6849 pt gt npt sas_sear ch by devhdl (tgtthl,
6784 } 6850 voI handl e) ;
6785 } 6851 if (ptgt == NULL)
6786 br eak; 6852 br eak;
6787 }
6788 case MPl 2_EVENT | R_CONFI GURATI ON_CHANGE LI ST: 6854 /*
6789 { 6855 * Clear any flags related to vol une
6790 Mpi 2Event Dat al r Conf i gChangeLi st _t *ir Changeli st ; 6856 */
6791 npt sas_t opo_change_| i st _t *topo_head = NULL; 6857 (voi d) nptsas_del ete_vol ume(npt, vol handl e);
6792 npt sas_t opo_change_| i st _t *topo_tail = NULL;
6793 nmpt sas_t opo_change_l i st _t *t opo_node = NULL; 6859 I*
6794 npt sas_t arget _t *ptgt; 6860 * Update DR flag imediately avoid I/O failure
6795 npt sas_hash_t abl e_t *tgtthl; 6861 */
6796 uint8_t numentries, i, reason; 6862 mut ex_ent er (&pt - >m t x_wai t q_nut ex) ;
6797 uint16_t vol handl e, di skhandl e; 7258 mut ex_ent er ( &pt gt >mtgt_intr_nutex);
6863 ptgt->mdr _flag = MPTSAS DR | NTRANSI Tl ON;
6799 i rChangelLi st = (pMdi 2Event Dat al r Confi gChangeLi st _t) 6864 mut ex_exi t (&pt->m t x_wai t g_nut ex) ;
6800 eventr epl y->Event Dat a; 7260 mut ex_exi t (&t gt->mtgt_intr_nut ex)
6801 numentries ddi _get 8(npt->m acc_reply_frane_hdl,
6802 T8 rChangeL| st - >N.mEI enments) ; 6866 topo_node = knmem zal | oc(
6867 si zeof (nptsas_topo_change_list_t),
6804 tgttbhl = &pt->m active->mtgtthl; 6868 KM_SLEEP) ;
6869 t opo_node->npt = npt;
6806 NDBG20( (" npt sas% | R_CONFI GURATI ON_CHANGE_LI ST event received", 6870 t opo_node- >un. phyrrask = ptgt->m phynask;
6807 npt - >m i nst ance) ) ; 6871 topo_node- >event =
6872 MPTSAS_DR_EVENT_OFFLI NE_TARGET;
6809 for (i =0; i < _hum entries; i++) { 6873 t opo_node- >devhdl = vol handl e;
6810 reason = ddi gets(rrpt >m acc_reply_frame_hdl, 6874 t opo_node->fl ags =
6811 & rChangeLl st->Confi gEl ement[i]. ReasonCode) ; 6875 MPTSAS_TOPO_FLAG _RAI D_ASSOCI ATED,
6812 vol handl e = ddi _get 16( npt->m acc_reply_frame_hdl, 6876 t opo_node- >obj ect = (void *)ptgt;
6813 & r ChangelLi st - >Conf i gEl enent[i] . Vol DevHandl e) ; 6877 if (topo_head == NULL)
6814 di skhandl e = ddi _get 16( npt->m acc_reply_franme_hdl, 6878 topo_head = topo_tail = topo_node;
6815 & rChangeLl st->Confi gEl ement[i].PhysD skDevHand| e); 6879 } else {
6880 topo_tail->next = topo_node;
6817 switch (reason) { 6881 topo_tail = topo_node;
6818 case MPl2_EVENT | R CHANGE RC ADDED: 6882 }
6819 case MPl 2_EVENT_| R_CHANGE_RC_VOLUVE_CREATED: 6883 br eak;
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6884 } 6948 }
6885 case MPI 2_EVENT_I R_CHANGE_RC_PD_CREATED: 6949 defaul t:
6886 case MPI 2_EVENT_| R_CHANGE_RC H DE: 6950 br eak;
6887 { 6951 }
6888 ptgt = nptsas_search_by_devhdl (tgtthl, 6952 }
6889 di skhandl e) ;
6890 if (ptgt == NULL) 6954 if (topo_head != NULL) {
6891 br eak; 6955 /*
6956 * Launch DR taskq to handl e topol ogy change
6893 /* 6957 */
6894 * Update DR flag i mediately avoid I/O failure 6958 if ((ddi_taskg_di spatch(npt->mdr_taskq,
6895 */ 6959 npt sas_handl e_dr, (void *)topo_head,
6896 mut ex_ent er (&pt - >m t x_wai t g_nut ex) ; 6960 DDl _NOSLEEP) ) != DDl _SUCCESS)
7292 mut ex_ent er(&ptgt >mtgt_intr rmtex) 6961 mpt sas_| og(npt, CE_NOTE, "nptsas start taskq "
6897 ptgt->mdr_flag = MPTSAS_DR | NTRANSI TI oN; 6962 "for handle SAS DR event failed. \n");
6898 mut ex emt(&rrpt >m t x V\altq mut ex) ; 6963 }
7294 mut ex_exi t (&ptgt->mtgt_intr_nut ex) 6964 }
6965 break;
6900 topo_node = kmem zal | oc( 6966 }
6901 si zeof (nptsas_topo_change_list_t), 6967 defaul t:
6902 KM _SLEEP) ; 6968 return (DDl _FAI LURE);
6903 t opo_node->npt = npt; 6969 }
6904 t opo_node- >un. phymask = ptgt->m phymask;
6905 t opo_node- >event = 6971 return (DDl _SUCCESS);
6906 MPTSAS_DR_EVENT_OFFLI NE_TARGET; 6972 }
6907 t opo_node- >devhdl = di skhandl e; ______unchanged_portion_omtted_
6908 t opo_node->fl ags =
6909 MPTSAS_TOPO_ FLAG RAI D_PHYSDRV_ASSOCI ATED; 7537 | *
6910 t opo_node- >obj ect = (v0|d *)ptgt; 7538 * invoked fromtineout() to restart qfull cnds with throttle ==
6911 if (topo_head == NULL) { 7539 */
6912 topo_head topo_tail = topo_node; 7540 static void
6913 } else { 7541 nptsas_restart_cnd(void *arg)
6914 topo_tail->next = topo_node; 7542 {
6915 topo_tail = topo_node; 7543 npt sas_t *nmpt = arg;
6916 } 7544 npt sas_target _t *ptgt = NULL;
6917 break;
6918 } 7546 mut ex_ent er (&t - >m_nut ex) ;
6919 case MPI 2_EVENT_| R_CHANGE_RC_UNHI DE:
6920 case MPI2_EVENT_| R_CHANGE_RC_PD DELETED: 7548 mpt->mrestart_cnd_tinmeid = O;
6921 {
6922 I* 7550 ptgt = (nptsas_tar get t *)nptsas_hash_traverse(&mt->m active->mtgtthl,
6923 * The physical drive is released by a IR 7551 MPTSAS_HASH_FI RST);
6924 * volune. But we cannot get the the physport 7552 while (ptgt !'= NULL)
6925 * or phynum fromthe event data, so we only 7949 mut ex_enter (&t gt->mtgt_intr_nutex);
6926 * can get the physport/phynum after SAS 7553 if (ptgt->mreset_delay == 0)
6927 * Device PageO request for the devhdl. 7554 if (ptgt->mt_throttle == QFULL_THROTTLE) ({
6928 */ 7555 mpt sas_set _throttl e(npt, ptgt,
6929 topo_node = knmem zal | oc( 7556 MAX_THROTTLE) ;
6930 si zeof (nptsas_topo_change_list_t), 7557 }
6931 KM _SLEEP) ; 7558 }
6932 t opo_node- >npt = npt; 7956 mut ex_exit (&tgt->mtgt_intr_nutex);
6933 t opo_node- >un. phyrmsk = 0;
6934 t opo_node- >event = 7560 ptgt = (nptsas_target_t *)nptsas_hash_traverse(
6935 MPTSAS_DR_EVENT_RECONFI G_TARCET; 7561 &npt - >m active->mtgttbl, MPTSAS_HASH NEXT);
6936 t opo_node- >devhd| = di skhandl e; 7562
6937 t opo_node->fl ags = 7563 nptsas_restart_hba(npt);
6938 MPTSAS_TOPO | FLAG RAI D_PHYSDRV_ASSQOCI ATED; 7564 mut ex_exi t (&pt - >m_nut ex) ;
6939 t opo_node->obj ect = NULL; 7565 }
6940 npt - >m port_chng = 1;
6941 if (topo_head == NULL) { 7965 [ *
6942 topo_head = topo_tail = topo_node; 7966 * nptsas_renove_cnd0 is simlar to nptsas_renove_cnd except that it is called
6943 } else { 7967 * where m.intr_nutex has already been held.
6944 topo_tail->next = topo_node; 7968 */
6945 topo_tail = topo_node; 7567 void
6946 } 7568 nptsas_renove_cnd(nptsas_t *npt, nptsas_cnd_t *cnd)
6947 br eak; 7569 {
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8028
8029
8030
8031

7597
7598

}

ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

/
Wth new fine-grained | ock mechanism the outstanding cmd is only
linked to mactive before the dma is triggerred( MPTSAS_START_CMD)
to send it. that is, nptsas_save_cnd() doesn’'t link the outstandi ng
cmd now. So when nrptsas_rermve_cmj is called, a nptsas_save_cnd nust
have been called, but the cnd may have not been |inked.
For mptsas_renove_cnd0, the cnd nust have been |inked.
In order to keep the same semantic, we link the cnd to the

* outstanding cnd |ist.

*

/
npt - >m acti ve->m sl ot [ cnd- >cnd_sl ot] = cnd;

* ok kb k ok * o

mut ex_ent er (&pt - >m i ntr_nut ex) ;
npt sas_r enove_cndO( npt, cnd);
mut ex_exi t (&pt->m.intr_nutex);

static inline void
npt sas_renove_cndO(nptsas_t *npt, nptsas_cnd_t *cnd)
{

int sl ot;

npt sas_sl ot s_t *sl ots = npt - >m acti ve;
int

npt sas_t arget _t pt gt = chd >cnd_t gt _addr;
mpt sas_sl ot _free_e_t *pe;

ASSERT(cnmd ! = NULL);
ASSERT( crd- >cnd queued == FALSE);

/*
* Task Managenent cnds are renpved in their own routines. Al so,
* we don’t want to nodify tinmeout based on TM cnds.
*/
if (cmd->cnd_flags & CFLAG TM CMVD) {
return;
}

t = Tgt(cnd);

sl ot = cnd->cnd_sl ot;

pe = npt->mslot_free_ae + slot - 1;

ASSERT(cnd == slots->mslot[slot]);

ASSERT((slot > 0) && slot < (npt->mnmax_requests - 1));

/*
* renove the cnd.
*
if (cmd == slots->mslot[slot]) {
NDBG31( (" nptsas_renmpve_cnd: renoving cnd=0x%p",
mut ex_ent er (&pt - >m sl ot _f reeq_pai r p[ pe- >cpui d] .
mslot_releq.s. mfqg_nutex);
NDBG3I( (" nptsas_renpve_cnu0: r emovi ng cmd=0x%", (void *)cnd));
slots->mslot[slot] = NULL;
npt - >m ncnds- - ;
ASSERT( pe- >sl ot == slot);
list_insert_tail (&mpt->m slot_freeq_pairp[pe->cpuid].
mslot_releq.s.mfqg_list, pe);
npt - >m sl ot _freeq_pai rp[ pe->cpuid] . mslot_releq.s. mfqg_n++;
ASSERT( npt - >m sl ot _f reeq_pai r p[ pe- >cpui d] .
mslot_releq.s. mfg_n <= npt->m max _requests - 2);
mut ex_exi t (&pt->m sl ot _f reeq_pai r p[ pe- >cpui d] .
mslot_releq.s. mfqg_nutex);

(void *)cnd));

/*
* only decrenent per target ncnds if command

75
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7599 * has a target associated with it.

7600 */

7601 if ((cmd->cnd_flags & CFLAG CVDI OC) == 0) {

8038 mut ex_enter (&t gt->mtgt_| |ntr _nmut ex)

7602 ptgt->mt_ncnds--

7603 /*

7604 * reset throttle if we just ran an untagged comrand
7605 * to a tagged target

7606 */

7607 if ((ptgt->mt_ncnmds == 0) &&

7608 ((cnd->cmd_pkt _flags & FLAG TAGMASK) == 0)) {
7609 nptsas_set_throttle(npt, ptgt, MAX THROTTLE);
7610

8048 mut ex_exi t (&t gt->mtgt_intr_nutex);

7611

7613 }

7615 I*

7616 * This is all we need to do for ioc conmands.

8053 * The ioc cnds would never be handled in fastpath in ISR so we neke
8054 * sure the nptsas_return_to_pool () would always be called with
8055 * m_nut ex protected.

7617 */

7618 if (cmd->cnd_flags & CFLAG_CMVDI OC) {

8058 ASSERT( mut ex_owned( &pt - >m nmut ex) ) ;

7619 nmpt sas_return_to_pool (npt, cnd);

7620 return;

7621 }

7623 /*

7624 * Figure out what to set tag Qtineout for...

7625 *

7626 * Opti mze: |f we have duplicate’ s of sanme tineout

7627 * we're using, then we'll use it again until we run

7628 * out of duplicates. This should be the normal case

7629 * for block and raw I/ Q

7630 * |f no duplicates, we have to scan through tag que and

7631 * find the | ongest timeout value and use it. This is

7632 * going to take a while...

7633 * Add 1 to mn_slots to account for TMrequest.

7634 */

8075 mut ex_enter (&t gt ->m t gt intr_rmt ex);

7635 if (cmd->cnd_pkt->pkt_time == ptgt->mtinmebase) {

7636 if (--(ptgt >m dups) == 0) {

7637 f (ptgt->mt_ncmds) {

7638 npt sas_cnd_t *ssp;

7639 uint_t n =0;

7640 ushort t nslots = (slots->mn_slots + 1);
7641 ushort_t i;

7642 /*

7643 * This crude check assumes we don’t do
7644 * this too often which seenms reasonable
7645 * for block and raw I/ Q

7646 */

7647 for (i =0; i <nslots; i++)

7648 ssp = slots->mslot[i];

7649 if (ssp & (Tgt(ssp) ==1t) &&

7650 (ssp->cnmd_pkt - >pkt _tinme > n))
7651 n = ssp->cnd_pkt - >pkt _tinme;
7652 ptgt->mdups = 1;

7653 } else if (ssp & (Tgt(ssp) ==1) &&
7654 (ssp->cmd_pkt - >pkt _tinme == n)) {
7655 pt gt - >m dups++;

7656 }

7657 }



new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c

7658
7659
7660
7661
7662
7663
7664
7665

7667
8109
7668

7670
7671
7672
7673
7674
7675
7676
7677
7678
7679
7680

7682

7684
7685
7686
7687
7688
7689
7690

7692
7693
7694
7695
7696

7698
7699

7701
8121

7703

7705
7706
7707
7708
7709
7710
7711

7713
7714
7715
7716
7717
7718
7719
7720
7721

ptgt->mtinmebase = n;
} else {
ptgt->mdups = 0;

ptgt->mtinebase 0;

}
}
ptgt->mtinmeout = ptgt->mtinebase;

ASSERT(cnd ! = slots->mslot[cnd->cnd_slot]);
mut ex_exit(&tgt->mtgt_intr_nutex);

accept all cnds on the tx_waitq if any and then
start a fresh request fromthe top of the device queue.

since there are always cnds queued on the tx_waitg, and rare cnds on
the instance waitqg, so this function should not be invoked in the ISR
the nptsas_restart_waitq() is invoked in the ISR instead. otherw se, the
burden belongs to the 10 dispatch CPUs is noved the interrupt CPU.

* ok Gk kR % ¥

*/

static void
nptsas_restart_hba(nptsas_t *npt)
7681 {

}
!

ASSERT( nmut ex_owned( &pt - >m nut ex) ) ;

mut ex_ent er (&pt - >m t x_wai t q_nut ex) ;
if (npt->mtx_waitaq)
npt sas_accept _tx_wai tg(npt);

mut ex_exi t (&t - >m t x_wai t q_nut ex) ;
nptsas_restart_wai tq(npt);

*

* start a fresh request fromthe top of the device queue
&/

static void
nptsas_restart_wai tg(nptsas_t *npt)
7697 {

npt sas_cnd_t *cnd, *next_cnd;
nptsas_target _t *ptgt = NULL;

NDBGL( (" nptsas_restart_waitq: npt=0x%", (void *)npt));
NDBGL( (" nptsas_restart_hba: npt=0x¥%", (void *)npt));

ASSERT( nut ex_owned( &mpt - >m nut ex) ) ;

/
If there is a reset delay, don’t start any cnus.
as many cnds as possi bl e.

Since SMD O is reserved and the TMslot is reserved, the actual
* commands is mmax_requests - 2.

*/

cmd = npt->mwaitaq;

R

while (crmd !'= NULL) {
next _cmd = cnd->cnd_l i nkp;
if (cmd->cnd_fl ags & CFLAG PASSTHRU) {
if (nmptsas_save_cnd(npt, cnd) == TRUE) {
/*

* passthru command get slot need
* set CFLAG_PREPARED.
*/

cmd->cnd_fl ags | = CFLAG_PREPARED;

O herw se, start
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7722 npt sas_wai t q_del ete(npt, cnd);

7723 npt sas_start_passthru(npt, cnd);

7724 }

7725 cmd = next_cnd;

7726 conti nue;

7727 }

7728 if (cnd->cnd_flags & CFLAG CONFI Q) {

7729 if (nmptsas_save_cnd(npt, cnd) == TRUE) {

7730 I

7731 * Send the config page request and delete it
7732 * fromthe waitq.

7733 */

7734 cmd->cnd_fl ags | = CFLAG_PREPARED;
7735 npt sas_wai t q_del ete(npt, cnd);

7736 npt sas_start_confi g_page_access(npt, cnd);
7737 }

7738 cmd = next_cnd;

7739 conti nue;

7740 }

7741 if (cnd->cnd_flags & CFLAG FWDI AG {

7742 if (nmptsas_save_cnd(npt, cnd) == TRUE) {

7743 I*

7744 * Send the FWDi ag request and delete if from
7745 * the waitq.

7746 */

7747 cnd->cmi_flags | = CFLAG PREPARED;
7748 npt sas_wai t q_del ete(npt, cnd);

7749 npt sas_start_di ag(npt, cnd);

7750 }

7751 cmd = next_cnd;

7752 conti nue;

7753 }

7755 ptgt = cnd->cnd_t gt_addr;

7756 1f (ptgt & (ptgt->mt_throttle == DRAIN_THROTTLE) &&
8176 if (ptgt)

8177 nmut ex_ent er (&pt - >m i ntr_nut ex) ;

8178 nut ex_enter (&ptgt->mtgt_intr_mutex);

8179 if ((ptgt->mt_throttle == DRAIN_THROTTLE) &&
7757 (ptgt->mt_ncrmds == 0)) {

7758 ) nptsas_set_throttle(npt, ptgt, MAX_THROITLE);
7759

7760 1f ((npt->m.ncnds <= (npt->mnmax_requests - 2)) &&
7761 (ptgt & (ptgt->mreset_delay == 0)) &&

7762 (ptgt & (ptgt->mt_ncnds <

7763 ptgt->mt _throttle))) {

8183 if ((ptgt->mreset_delay == 0) &&

8184 (ptgt->mt_ncmds < ptgt->mt_throttle)) {
8185 mut ex_exit(&tgt->mtgt_intr_nutex);
8186 mut ex_exi t (&pt->m.intr_nutex);

7764 if (nmptsas_save_cnd(npt, cnd) == TRUE) {

7765 npt sas_wai t q_del ete(npt, cnd);

7766 (void) nptsas_start_cnd(npt, cnd);
7767 }

8191 goto out;

7768 }

8193 mut ex_exit(&ptgt->mtgt_intr_nutex);

8194 nut ex_exi t (&pt->m.intr_nutex);

8195 }

8196 out:

7769 cmd = next_cnd;

7770

7771 }

7772 | *

7773 * Cnds are queued if tran_start() doesn’'t get the m nutexl ock(no wait).
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79

7774 * Accept all those queued cnds before new cnd is accept so that the

7775 * cnds are sent in order.

8202 * npt tag type | ookup

7776 */

7777 static void

7778 nptsas_accept _tx_waitq(nptsas_t *npt)

8204 static char nptsas_tag_| ookup[]

8205 {0, MSG HEAD QTAG MG | CRDERED ) QTAG, 0, MSG_SI MPLE_QTAG} ;

8207 /*

8208 * nptsas_start_cnd0 is simlar to nptsas_start_cnd, except that, it is called
8209 * without ANY nutex protected, while, nptsas_start_cnd is called with mnutex
8210 * protected.

8211 *

8212 * the relevant field in ptgt should be protected by mtgt_intr_nmutex in both
8213 * functions.

8214 *

8215 * before the cnds are linked on the slot for nonitor as outstanding cnds, they
8216 * are accessed as slab objects, so slab framework ensures the exclusive access,
8217 * and no other mutex is requireed. Linking for nonitor and the trigger of dna
8218 * nust be done exclusively.

8219 */

8220 static int

8221 ?ptsas_start_crrdo(n'ptsas_t *npt, nptsas_cnd_t *cnd)

7779

7780 npt sas_cnd_t *cnd;

8223 struct scsi_pkt *pkt = CVD2PKT(cnd);

8224 ui nt 32_t control = 0;

8225 int n;

8226 caddr _t mem

8227 pMoi 2SCSI | ORequest _t i o_request;

8228 ddi _dma_handl e_t dma_hdl mpt - >m dma_r eq_frame_hdl ;

8229 ddi _acc_handl e_t acc_ hdl = npt->macc_req_franme_hdl;

8230 npt sas_t arget _t *ptgt = cnd->cmd_t gt _addr;

8231 uint16_t SMD, io_flags = 0;

8232 uint 32_t request _desc_| ow, request_desc_hi gh;

7782 ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

7783 ASSERT( nut ex_owned( &pt - >m t x_wal t q_nut ex) ) ;

8234 NDBGL( (" npt sas_start_cnd0: cnd=0x%", (void *)cnud));

7785 /*

7786 * A Bus Reset could occur at any time and flush the tx_waitq,

7787 * so we cannot count on the tx_waitq to contain even one cnd.

7788 * And when the mtx_waitg_nutex is released and run

7789 * nptsas_accept_pkt(), the tx_waitq may be flushed.

8237 * Set SMD and increment index. Rollover to 1 instead of 0 if index
8238 * is at the max. O is an invalid SMD, so we call the first index 1.
7790 */

7791 cmd = npt->mtx_waitqg;

7792 for (;;) {

7793 if ((cnmd = npt->mtx_waitq) == NULL) {

7794 npt->m tx_draining =

8240 SM D = cnd->cnd_sl ot ;

8242 /*

8243 * It is possible for back to back device reset to

8244 * happen before the reset delay has expired. That's

8245 * ok, just let the device reset go out on the bus.

8246 */

8247 if ((cmd->cnd_pkt_flags & FLAG NO NTR) == 0) {

8248 ASSERT( pt gt - >m reset _del ay == 0);

8249 }

8251 /*

8252 * if a non-tagged cnd is subnitted to an active tagged target
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8253
8254
8255
8256
8257
8258
8259
8260
8261
8262
8263

8265
8266
8267
8268

8270
8271
8272
8273
8274
8275
8276
8277
8278
8279
8280

8282
8283
8284
8285
8286
8287
8288
8289
7795
8291
8292
8293
8294
8295
8296
8297
8298
8299
7796
7797
7798
8301
8302
8303
7799
7800
7801
7802
7803
7804
7805
8305
7806
7807

8308
8309

* then drain before submtting this cnd; SCSI-2 allows RQSENSE
* to be untagged
*/
mut ex_enter (&t gt->mtgt_intr_nutex);
if cnd- >cnmd_pkt _fl ags & FLAG TAG\/ASK) == 0) &&
tgt->mt_ncnds > 1) &&
cmd- >cnd_fl ags & CFLAG TM CMD) == 0) &&
(cmd- >cmd_pkt - >pkt _cdbp) T= SCMD_REQUEST_SENSE)) {
if ((cmd->cnd_pkt_flags & FLAG NO NTR) ==
NDBG23( ("t arget =%, untagged cnd, start draining\n",
pt gt - >m devhdl ));

—~
~———
*~T |

if (ptgt->mreset_delay == 0) {
mpt sas_set _throttle(npt, ptgt, DRAIN_THROTTLE);

}
mut ex_exit (&ptgt->mtgt_intr_nutex);

nmut ex_ent er (&pt - >m_nut ex) ;

npt sas_renove_cnd(npt, cnd);
cnd->cnd_pkt _fl ags | = FLAG _HEAD;
npt sas_wai t g_add(npt, cnd);

mut ex_exi t (&pt - >m nut ex) ;

return (DDl _FAI LURE);

mut ex_exi t (&tgt->mtgt_intr_nutex);
return (DDl _FAI LURE);

}
mut ex_exit (&ptgt->mtgt_intr_nutex);

/*
* Set correct tag bits.
*/
if (cmd->cnd_pkt_flags & FLAG TAGVASK) {
switch (nptsas_tag_| ookup[ ((cnd->cnd_pkt_flags &
FLAG TAGVASK) >> 12)]) {
case MSG_SI MPLE_QTAG

control | = MPI 2_SCSI | O CONTROL_SI MPLEQ,
br eak;

case MSG HEAD QTAG
cont r oI | = MPI 2_SCSI | O CONTROL_HEADOFQ,
bre

case MSG_ (RDERED ) QTAG
control |= MPl2_SCSI| O CONTROL_ORDEREDQ
break;

defaul t:
nptsas_|l og(nmpt, CE WARN, "npt: Invalid tag type\n");
br eak;

}
1f ((nmpt->mtx_waitg = cnd->cnd_linkp) == NULL) {
npt->mtx_waitqtail = &mpt->mtx_waitq;
} else {
if (*(cnd->cmd_pkt->pkt_cdbp) != SCVMD_REQUEST_SENSE) {
ptgt->m¢t_throttle = 1;

}
cnd->cnd_| i nkp = NULL;
mut ex_exi t (&pt - >m t x_wai t g_nut ex) ;
if (nptsas_accept pkt(npt, cnd) != TRAN_ACCEPT)
cmm_er r ( CE_WARN, & npt: nptsas_accept _tx_waitqg: failed "
"to accept cnd on queue\n");
mut ex_ent er (&rpt - >m t x_wai t q_nut ex) ;
control |= MPI2_SCSI'I O CONTROL_SI MPLEQ

if (cmd->cnd_pkt_flags & FLAG TLR) {
control |= MPlI2_SCSI| O CONTROL_TLR ON;

80
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8310 } 8372 */
8373 mut ex_enter (&tgt->mtgt_intr_nutex);
7810 /* 8374 #ifdef MPTSAS_TEST
7811 * npt tag type | ookup 8375 /*
8312 mem = npt—>mreq frane + (npt->mreq_frane_size * SMD); 8376 * Tenporarily set tinmebase = 0; needed for
8313 i o_request = (pMi 2SCSI | ORequest _t) mem 8377 * tinmeout torture test.
8378 */
8315 bzero(io_request, sizeof (Mi2SCSI|ORequest_t)); 8379 if (nptsas_test_timeouts) {
8316 ddi _put 8(acc_hdl, & o_request->SGLO fset 0, of f set of 8380 ptgt->mtinebase = 0;
8317 (MPI 2_SCSI 10 ) REQUEST, SQ.) / 4); 8381
8318 nptsas_init_std_hdr(acc_hdl, io_request, ptgt->mdevhdl, Lun(cnd), O, 8382 #endi f
8319 MPI 2_FUNCTI ON_SCSI_TO REQJEST) 8383 n = pkt->pkt_tinme - ptgt->mtinebase;
8321 (void) ddi_rep_put8(acc_hdl, (uint8_t *)pkt->pkt_cdbp, 8385 if (n==0)
8322 i o_request ->CDB. CDB32, cnd->cnd_cdbl en, DDl _DEV_AUTO NCR); 8386 (pt gt ->m dups) ++;
8387 ptgt->mtinmeout = ptgt->mtinebase;
8324 io_flags = cmd->cnd_cdbl en; 8388 } elseif (n > 0) {
8325 ddi _put 16(acc_hdl, & o_request->loFl ags, io_flags); 8389 ptgt->mtinmeout =
8326 /* 8390 ptgt->mtinebase = pkt->pkt_tine;
8327 * setup the Scatter/Gather DVA list for this request 8391 ptgt->mdups = 1;
7812 */ 8392 } else |f (n <0) {
7813 static char nptsas_tag_| ookup[] = 8393 ptgt->mtimeout = ptgt->mtinebase;
7814 {0, MSG HEAD GTAG, MSG ORDERED QTAG 0, MSG SI MPLE_QTAG; 8394
8329 if (cmd->cnd_cookiec > 0) { 8395 #ifdef MPTSAS_TEST
8330 npt sas_sge_setup(npt, cnd, &control, io_request, acc_hdl); 8396 /*
8331 } else { 8397 * Set back to a nunber higher than
8332 _put 32(acc_hdl, & o_request->SG.. M Si npl e. Fl agsLengt h, 8398 * nptsas_scsi _wat chdog_ti ck
8333 ((uint32 t)I\/PI 2_SCE_FLAGS_LAST_ELEMENT | 8399 * so timeouts will happen in nptsas_watchsubr
8334 MPI 2_SGE_FLAGS_END_OF_BUFFER | 8400 */
8335 MPl 2_SGE_FLAGS_S| MPLE_ELEMENT | 8401 if (nptsas_test_timeouts) {
8336 MPl 2_SGE_FLAGS_END OF LI ST) << MPI2_SGE_FLAGS_SHI FT); 8402 ptgt->mti nebase = 60;
8337 } 8403
8404 #endi f
8339 /* 8405 mut ex_exi t (&t gt->mtgt_intr_nutex);
8340 * save ARQ i nformation
8341 */ 8407 if ((nmptsas_check_dma_handl e(dma_hdl) != DDl _SUCCESS) | |
8342 ddi _put 8(acc_hdl, & o_request->SenseBufferLength, cnd->cnd_rgsl en) 8408 (npt sas_check_acc_handl e(acc_hdl ) != DDl _SUCCESS)) {
8343 if ((cmd->cnd_flags & (CFLAG SCBEXTERN | CFLAG EXTARQBUFVALI D)) = 8409 ddi _f m servi ce_i npact (npt - >m di p, DDl _SERVI CE_UNAFFECTED) ;
8344 ( CFLAG_SCBEXTERN | CFLAG EXTARQBUFVALI D)) { 8410 return (DDl _FATLURE);
8345 ddi _put 32(acc_hdl, & o_request->SenseBuffer LowAddr ess, 8411 }
8346 cnd- >cnd_ext _ar qcooki e. dmac_addr ess) ; 8412 return (DDl _SUCCESS);
8347 } else { 8413 }
8348 ddi _put 32(acc_hdl, & o_request->SenseBuffer LowAddr ess,
8349 cnd- >cnd_ar qcooki e. dmac_addr ess) ; 7816 static int
8350 } 7817 ?ptsas_st art_cmd(nptsas_t *npt, nptsas_cnd_t *cnd)
7818
8352 ddi _put 32(acc_hdl, & o_request->Control, control); 7819 struct scsi _pkt *pkt = CVD2PKT(cnd);
7820 uint 32_t control = 0;
8354 NDBG31(("starting message=0x%p, w th cnmd=0x%", 7821 int n;
8355 (void *)(uintptr_t)nmpt->mreq_frame_dma_addr, (void *)cnd)); 7822 caddr _t mem
7823 pMpi 2SCSI | ORequest _t io_r equest;
8357 (void) ddi_dma_sync(dma_hdl, O, O, DDl _DVA SYNC FORDEV); 7824 ddi _dma_handl e_t dma_hdl npt - >m dma_r eq_frame_hdl ;
7825 ddi _acc_handl e_t acc hdI = npt->macc_req_franme_hdl ;
8359 /* 7826 nptsas_target _t *ptgt = cnd->cmd_t gt _addr;
8360 * Build request descriptor and wite it to the request desc post reg. 7827 ui nt16_t SMD, io_flags = O;
8361 */ 7828 ui nt 32_t request _desc_ Iow request _desc_hi gh;
8362 request _desc_low = (SM D << 16) + MPI2_REQ DESCRI PT_FLAGS_SCSI _I O
8363 request _desc_hi gh = ptgt->mdevhdl << 16; 7830 NDBGL( ("nptsas_start_cnd: cnd=0x%", (void *)cnd));
8365 mut ex_ent er (&pt - >m_nut ex) ; 7832 I*
8366 npt - >m act i ve- >m sl ot [ cnd- Scrd_sl ot] = cnd; 7833 * Set SMD and increnent index. Rollover to 1 instead of 0 if index
8367 MPTSAS_START_CMD(npt, request_desc_|l ow, request_desc_high); 7834 * is at the max. O is an invalid SMD, so we call the first index 1.
8368 mut ex_exi t ( &pt - >m mut ex) ; 7835 */
7836 SM D = cnd->cnd_sl ot ;
8370 /*
8371 * Start tinmeout. 7838 /*
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7839
7840
7841
7842
7843
7844
7845

7847
7848
7849
7850
7851
8451
7852
7853
7854
7855
7856
7857
7858

7860
7861
7862
8463

7864
7865
7866
8468
7867
8470
7868
7869
8473

7871
7872
7873
7874
7875
7876
7877
7878
7879
7880
7881
7882
7883
7884
7885
7886
7887
7888
7889
7890
7891
7892
7893
7894
7895

7897
7898
7899

*
*
*

i f

}
/*

*
*
*
*

nmu

if

}
mu

/*

*

It is possible for back to back device reset to
happen before the reset delay has expired. That's
ok, just let the device reset go out on the bus.

((cnd->cnd_pkt _flags & FLAG NO NTR) == 0) {
ASSERT( pt gt - >m reset _del ay == 0);

if a non-tagged cnd is submtted to an active tagged target
then drain before submtting this cmd; SCSI-2 all ows RQSENSE
/to be unt agged
tex_enter(&tgt->mtgt_intr_nutex);
((cmd->cnd_pkt _fl ags & FLAG TAGNASK) == 0) &&
(ptgt->mt_ncnmds > 1) &&
((crmd->cmd_flags & CFLAG TM CMD) == 0) &&
(*(cnd- >cmd_pkt - >pkt _cdbp) '= SCVMD_REQUEST_SENSE)) {
if ((cnd->cnd_pkt _flags & FLAG NONTR) == 0) {
NDB&23( ("target =%, untagged cnd, start draining\n",
ptgt->m devhdl))

if (ptgt->mreset_delay == 0) {
nptsas_set _throttle(npt, ptgt, DRAIN_THROTTLE);

nut ex_exi t (&ptgt->mtgt_intr_nutex);
npt sas_renove_cnd(npt, cnd);

cmd- >crd_pkt _fl ags | = FLAG HEAD,

npt sas_wai t g_add(npt, cnd);

return (DDl _FAI LURE);

mut ex_exi t (&t gt->mtgt_intr_nutex);
return (DDl _FAI LURE);

tex_exit(&tgt->mtgt_intr_nutex);

Set correct tag bits.

*/

if

}

}
if
}

(cmd- >cnd_pkt _fl ags & FLAG TAGVASK) {
switch (nptsas_tag_| ookup[ ((cnd->cnd_pkt_flags &
FLAG TAGVASK) >> 12)]) {

case MSG_SI MPLE_QTAG
control | = MPI 2_SCSI | O_ CONTROL_SI MPLEQ
br eak;

case MSG HEAD QTAG
control | = MPl 2_SCSI | O CONTROL_HEADOFQ
bre

case MSG_ (RDERED ) QTAG
control |= MPl2_SCSI| O CONTROL_ORDEREDQ
break;

defaul t:
gptsss_l og(mpt, CE_WARN, "npt: Invalid tag type\n");
r eak;

else {
if (*(cnd->cnd_pkt->pkt_cdbp) !'= SCMD_REQUEST_SENSE) {
ptgt->m¢t_throttle = 1;
}
control | = MPI2_SCSI| O CONTROL_SI MPLEQ

(cmd->cmd_pkt _flags & FLAG TLR) {
control |= MPI2_SCSI| O CONTROL_TLR ON;
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7901
7902

7904
7905
7906
7907
7908

7910
7911

7913
7914
7915
7916
7917
7918
7919
7920
7921
7922
7923
7924
7925
7926

7928
7929
7930
7931
7932
7933
7934
7935
7936
7937
7938
7939

7941

7943
7944

7946

7948
7949
7950
7951
7952

8558
7953

7955
7956
7957
8564
7958
7959
7960
7961
7962

mem = rrpt—>mreq frame + (npt->mreq_frane_size * SMD);
i o_request (pMpi 2SCSI | ORequest _t ) mem

bzero(io_request, sizeof (Mi2SCSI|ORequest_t));

ddi _put 8(acc_hdl, & o_request->SE.OfsetO, of f set of
(MPI 2_SCsI 10 ) REQUEST, SG.) / 4);

nptsas_init_std_hdr(acc_hdl, io_request, ptgt->mdevhdl, Lun(cnd), O,
MPI 2_FUNCTI ON_SCSI _TO RECUEST)

(void) ddi_rep_put8(acc_hdl, (uint8_t *)pkt->pkt_cdbp,
i o_request->CDB. CDB32, cnd->cnd_cdbl en, DDl _DEV_AUTO NCR);

io_flags = cnd->cnd_cdbl en;
ddi _put 16(acc_hdl, & o_request->loFl ags, io_flags);
/*

* setup the Scatter/Gather DVA list for this request
*/

if (cmd->cnd_cookiec > 0) {
) el {npt sas_sge_setup(npt, cnd, &control, io_request, acc_hdl);
el se
_put 32(acc_hdl, & o_request->SG.. My Si npl e. Fl agsLengt h,
((uint32_T) MPIl 2_SGE_FLAGS_LAST_ELENENT |
MPI 2_SGE_FLAGS_END OF BUFFER |
MPl 2_SGE_FLAGS_S| MPLE_ELEMENT |
MPI 2_SGE_FLAGS_END OF LI ST) << MPl 2_SGE_FLAGS_SHI FT);
}

/*
* save ARQ i nformation
*/

ddi _put 8(acc_hdl, & o_request->SenseBufferLength, cnd->cnd_rqgsl en)
if ((cnd->cmd_fl ags & (CFLAG SCBEXTERN | CFLAG EXTARQBUFVALID)) =
( CFLAG_SCBEXTERN | CFLAG EXTARQBUFVALI D)) {
ddi _put 32(acc_hdl, & o_request->SenseBuf f er LowAddr ess,
cnd- >crrd_ext_ar gcooki e. dmac_addr ess) ;
} else {
ddi _put 32(acc_hdl, & o_request->SenseBufferLowAddress,
cnd- >cnd_ar qcooki e. dmac_addr ess) ;

}
ddi _put 32(acc_hdl, & o_request->Control, control);

NDBG31(("starting nmessage=0x%, w th cnd=0x%",
(void *)(uintptr_t)nmpt->mreq_frane_dnma_ addr (void *)cnd));

(void) ddi_dma_sync(dma_hdl, O, O, DDI _DVA SYNC FORDEV);

*

* Build request descriptor and wite it to the request desc post reg.
*/

request _desc_l ow = (SM D << 16) + MPI 2_REQ DESCRI PT_FLAGS_SCSI _I G
request _desc_hi gh = ptgt->mdevhdl << 716;

npt - >m acti ve- >m sl ot [ cnd- >cnd_sl ot] = cnd;
MPTSAS_START_CMD(npt, request_desc_| Iow request _desc_hi gh);

/'k
* Start timeout.
*/
mut ex_enter (&ptgt->mtgt_intr_nutex);

#i f def MPTSAS_TEST
/*

* Tenporarily set timebase = 0; needed for
* timeout torture test.
*/
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7963 if (nmptsas_test_tinmeouts) {

7964 ptgt->mtinmebase = 0;

7965

7966 #endif

7967 n = pkt->pkt_tinme - ptgt->mtinebase;

7969 if (n==0)

7970 (pt gt - >m dups) ++;

7971 ptgt->mtinmeout = ptgt->mtinebase;
7972 } elseif (n>0) {

7973 ptgt->mtinmeout =

7974 ptgt->mtinebase = pkt->pkt_tine;
7975 ptgt->mdups = 1;

7976 } elseif (n<0) {

7977 ptgt->mtinmeout = ptgt->mtinebase;
7978 }

7979 #ifdef MPTSAS_TEST

7980 /*

7981 * Set back to a nunber higher than

7982 * nptsas_scsi _wat chdog_ti ck

7983 * so timeouts will happen in nptsas_watchsubr
7984 */

7985 if (nptsas_test_tinmeouts) {

7986 ptgt->mtinmebase = 60;

7987

7988 #endi f

8596 mut ex_exit (&ptgt->mtgt_intr_nutex);

7990 if ((mptsas_check_dma_handl e(dma_hdl) != DDI _SUCCESS) ||
7991 (npt sas_check_acc_handl e(acc_hdl ) != DDl _SUCCESS))
7992 ddi _fm servi ce_i npact (npt->m_di p, DDl _SERVI CE_UNAFFECTED) ;
7993 return (DDl _FAILURE);

7994 }

7995 return (DDl _SUCCESS);

7996 }

____unchanged_portion_onitted_

8034 /*

8035 * nove the current global doneq to the doneq of thead[t
8643 * nove the current global doneq to the doneq of thread|
8036 */

8037 static void

8038 nptsas_doneq_nv(nptsas_t *npt, uint64_t t)

]
t]

8039 {
8040 npt sas_cnd_t *cnd,
8041 npt sas_doneq_t hread_| i st _t *item = &mpt->mdoneq_thread_id[t];
8043 ASSERT( mut ex_owned( & t em >nut ex) ) ;
8652 mut ex_ent er (&pt - >m i ntr_nut ex) ;
8044 while ((cmd = npt->mdoneq) != NULL) {
8045 if ((nmpt->mdoneq = cnd->cmd_linkp) == NULL) {
8046 npt - >m donetai |l = &npt->m doneq;
8047
8048 cnd->cnd_| i nkp = NULL;
8049 *item >donetail = cnd;
8050 item >donetail = &cnd->cnd_| i nkp;
8051 npt - >m doneq_I| en- -;
8052 item >l en++;
8053 }
8663 mut ex_exi t (&t ->m.intr_nut ex);
8054 }
____unchanged_portion_onitted_
8127 [ *

8128 * These routines nmanipul ate the queue of conmands that
8129 * are waiting for their conpletion routines to be call ed.
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8130
8131
8132
8133
8134
8738
8739
8135
8136
8137

The queue is usually in FIFO order but on an MP system
it’s possible for the conpletion routines to get out

of order. If that's a problemyou need to add a gl obal
mut ex around the code that calls the conpletion routine
in the interrupt handler.

npt sas_doneq_addO is sinilar to nptsas_doneq_add except that it is called
* where m.intr_nutex has already been held.

*

/

static void

npt sas_doneq_add(nptsas_t *npt, nptsas_cnd_t *cnd)

* ok kb F o

8741 static inline void

8742 nptsas_doneq_addO(nptsas_t *npt, nptsas_cnd_t *cnd)

8138 {

8139 struct scsi_pkt *pkt = CVD2PKT(cnd);

8141 NDBG31( (" npt sas_doneq_add: cnd=0x%p", (void *)cnd));
8746 NDBG31( (" npt sas_doneq_add0: cnd=0x%", (void *)cnd));
8143 ASSERT( (cnd- >cnd_fl ags & CFLAG COMPLETED) == 0);
8144 cmd->cnd_| i nkp = NULL;

8145 cmd->cnd_fl ags | = CFLAG_FI NI SHED;

8146 cmd->cnd_fl ags & ~CFLAG_| N_TRANSPORT;

8148 nmpt sas_f ma_check(npt, cnd);

8150 /*

8151 * only add scsi pkts that have conpletion routines to
8152 * the doneq. no intr cnds do not have cal |l backs.
8153 *

8154 if (pkt && (pkt->pkt_conp)) {

8155 *npt - >m donetail = cnd,

8156 npt - >m donetai | = & nd->cnd_| i nkp;

8157 npt - >m doneq_| en++;

8158 }

8159 }

8764 | *

8765 * These routines nani pul ate the queue of conmands that
8766 * are waiting for their conpletion routines to be called.
8767 * The queue is usually in FIFO order but on an MP system
8768 * it's possible for the conpletion routines to get out
8769 * of order. If that’'s a problemyou need to add a gl obal
8770 * nutex around the code that calls the conpletion routine
8771 * in the interrupt handler.

8772 */

8773 static void

8774 nptsas_doneq_add(nptsas_t *npt, nptsas_cnd_t *cnd)

8775 {

8776 ASSERT( nut ex_owned( &mpt - >m nut ex) ) ;

8778 npt sas_f ma_check(nmpt, cnd);

8780 mut ex_ent er (&pt - >m i ntr_nut ex) ;

8781 npt sas_doneq_addO( npt, cnd);

8782 mut ex_exi t (&pt->mintr_mutex);

8783 }

8161 static nptsas_cnd_t *

8162 nptsas_doneq_thread_rm(nptsas_t *npt, uint64_t t)

8163 {

8164 npt sas_cnd_t *cnd;

8165 npt sas_doneq_t hread_l i st _t *item = &npt->mdoneq_thread_id[t];
8167 /* pop one off the done queue */

8168 if ((cmd = item>doneq) !'= NULL) {

8169 /* if the queue is now enpty fix the tail pointer */
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8170 NDBG31( (" npt sas_doneq_thread_rm cnd=0x%", (void *)cnd));
8171 if ((item>doneq = cnd->cnd_I|inkp) == NULL) {

8172 item >donetail = & tem >doneq;

8173 }

8174 cnd->cnd_| i nkp = NULL;

8175 item>len--;

8176 1

8177 return (cnd);

8178 }

8180 static void
8181 nptsas_doneq_enpty(nptsas_t *npt)

8182 {

8807 mut ex_ent er (&npt - >m i ntr_mut ex) ;

8183 if (npt->mdoneq & !npt->min cal | back) {

8184 npt sas_cnd_t *cnd, *next;

8185 struct scsi_pkt *pkt;

8187 mpt - >m i n_cal | back = 1;

8188 cmd = npt->m_doneq;

8189 npt - >m doneq = NULL;

8190 npt - >m donetai |l = &ert >m donegq;

8191 npt - >m doneq_| Ien = 0;

8818 nmut ex_exi t (&pt->m.intr_nutex);

8820 /*

8821 * ONLY in ISR is it called without mnutex held, otherwise,
8822 * it is always called with mnutex held.
8823 */

8824 if ((curthread->t_flag & T_I NTR_THREAD) == 0)
8193 mut ex_exi t (&pt - >m nut ex) ;

8194 /*

8195 * run the conpletion routines of all the
8196 * conpl eted comands

8197 */

8198 while (cnd !'= NULL) {

8199 next = cnd->cnd_| i nkp;

8200 cmd->cnd_| i nkp = NULL;

8201 /* run this conmand’ s conpletion routine */
8202 cmd->cmd_flags | = CFLAG COVPLETED;
8203 pkt = CVD2PKT(cnd);

8204 npt sas_pkt _conmp(pkt, cnd);

8205 cnmd = next;

8206 }

8839 if ((curthread->t_flag & T_I NTR_THREAD) == 0)
8207 nmut ex_ent er ( &pt - >m_nut ex) ;

8208 mpt - >m i n_cal | back = 0;

8842 return;

8209 }

8844 mut ex_exi t (&pt->m.intr_mutex);

8210 }

8212 /*

8213 * These routines mani pul ate the target’s queue of pending requests
8214 */

8215 void

8216 ?ptsas_\/\aitq_add(nptsas_t *mpt, nptsas_cmd_t *cnd)

8217

8218 NDBG7( (" npt sas_wai t q_add: cnmd=0x%", (void *)cnd));
8219 npt sas_t arget _t *ptgt = cnd->cnd_t gt _addr;

8220 crmd- >crmd_queued = TRUE;

8221 if (ptgt)

8222 ptgt->mt_nwait ++;

8223 if (cmd->cnd_pkt_flags & FLAG 5> HEAD) {

8859 nut ex_ent er (&npt - >m i ntr_nut ex) ;
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8224 if ((cmd->cnd_linkp = npt->mwaitqg) == NULL) {
8225 npt->mwaitqtail = &nd->cnd_l i nkp;
8226 }

8227 nmpt->mwaitq = cnd;

8864 mut ex_exit (&pt->m.intr_nutex);

8228 } else {

8229 cmd- >cnd_l i nkp = NULL;

8230 *(npt - >mV\a|tqta|I) = cnd;

8231 mpt->mwai tqtail = &nd- >crrd i nkp;

8232 }

8233 }

8235 static nptsas_cnd_t *
8236 nptsas_waitq_rn(nptsas_t *npt)

8237 {

8238 npt sas_cnd_t *cnd;

8239 nptsas_target _t *ptgt;

8240 NDBG7( (" nmptsas_wal tq_rn'));

8879 nmut ex_ent er (&pt->m.intr nut ex);

8242 MPTSAS_WAI TQ RM npt, crd)

8881 mut ex_exi t (&t - >m i nt r_nut ex);

8244 NDBG7( (" nptsas_wai tq_rm cnd=0x%", (void *)cnd));
8245 if (cmd) {

8246 ptgt = cnd->cnmd_t gt_addr;

8247 if (ptgt) {

8248 ptgt->mt_nwait--;

8249 ASSERT(ptgt->mt_nwait >= 0);
8250 }

8251 }

8252 return (cnd);

8253 }

8255 /*

8256 * renove specified cnd fromthe nmiddle of the wait queue.
8257 */

8258 static void

8259 nptsas_waitq_del ete(nptsas_t *npt, nptsas_cnd_t *cnd)

8260 {

8261 npt sas_cnd_t *prevp = npt->mwaitgq;

8262 nptsas_target_t *ptgt = cnmd->cnd_tgt_addr;

8264 NDBG/7( (" npt sas_wai t q_del ete: npt=0x% cnd=0x%",
8265 (void *)mpt, (void *)cnd));

8266 if (ptgt) {

8267 ptgt->mt_nwait--;

8268 ASSERT( pt gt ->m t n\/\alt >= 0);

8269 }

8271 if (prevp == cnd) {

8911 mut ex_ent er (&pt - >m i ntr _nut ex) ;

8272 if ((npt->mwaitq = cnd- >crrd I|nkp) == NULL)
8273 npt->mwai tgtail = &pt->mwaitaq;
8914 mut ex_exi t (&pt - >m i nt r_n"ut ex);

8275 cmd- >cnd_l i nkp = NULL;

8276 cnd- >cnd_queued = FALSE;

8277 NDBG/7( (" npt sas_wai t g_del ete: npt=0x% cnd=0x%",
8278 (void *)nmpt, (void *)cnd));

8279 return;

8280 }

8282 whi | e (prevp I'= NULL) {

8283 if (prevp->cnd_linkp == cnd) {

8284 if ((prevp->cnd_linkp = cnd->cnd_| i nkp)

NULL)

88
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8285 npt->mwai tqtail = &prevp->cnd_|inkp; 8351 *
8352 * Notes:
8287 cmd->cnd_l i nkp = NULL; 8353 * - RESET_ALL: reset the controller
8288 cnd- >cnd_queued = FALSE; 8354 * - RESET_TARCET: reset the target specified in scsi_address
8289 NDBG7( (" npt sas_wai t g_del ete: npt=0x% cnd=0x%", 8355 */
8290 (void *)mpt, (void *)cnd)); 8356 static int
8291 return; 8357 nptsas_scsi _reset(struct scsi_address *ap, int |evel)
8292 } 8358 {
8293 prevp = prevp->cnd_linkp; 8359 npt sas_t *mpt = ADDR2MPT( ap);
8294 } 8360 int rval ;
8295 crm_err (CE_PANIC, "npt: nptsas_waitq_del ete: queue botch"); 8361 nptsas_tgt_private_t *tgt_private;
8296 } 8362 npt sas_t arget _t *ptgt = NULL;
8298 static nptsas_cnd_t * 8364 tgt_private = (nptsas_tgt_private_t *)ap->a_hba_tran->tran_tgt_private;
8299 nptsas_tx_waitq_rn(nptsas_t *npt) 8365 ptgt = tgt_private->t_private;
8300 { 8366 If (ptgt == NULL)
8301 nptsas_cnd_t *cnd; 8367 return (FALSE);
8302 NDBG7( (" nptsas_tx_waitq_rm')); 8368 }
8369 NDBG22( (" npt sas_scsi _reset: target=% | evel =%@", ptgt->m devhdl,
8304 MPTSAS_TX_WAI TQ RM npt, cnd); 8370 level));
8306 NDBG7( (" nptsas_tx_waitq_rm cnmd=0x%", (void *)cnd)); 8372 mut ex_ent er (&pt - >m _nut ex) ;
8373 I*
8308 return (cnd); 8374 * if we are not in panic set up a reset delay for this target
8309 } 8375 */
8376 if (!ddi_in_panic()) {
8311 /* 8377 npt sas_set up_bus_reset _del ay(npt);
8312 * renove specified cnd fromthe nmiddle of the tx_waitq. 8378 } else {
8313 */ 8379 drv_usecwai t (npt->m scsi _reset _delay * 1000);
8314 static void 8380 }
8315 nptsas_tx_waitq_del ete(nptsas_t *npt, nptsas_cnd_t *cnd) 8381 rval = nptsas_do_scsi_reset(npt, ptgt->mdevhdl);
8316 { 8382 mut ex_exi t (&pt - >m nmut ex) ;
8317 nptsas_cnd_t *prevp = npt->mtx_waitq;
8384 /*
8319 NDBG7( (" nptsas_t x_wai t q_del ete: npt=0x% cnd=0x%", 8385 * The transport |ayer expect to only see TRUE and
8320 (void *)mpt, (void *)cnd)); 8386 * FALSE. Therefore, we wll adjust the return value
8387 *f nptsas_do_sc5| _reset returns FAILED.
8322 if (prevp == cnd) { 8388 */
8323 1f ((nmpt->mtx_waitq = cnd->cnd_| i nkp) == NULL) 8389 if (rval == FAILED)
8324 npt->mtx_waitqtail = &mpt->mtx_waitq; 8390 rval = FALSE;
8391 return (rval);
8326 cnd->cnd_| i nkp = NULL; 8392 }
8327 cmd- >cnmd_queued = FALSE; ____unchanged_portion_onitted_
8328 NDBG7( (" nptsas_tx_wai tq_del ete: npt=0x% cnmd=0x%",
8329 (void *)npt, (void *)cmd)); 8489 /*
8330 return; 8490 * Clean up froma device reset.
8331 } 8491 For the case of target reset, this function clears the waitq of all

*
8492 * commands for a particular target. For the case of abort task set, this
*

8333 while (prevp !'= NULL) { 8493 function clears the waitq of all commonds for a particular target/lun.

8334 if (prevp->cnd_|linkp == cnd) { 8494 */

8335 i f ((prevp->cnd_linkp = cmd->cnd_| i nkp) == NULL) 8495 static void

8336 mpt->m tx_waltqtail = &revp->cnd_|inkp; 8496 nptsas_flush_target(nptsas_t *npt, ushort_t target, int lun, uint8_t tasktype)
8497 {

8338 cmd->cnd_| i nkp = NULL; 8498 nptsas_slots_t *slots = npt->mactive;

8339 cmd- >cnd_queued = FALSE; 8499 npt sas_cnd_t *cmd, *next_cnd;

8340 NDBG7( (" npt sas_t x_wai t gq_del ete: npt=0x% cnd=0x%", 8500 int sl ot ;

8341 (void *)npt, (void *)cnd)); 8501 uchar _t reason;

8342 return; 8502 uint_t stat;

8343 }

8344 prevp = prevp->cnd_| i nkp; 8504 NDBG25( ("nmpt sas_flush_target: target=% |un=%", target, lun));

8345 1

8346 crm_err (CE_PANIC, "npt: nptsas_tx_waitqg_del ete: queue botch"); 8506 /

*
8347 } 8507 * Make sure the |/0O Controller has flushed all cmds

8508 * that are associated with this target for a target reset
8349 /* 8509 * and target/lun for abort task set.
8350 * device and bus reset handling 8510 * Account for TMrequests, which use the last SMD.




new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c 91

8511
9102
8512
8513
9104
8514
9106
8515
8516
8517
8518
8519
8520
8521
8522
8523
8524
9116
8525
8526
9118
8527
8528
8529
8530
8531
8532
8533
8534

8536
8537
8538
8539
8540
9132
8541
8542
8543
9135
8544
8545
8546
8547
8548
8549
9142

8551
8552
9145
8553
8554

8556
8557

8559
8560
8561
8562
8563
8564
8565
8566
8567

*/

mut ex_ent er (&pt - >m i ntr_nut ex) ;

for (slot = 0;

sl ot <= npt->m active->mn slots sl ot ++) {
if ((cnd
if ((cnd

= slots->mslot[slot]) == NULL)
= slots->mslot[slot]) == NULL) {
conti nue;

}

reason = CMD_RESET;

stat = STAT_DEV_RESET;

switch (tasktype) {

case MPI 2_SCS| TASKMGMI_TASKTYPE_TARGET_RESET:

if (Tgt(cmd) == target) {

NDBG&25( (" npt sas_fl ush_target discovered non-"
"NULL cnmd in slot %l, tasktype Ox%", slot,
tasktype));

npt sas_dunp_cnd( npt, cnd)

npt sas_r enove cnd(rrpt cnd) ;

npt sas_r enove_cndO(npt, cnd);

nptsas_set_pkt_reason(npt cmi, reason, stat);

npt sas_doneq_add( npt, cnd) ;

npt sas_doneq_addO( npt, cnd);

break;

case MPI2_SCSI TASKMGMI_TASKTYPE_ABRT_TASK_SET:

reason = CVD_ABORTED;
stat = STAT_ABORTED;
/ * FALLTHROUGH* /

case MPI 2_SCSI TASKMGMI_TASKTYPE_LOG CAL_UNIT_| RESET

defaul t:

}

%rut ex_exit (&npt-

| *

if ((Tgt(cnmd) == target) &% (Lun(crmd) == lun)) {

NDBG25( (" nmpt sas_fl ush_t arget discovered non-"
"NULL cnd in slot %, tasktype Ox%", slot,
tasktype));

npt sas_dunp_cnd(npt, cnd);

npt sas_r enove_cnd(npt, cnd);

npt sas_r enove_cndO(npt, cnd);

npt sas_set _pkt_reason(npt, cnd, reason,
stat);

nmpt sas_doneq_add(npt, cnd);

npt sas_doneq_addO(npt, cnd);

br eak;

break;

>mi ntr_mutex);

* Flush the waitq and tx_waitq of this target’s cnds
* Flush the waitq of this target’s cnds

*/

cnmd = npt->mwaitq;

reason

= CMD_RESET,;

stat = STAT_DEV_RESET;

switch (tasktype) {
case MPl 2_SCS| TASKMGMI_TASKTYPE_TARGET_RESET:
while (cmd !'= NULL) {

next _cmd = cnd->cnd_l i nkp;
if (Tgt(cmd) == target) {
npt sas_wai t q_del ete(npt, cnd);
nmpt sas_set _pkt_reason(npt, cnd,
reason, stat);
npt sas_doneq_add(npt, cnd);
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8568
8569
8570
8571
8572
8573
8574
8575
8576
8577
8578
8579
8580
8581
8582
8583
8584
8585
8586
8587
8588
8589
8590
8591
8592
8593
8594
8595
8596
8597
8598
8599
8600
8601
8602
8603
8604
8605
8606
8607
8608
8609
8610
8611
8612
8613
8614
8615
8616
8617
8618
8619
8620
8621
8622
8623

8625
8626
8627
8628
8629
8630

8632
8633

}
| *

* Clean up hba state, abort all outstanding command and conmmands
reset timeout of all targets.

*

*/

}
cmd = next_cnd;

rTutex _enter (&t ->m t x_wai t q_nut ex) ;
= npt->mtx_waitaq;
v\hlle (cmd !'= NOLL) {
next _cnd = cnd->cnd_| i nkp;
if (Tgt(cmd) == target) {

npt sas_tx_wai t g_del ete(npt, cnd);

mut ex_exi t (&t ->m t x_wal t q_nut ex) ;

npt sas_set _pkt reason(rrpt, cnd,
reason, stat)
npt sas_ doneq add(npt cmd) ;

mut ex_ent er (&mpt - >m tx_wai fq_rrut ex);

}
cmd = next_cnd;

mut ex_exi t (&pt - >m t x_wai t q_nut ex) ;
br eak;
case MPl 2_SCSI TASKMGMI_TASKTYPE_ABRT_TASK_SET:
reason = CMD_ABORTED;
stat = STAT_ABORTED;
[ * FALLTHROUGH* /
case MPl 2_SCSI TASKMGMI_TASKTYPE_LOG CAL_UNI T_RESET
while (cmd !'= NULL) {
next _cnd = cnd->cnd_| i nkp;

if ((Tot(cmd) == target) && (Lun(cmd) ==

npt sas_wai t q_del ete(npt, cnd);

npt sas_set _pkt reason(rrpt, cnd,
reason, stat);

nmpt sas_doneq_add(nmpt, cnd);

}
cmd = next_cnd;

mut ex_ent er (&pt ->m t x_wai t g_nut ex) ;
cnd = npt->mtx_waitgq;
while (cnd !'= NULL) {

next _cnd = cnd->cnd_| i nkp;

if ((Tgt(cmd) == target) && (Lun(cnd) ==

npt sas_t x_wai t q_del ete(npt, cnd)

fun)) {

fun)) {

mut ex_exi t (&t - >m t x_wai t q_nut ex) ;

npt sas_set _pkt_reason(npt, cnd,
reason, stat);
npt sas_doneq_add(npt, cnd);

mut ex_ent er (&pt - >m t x_wai t q_nut ex) ;

}
cmd = next_cnd;

}
mut ex_exi t (&pt - >m t x_wai t q_nut ex) ;

br eak;
defaul t:
mpt sas_| og(npt, CE_WARN, "Unknown task nanagenent type 9%.",
tasktype);
) br eak;

static void
npt sas_f | ush_hba(nptsas_t *npt)
8631 {

mptsas_slots_t *slots = npt->m active;
npt sas_cnd_t *cnd;

inwaitq
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8634
8636

8638
8639
8640
8641
8642
8643
9207
8644
8645
9209
8646
9211

8648
8649
8650
8651
8652
8653
8654
8655
8656
8657
8658
8659
8660
8661
8662
8663
8664
8665
8666
8667
8668

8670
8671
8672

8674
9239
8675
8676
9241
8677
9243

8679
8680
8681
8682
8683
8684
8685
8686
8687
8688
8689
8690
8691
8692
8693

int sl ot ;
NDBG25( (" mpt sas_f 1 ush_hba"));

/*
* The 1/0O Controller should have already sent back
* all commands via the scsi |/Oreply frame. Make
* sure all commands have been flushed.

* Account for TMrequest, which use the |ast SMD.
*

/

mut ex_ent er(&npt->m_i ntr_mnut ex) ;
for (slot = 0; slot <= npt->mactive->mn_slots; slot++) {
if ((chd = slots->mslot[slot]) == NULL)
if ((cnd = slots->mslot[slot]) == NULL) {
cont i nue;
}

if (crmd->cnd_flags & CFLAG CMDI OC) {
/*
Need to nake sure to tell everyone that m ght be

*

* waiting on this command that it’'s going to fail. |If
* we get here, this conmand will never timeout because
*
*
*

the active command table is going to be re-allocated,
so there will be nothing to check against a time out.

Instead, mark the conmand as failed due to reset.
/

npt sas_set _pkt_reason(npt, cnd, CMD_RESET,
STAT_BUS_RESET) ;
if ((cnd->cnd_flags & CFLAG PASSTHRU) ||
(cnd->cnd_fl ags & CFLAG CONFI G ||
(cmd->cmd_fl ags & CFLAG FWDI AQ ) {
cmd->crmd_flags | = CFLAG FI Nl SHED;
cv_broadcast ( &pt - >m passt hru_cv);
cv_broadcast (&mpt->m config_cv);
cv_broadcast (&t ->m fw di ag_ cv)

conti nue;

}
NDBG25( (" mpt sas_f 1l ush_hba di scovered non-NULL cnd in slot %",
sl o ;

npt sas_durrb_cmd( npt, cnd);

npt sas_renove_cnd(npt, cnd);

npt sas_r enove_cndO(npt, cnd);

npt sas_set _pkt_reason(npt, cnd, CVD _RESET, STAT_BUS_RESET);
npt sas_doneq_add(npt, cnd);

npt sas_doneq_addO(npt, cnd);

mut ex_exi t (&pt->m.intr_nutex);
*

* Flush the waitq.
*/

while ((cmd = nptsas_waitqg_rm(npt)) != NULL)
npt sas_set _pkt _reason(npt, cnd, CVD RESET, STAT_BUS_RESET);
if ((cnd->cnd_flags & CFLAG PASSTHRU) |l
(cnd->cmd_fl ags & CFLAG CONFIG) ||
(cnd->cmd_fl ags & CFLAG _FW DI AG) )
cmd->cnd_fl ags | = CFLAG_FI NI SHED;
cv_broadcast (&npt - >m | passt hru_cv);
cv_broadcast (&nmpt->m config_cv);
cv_broadcast (&t ->m fw_di ag_cv) ;
} else {
npt sas_doneq_add(npt, cnd);
}
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8694

8696
8697
8698
8699
8700
8701
8702
8703
8704
8705
8706
8707 }

}

/*
* Flush the tx_waitq
*/

mut ex enter(&rrpt->mtx wai t q_nut ex) ;
while ((cmd = npt sas_t x_wai t q_ rm(rrpt)) I'= NULL) {
mut ex_exi t (&pt ->m t x_wai t g_nut ex) ;
npt sas_set _pkt_reason(npt, cnd, CVD_RESET, STAT_BUS_RESET);
mpt sas_doneq_add(nmpt, cnd);
mut ex_ent er (&pt ->m t x_wai t g_nut ex) ;

}
mut ex_exi t (&pt->m t x_wai t g_nut ex) ;

__unchanged_portion_onitted_

8746 static void
8747 nptsas_setup_bus_reset _del ay(nptsas_t *npt)

8748 {
8749

8751
8752
8753
8754
9309
8755
8756
9312

8758
8759
8760

8762
8763 }

nptsas_target _t *ptgt = NULL;

NDBG22( (" mpt sas_set up_bus_reset _del ay"));
ptgt = (nptsas_target_t *)nptsas_hash_tra
MPTSAS_HASH_FI RST) ;
while (ptgt != NULL)
mut ex_enter (&ptgt->mtgt_intr_nutex);
mpt sas_set _throttle(npt, ptgt, HOLD THROTTLE);
ptgt->mreset_delay = npt->m scsi_reset_del ay;
mut ex_exit (&tgt->mtgt_intr_nutex);

averse(&mpt->m active->mtgttbl,

ptgt = (nptsas_target_t *)nptsas_hash_traverse(
&npt >m active->mtgttbl, MPTSAS_HASH NEXT);
}

npt sas_start_wat ch_reset _del ay();

__unchanged_portion_onitted_

8800 static int
8801 nptsas_watch_reset _del ay_subr(nptsas_t *npt)

8802 {
8803
8804
8805

8807
8809

8811
8812
8813
9370
8814
8815
8816
8817
8818
8819
8820
8821
8822
8823
8824
8825
9383

int done = 0;
int restart = 0;
nptsas_target _t *ptgt = NULL;

NDBG22( (" npt sas_wat ch_reset _del ay_subr: npt=0x%", (void *)npt));
ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

ptgt = (nptsas_target_t *)nptsas_hash_traverse(&npt->mactive->mtgtthl,
MPTSAS_HASH FI RST) ;
while (ptgt !'= NULL)
nut ex_enter (&t gt->mtgt_intr_nutex);
if (ptgt->mreset_delay T= 0)
ptgt->mreset_delay -=
MPTSAS_WATCH RESET_DELAY_TI CK;
if (ptgt->mreset_delay <= 0)
ptgt->mreset_delay = O;
nptsas_set _throttle(npt, ptgt,
MAX_THROTTLE) ;
restart++;
} else {
done = -1;
}

mut ex_exi t (&t gt->mtgt_intr_nutex);

94
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8935 }
8827 ptgt = (nptsas_target_t *)nptsas_hash_traverse( 9495 mut ex_exi t (&pt ->m i ntr_nut ex);
8828 &npt ->m active->mtgttbl, MPTSAS HASH NEXT); 8936 }
8829 }
8938 /*
8831 if (restart > 0) { 8939 * |f pkt is NULL then abort task set
8832 npt sas_restart_hba(npt); 8940 */
8833 } 8941 rval = nptsas_i oc_t ask_managenent (npt,
8834 return (done); 8942 MPI 2_SCS| TASKMGMT_TASKTYPE_ABRT _ TASK SET, target, lun, NULL, O, 0);
8835 }
__unchanged_portion_onitted_ 8944 /*
8945 * The transport |ayer expects only TRUE and FALSE.
8883 static int 8946 * Therefore, if nptsas_ioc_task_nanagenent returns
8884 nptsas_do_scsi _abort(nptsas_t *npt, int target, int lun, struct scsi_pkt *pkt) 8947 * FAILED we will return FALSE.
8885 { 8948 */
8886 npt sas_cnd_t *sp = NULL; 8949 if (rval == FAI LED)
8887 nptsas_slots_t *slots = npt->mactive; 8950 rval = FALSE;
8888 int rval = FALSE;
8952 #ifdef MPTSAS_TEST
8890 ASSERT( nut ex_owned( &mpt - >m nut ex) ) ; 8953 if (rval &% nptsas_test_stop) {
8954 debug_ent er (" npt sas_do_scsi _abort");
8892 /* 8955
8893 * Abort the command pkt on the target/lun in ap. |If pkt is 8956 #endi f
8894 * NULL, abort all outstanding commands on that target/Iun.
8895 * |f you can abort them return 1, else return O. 8958 done:
8896 * Each packet that’s aborted should be sent back to the target 8959 npt sas_doneq_enpt y(npt);
8897 * driver through the callback routine, with pkt_reason set to 8960 return (rval);
8898 * CNMD_ABORTED. 8961 }
8899 * __unchanged_portion_omtted_
8900 * abort cmd pkt on HBA hardware; clean out of outstanding
8901 * command |ists, etc. 9038 /*
8902 */ 9039 * (*tran_setcap). Set the capability nanmed to the val ue given.
8903 if (pkt !'= NULL) { 9040 */
8904 /* abort the specified packet */ 9041 static int
8905 sp = PKT2CMD( pkt); 9042 nptsas_scsi_setcap(struct scsi_address *ap, char *cap, int value, int tgtonly)
9043 {
8907 if (sp- >cnd queued) { 9044 npt sas_t *npt = ADDR2MPT(ap);
8908 G23( (" nmpt sas_do_scsi _abort: queued sp=0x% aborted", 9045 int ckey;
8909 (v0| d *)sp)); 9046 int rval = FALSE;
8910 npt sas_wai t g_del ete(npt, sp); 9607 npt sas_target _t *ptgt;
8911 npt sas_set _pkt_reason(npt, sp, CVD_ABORTED,
8912 STAT_ABORTED) ; 9048 NDBG24( (" npt sas_scsi _setcap: target=%l, cap=% val ue=% tgtonl y=%",
8913 npt sas_doneq_add(npt, sp); 9049 ap->a_target, cap, value, tgtonly));
8914 rval = TRUE;
8915 goto done; 9051 if (ltgtonly) {
8916 } 9052 return (rval);
9053 }
8918 /*
8919 */Have npt firmware abort this comand 9055 mut ex_ent er (&pt - >m_nut ex) ;
8920 *
9057 if ((mptsas_scsi_capchk(cap, tgtonly, &ckey)) !'= TRUE) {
9479 nmut ex_ent er (&mrpt - >m i ntr_nut ex) ; 9058 mut ex_exi t (&pt - >m mut ex) ;
8922 if (slots->msl ot[sp >cnd_slot] != NULL) { 9059 return (UNDEFI NED);
9481 nut ex eX| t (&t ->m.i ntr_nut ex); 9060 }
8923 rval = nptsas_ioc_task nanagenent(
8924 MPI 2_SCSI TASKMGMT_TASKTYPE._ ABO?T TASK target, 9062 switch (ckey) {
8925 lun, NULL, 0, 0); 9063 case SCSI _CAP_DVA MAX:
9064 case SCSI _CAP_MSG_QUT:
8927 /* 9065 case SCSI _CAP_PARITY:
8928 * The transport |ayer expects only TRUE and FALSE. 9066 case SCSI_CAP_I NI TI ATOR I D
8929 * Therefore, if nptsas_ioc_task_nanagenent returns 9067 case SCSI _CAP_LI NKED_CMDS:
8930 * FAILED we will return FALSE. 9068 case SCS|I _CAP_UNTAGGED_Q NG
8931 */ 9069 case SCS| _CAP_RESET_NOTI FI CATI ON:
8932 if (rval == FAILED) 9070 I
8933 rval = FALSE; 9071 * None of these are settable via
8934 goto done; 9072 * the capability interface.
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9073 */ 9143 NDBGL( (" new active alloc failed"));
9074 break; 9144 return (rval);
9075 case SCSI _CAP_ARQ 9145 }
9076 /* 9146 /*
9077 * We cannot turn off arq so return false if asked to 9147 * Since SMDO is reserved and the TMslot is reserved, the
9078 */ 9148 * nunber of slots that can be used at any one tinme is
9079 if (value) { 9149 * m.nax_requests - 2.
9080 rval = TRUE; 9150 */
9081 } else { 9151 new_active->mn_slots = (npt->mmax_requests - 2);
9082 rval = FALSE; 9714 new active->mn_slots = nslot = (npt->m max_requests - 2);
9083 } 9152 new_active->m size = size;
9084 br eak; 9153 new active->mtags = 1;
9085 case SCSI _CAP_TAGGED_Q NG
9086 npt sas_set _throttle(npt, ((nptsas_tgt_private_t *) 9154 if (old_active) {
9087 (ap->a_hba_tran->tran_tgt_private))->t_private, 9155 new_active->mtgttbl = old_active->mtgttbl;
9088 I\/AX ( THROTTLE) ; 9156 new_active->msnptbl = old_active->msnptbl;
9647 pt gt ((nptsas_tgt_private_t *) 9157 new_active->mnumraid_configs =
9648 (ap >a_hba_tran->tran_tgt_private))->t_private; 9158 ol d_active->m numraid_configs;
9649 nmut ex_enter (&t gt->mtgt_intr_nmutex); 9159 for (i =0; i < new_active->mnumraid_configs; i++) {
9650 nptsas_set _throttle(npt, ptgt, NAX_THROTTLE) ; 9160 new_active->mraidconfig[i] =
9651 mut ex_exi t (&t gt->mt gt_i ntr_mutex); 9161 ol d_active->mraidconfig[i];
9089 rval = TRUE; 9162 }
9090 br eak; 9163 mpt sas_free_active_slots(npt);
9091 case SCS| _CAP_QFULL_RETRI ES: 9164 }
9092 ((nptsas_tgt_private_t *)(ap->a_hba_tran->tran_tgt_private))->
9093 t_private->mqgfull _retries = (uchar_t)val ue; 9730 if (max_ncpus & (max_ncpus - 1)) {
9094 rval = TRUE; 9731 mpt ->m sl ot _freeq_pair_n = (1 << highbit (nmax_ncpus));
9095 br eak; 9732 } else {
9096 case SCSI _CAP_QFULL_RETRY_I NTERVAL: 9733 npt - >m sl ot _freeq_pair_n = max_ncpus;
9097 ((nptsas_tgt_private_t *)(ap->a_hba_tran->tran_tgt_private))-> 9734
9098 t_private->mqfull _retry_interval = 9735 mpt - >m sl ot _freeq_pairp = kmam_zal l oc(
9099 drv_usect ohz(val ue * 1000); 9736 rrpt ->m sl ot _freeq_pair *
9100 rval = TRUE; 9737 Si Zeof (ert sas_sl ot freeq pair_t), KM SLEEP);
9101 br eak; 9738 r (i =0; i <npt->mslot_freeq_pair_n; i++) {
9102 defaul t: 9739 li st_create(&mpt->msl ot freeq_pal rpli].
9103 rval = UNDEFI NED; 9740 mslot_allocg.s.mfqg_list,
9104 br eak; 9741 sizeof (nptsas_slot _free e t),
9105 } 9742 of fsetof (npt sas_sl ot _free_e_t, node));
9106 mut ex_exi t (&mpt - >m_nut ex) ; 9743 list_create(&mpt->mslot_f reeq_pai rpfi].
9107 return (rval); 9744 mslot_releqg.s.mfq_Tist,
9108 } 9745 sizeof (nptsas_slot free e t),
__unchanged_portion_omtted_ 9746 of fsetof (npt sas_sl ot _free_e_t, node));
9747 mpt - >m sl ot _freeq_pairp[i].mslot _aI locg.s.mfqg_n = 0;
9126 static int 9748 mpt->m sl ot _freeq_pairp[i].mslot_releq.s.mfq_n = 0;
9127 nptsas_al l oc_active_slots(nptsas_t *npt, int flag) 9749 mutex_init(&mpt->mslot_freeq_pairp[i].
9128 { 9750 m slot_allocg.s.mfqg_nutex, NULL, MJUTEX_ DRI VER,
9129 nptsas_slots_t *old_active = npt->mactive; 9751 DDl _I NTR_PRI (npt->m.intr_pri));
9130 nptsas_slots_t *new_ active; 9752 mutex_init(&mpt->mslot_freeq_pairp[i].
9131 sl ze_t si ze; 9753 mslot_releq.s. mfq_nutex, NULL, MUTEX DRI VER,
9132 int rval = -1, i; 9754 DDl _I NTR_PRI'(npt->m.i ntr prl))
9695 int rval = -1, nslot, i; 9755 }
9696 mpt sas_sl ot _free_e_t *pe; 9756 pe = npt->mslot_free_ae = kmem zal | oc(nslot *
9757 sizeof (nptsas_slot_free_e_t), KM SLEEP);
9134 /* 9758 /*
9135 * if there are active conmands, then we cannot 9759 * An array of My 2Repl yDescriptorsUnion_t is defined here.
9136 * change size of active slots array. 9760 * W are trying to elimnate the mnmutex in the context
9137 */ 9761 * reply code path in the ISR Since the read of the
9138 ASSERT( npt - >m ncmds == 0); 9762 * Repl yDescriptor and update/wite of the Replylndex nust
9698 if (nptsas_outstanding_ chs _n(npt)) { 9763 * be atomc (since the poll thread may al so update them at
9699 NDBX( (" cannot change size of active slots array")); 9764 * the sane tine) so we first read out of the ReplyDescriptor
9700 return (rval); 9765 * into this array and update the Replylndex register with a
9701 } 9766 * separate nutex m.intr_nutex protected, and then rel ease the
9767 * mutex and process all of them the length of the array is
9140 size = MPTSAS_SLOTS_SI ZE(npt) ; 9768 * defined as max as 128(128*64=8k), which is
9141 new active = kmem zal |l oc(size, flag); 9769 * assuned as the maxmi um depth of the interrupt coal ese.
9142 if (new_ active == NULL) { 9770 */
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9771 npt->mreply = knmem zal | oc( MPI _ADDRESS COALSCE_MAX *

9772 Si zeof ( Mpi 2Repl! yDescri ptor rsUnion_t), KM SLEEP);

9773 for (i =0; i < nslot; i++, pe++)

9774 pe->slot =i + 1; /* SMD O is reserved */

9775 pe->cpuid =i %npt->mslot_freeq_pair_n;

9776 list_insert_tail (&mpt->mslot _freeq_pairp

9777 [i % npt->mslot_freeq_pair_n]

9778 .mslot_allocg.s.mfqg_list, pe);

9779 npt—>m 1slot_freeq_pairp[i %npt >m. sl ot _freeq_pair_n]
9780 .mslot_allocg.s. mfqg_n++;

9781 npt ->m sl ot _freeq_pairp[i % rrpt->m_s| ot _freeq_pair_n]
9782 .mslot_allocqg.s.mfq_n_init++;

9783 }

9165 npt - >m active = new_ active;

9166 rval = 0;

9168 return (rval);

9169 }

9171 static void

9172 nptsas_free_active_slots(nptsas_t *npt)

9173 {

9174 nptsas_slots_t *active = npt->m.active;

9175 size_t si ze;

9796 nptsas slot_free_e_t *pe;

9797 int i;

9177 if (active == NULL)

9178 return;

9802 if (npt->mslot freeq palrp) {

9803 for (i = 0; < npt->mslot_freeq_pair_n; i++)

9804 Wmle((pe—llst _head(&npt ->m sl ot _freeq_pairp
9805 [i].mslot_alTocqg.s.mfqg_list)) != NULL) {
9806 | Tst_renmove(&npt->mslot _freeq_pairp[i]
9807 .mslot_allocqg.s.mfqg_list, pe);
9808 }

9809 l'ist_destroy(&mt->mslot_freeq_pairp

9810 [i].mslot _allocg.s.mfq_list);

9811 while ((pe = |ist_head(&pt->mslot_freeq_pairp
9812 [i].mslot_releq.s.mfq_list)) !'= NULL) {
9813 I'ist_renmove(&mt->mslot_freeq_pairp[i]
9814 .mslot_releq.s.mfqg_list, pe);
9815 }

9816 l'i st_destroy(&mpt->mslot_freeq_pairp

9817 [i].mslot_releq.s.mfq_list);

9818 mut ex_dest r oy(&pt ->m sl ot _freeq_pairp

9819 [T].mslot_allocqg.s. mfq_nutex);

9820 mut ex_destroy( &t - >m sl ot _freeq_pairp

9821 [i].mslot_releq.s.mfqg_mutex);

9822 }

9823 kmem free(npt->mslot_freeq_pairp, npt->mslot_freeq_pair
9824 si zeof (nptsas_slot_freeq_pair_t));

9825 }

9826 if (nmpt->mslot_free_ae)

9827 kmem free(npt->mslot_free_ae, npt->mactive->mn_slots *
9828 si zeof (nptsas_slot_free_e_ t));

9830 if (mpt->mreply)

9831 kmem free(npt->mreply, MPI_ADDRESS COALSCE MAX *

9832 si zeof (Mpi 2Repl yDescriptorsUnion_t));

9179 size = active->msi ze;

9180 kmem free(active, size);

9181 nmpt - >m active = NULL;

n *
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9182 }
__unchanged_portion_onitted_

9306 static void
9307 npt sas_wat chsubr (nptsas_t *npt)

9308 {

9309 int i;

9310 npt sas_cnd_t *cnd;

9311 nptsas_target _t *ptgt = NULL;

9313 NDBG30( (" npt sas_wat chsubr: npt =0x%", (void *)npt));

9315 #i fdef MPTSAS_TEST
9316 if (nptsas_enabl e_untagged) {

100

9317 npt sas_t est _unt agged++;

9318

9319 #endi f

9321 I*

9322 * Check for commands stuck in active slot

9323 * Account for TMrequests, which use the last SMD.

9324 */

9980 mut ex_ent er (&pt - >m i ntr_nutex);

9325 for (i =0; i <= npt ->mactive->mn_slots; i++) {

9326 if ((cnmd = npt->mactive- >ms|0t[|]) I'= NULL) {

9327 if ((cnd->cnd_flags & CFLAG CVMDI OC) == 0) {

9328 cmd->cnd_active_tineout -=

9329 npt sas_scsi _wat chdog_ti ck;

9330 if (cmd->cnd_active_tineout <= 0) {

9331 /*

9332 * There seens to be a conmand stuck
9333 * in the active slot. Drain throttle.
9334 */

9335 npt sas_set _throttl e(npt,

9336 cnd- >cnd_t gt _addr,

9991 ptgt = cnd->cnd_t gt _. addr

9992 nmut ex_enter (&t gt->mtgt_intr_nutex);
9993 nptsas_set _throttle(npt, ptgt,

9337 DRAI N_THROTTLE) ;

9995 mut ex_exit (&t gt->mtgt_intr_nutex);
9338 }

9339 }

9340 if ((cnd->cnmd_flags & CFLAG PASSTHRU) ||

9341 (cmd->cnd_flags & CFLAG CONFIG) | |

9342 (cmd->cmd_fl ags & CFLAG FWDI AG ) {

9343 crmd->crd_acti ve_timeout -=

9344 nmpt sas_scsi _wat chdog_ti ck;

9345 if (cmd->cnd_active_tinmeout <= 0) {

9346 /*

9347 * passt hrough conmand ti neout

9348 */

9349 cmd->cnd_flags | = (CFLAG_FI NI SHED |
9350 CFLAG TI MEQUT) ;

9351 cv_broadcast (&t - >m passt hru_cv);
9352 cv_broadcast (&t - >m config_cv);
9353 cv_broadcast (&t - >m fw_di ag_cv);
9354 }

9355 }

9356 }

9357

10016 mut ex_exi t (&pt - >m i ntr_nut ex) ;

9359 pt gt = (nptsas_target_t *)nptsas_hash_traverse(&pt->mactive->mtgtthl,
9360 MPTSAS_HASH_FI RST) ;

9361 whi | e (ptgt 1= NULL) {

9362
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10022
10023
10024
10025
10026

10028
9363
9364
9365
9366
9367
9368
9369
9370
9371

9373
9374

9376
9377
9378
9379
10046
9380
9381
9382
9383

9385

9387
10055
9388
9389
9390
9391
9392

9394
9395
9396
9397
9398
9399
9400

10069
9402
9403
9404
9405 }

* In order to avoid using mnutex in the key code path in ISR
* separate nutexs are introduced to protect those el ements

* shown in ISR

*/

nut ex_enter (&ptgt->mtgt_intr_nutex);

/*

* If we were draining due to a qfull condition,
* go back to full throttle.

*

/

if ((ptgt->mt_throttle < MAX_THROTTLE) &&
(ptgt->mt_throttle > HOLD THROTTLE) &&
(ptgt->mt _ncnds < ptgt->mt_throttle)) {
nmptsas_set _throttie(npt, ptgt, MAX THROTTLE);
nptsas_restart_hba(npt);
}

if ((ptgt->mt_ncrmds > 0) &&
(ptgt->mtinmebase)) {

if (ptgt->mtinebase <=
npt sas_scsi _wat chdog_tick) {

ptgt->mtinmebase +=

npt sas_scsi _wat chdog_ti ck;
nut ex_exi t (&ptgt->mtgt_intr_nutex);

ptgt = (nptsas_target_t *)nptsas_ hash _traverse(
&npt >m active->mtgttbl, MPTSAS_HASH NEXT);

conti nue;

}
ptgt->mtimeout -= nptsas_scsi_watchdog_tick;

if (ptgt->mtineout < 0)
nut ex_exi t (&ptgt->mtgt_intr_nutex);
rrptsas cmd_ti meout (npt, ptgt->mdevhdl);
pt gt (nptsas_target _t *)nptsas_hash traverse(
&rrpt >m active->mtgttbl, MPTSAS HASH NEXT);
continue;

}

if ((ptgt->mtinmeout) <=
npt sas_scsi _wat chdog_tick) {
NDBG&23( (" pendi ng timeout"));
npt sas_set_throttle(npt, ptagt,
DRAI N_THROTTLE) ;

}

mJtex _exit(&ptgt->mtgt_intr_nutex);
ptgt = (nptsas_target_t *)nptsas_hash_traverse(
&npt - >m active->mtgttbl, MPTSAS_HASH NEXT);
}

__unchanged_portion_omtted_

9458 static int
9459 nptsas_qui esce_bus(nptsas_t *npt)

9460 {
9461

9463
9464

9466
9467
9468

mpt sas_target _t *ptgt = NULL;

NDBG28( (" npt sas_qui esce_bus"));
mut ex_ent er (&pt - >m_nut ex) ;

/* Set all the throttles to zero */
ptgt = (nptsas_target_t *)nptsas_hash_traverse(&mpt->m active->mtgttbl,
MPTSAS_HASH_FI RST) ;
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9469 while (ptgt != NULL)

10138 mut ex_enter (&tgt->mtgt_intr_nutex);

9470 nptsas_set _throttle(npt, ptgt, HOLD THROTTLE)

10140 nut ex_exi t (&ptgt->mtgt_intr_nutex);

9472 ptgt = (nptsas_target_t *)nptsas_hash_traverse(

9473 &t ->m active->mtgttbl, MPTSAS HASH NEXT);

9474 }

9476 /* 1f there are any outstanding conmands in the queue */

9477 if (nmpt->mncnds) {

10147 mut ex_ent er (&pt - >m i ntr_nut ex) ;

10148 if (nptsas_outstanding_cnds n(npt)) {

10149 mut ex_exi t (&t ->m.intr_nut ex);

9478 npt->m softstate | = MPTSAS_SS_ DRAI NI NG

9479 npt - >m qui esce_timeid = timeout ( rrptsas ncnds_checkdr ai n,
9480 npt, (MPTSAS_QUI ESCE_TI MEQUT * drv usectohz(lOOOOOO)))
9481 if (cv_wai t_sig(&mpt->mcv, &mt->mnmutex) ==

9482 /*

9483 * Qui esce has been interrupted

9484 */

9485 npt - >m_sof tstate & ~MPTSAS_SS_DRAI NI NG

9486 pt gt (nptsas_target _t *)nptsas_hash_traverse(
9487 &npt >m active->mtgttbl, MPTSAS HASH FI RST);
9488 while (ptgt !'= NULL)

10161 nut ex_enter (&ptgt->mtgt_intr_mutex);
9489 nptsas_set _throttle(npt, ptgt, MAX THROTI’LE)
10163 nut ex_exi t (&t gt->mtgt_intr_nutex);

9491 ptgt = (nptsas_target_t *)nptsas_hash_traverse(
9492 &npt >m active->mtgttbl, MPTSAS_HASH NEXT);
9493 }

9494 nptsas_restart_hba(npt);

9495 if (mpt->mquiesce_tineid !'=0) {

9496 tineout _id_t tid = npt ->m qui esce_ti nei d;
9497 npt - >m qm esce_tinmeid = 0;

9498 nmut ex_exi t (&pt - >m nut ex) ;

9499 (void) untinmeout(tid);

9500 return (-1);

9501 }

9502 mut ex_exi t (&pt - >m nut ex) ;

9503 return (-1);

9504 } else {

9505 /* Bus has been quiesced */

9506 ASSERT( npt - >m qui esce_tineid == 0);

9507 mpt->m sof tstate & ~MPTSAS_ SS DRAI NI NG,

9508 npt->m softstate | = MPTSAS SS_QUI ESCED,

9509 mut ex_exi t (&pt - >m nut ex) ;

9510 return (0);

9511 }

9512

10187 mut ex_exit (&pt->m i ntr_nut ex);

9513 /* Bus was not busy - QUI ESCED */

9514 nut ex_exi t (&pt - >m_nut ex) ;

9516 return (0);

9517 }

9519 static int

9520 nptsas_unqui esce_bus(nptsas_t *npt)

9521 {

9522 nptsas_target _t *ptgt = NULL;

9524 NDBG28( (" npt sas_unqui esce_bus"));

9525 mut ex_ent er ( &pt - >m_nut ex) ;

9526 npt->m softstate & ~I\/PTSAS SS_QUI ESCED;
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9527 ptgt = (nptsas_target_t *)nptsas_hash_traverse(&pt->mactive->mtgtthl, 9605 ui nt32_t request _size, data_size, dataout_size;
9528 MPTSAS_HASH FI RST); 9606 ui nt 32_t direction;
9529 while (ptgt !'= NULL) { 9607 ddi _dma_cooki e_t dat a_cookl e;
10205 nut ex_enter (&ptgt->mtgt_intr_nutex); 9608 ddi _dma_cooki e_t dat aout _cooki e;
9530 nptsas_set _throttle(npt, ptgt, MAX THROITLE); 9609 ui nt32_t request _desc_| ow, request_desc_high =
10207 mutex_exit(&tgt->mtgt_Intr_nutex); 9610 ui nt 32_t i, sense_bufp;
9611 ui nt 8_t desc_type;
9532 ptgt = (nptsas_target_t *)nptsas_hash_traverse( 9612 ui nt 8_t *request, function;
9533 &ert ->mactive->mtgtthl, MPTSAS HASH NEXT); 9613 ddi _dma_handl e_t dma_hdl = npt->mdnma_req_franme_hdl;
9534 } 9614 ddi _acc_handl e_t acc_hdl = npt->macc_req_frane_hdl;
9535 npt sas_restart_hba(npt);
9536 mut ex_exi t (&npt - >m nut ex) ; 9616 desc_type = MPl 2_REQ DESCRI PT_FLAGS_DEFAULT_TYPE;
9537 return (0);
9538 } 9618 request = pt->request;
9619 direction = pt ->direction;
9540 static void 9620 request _si ze pt - >request _si ze;
9541 npt sas_ncnmds_checkdrai n(voi d *arg) 9621 data_size = pt—>data si ze;
9542 { 9622 dat aout _si ze = pt->dat aout _si ze;
9543 npt sas_t *npt = arg; 9623 dat a_cooki e = pt->data_cooki e;
9544 nptsas_target _t *ptgt = NULL; 9624 dat aout _cooki e = pt->dat aout _cooki e;
9546 nmut ex_ent er ( &npt - >m_nut ex) ; 9626 /*
9547 if (npt->msoftstate & I\/PTSAS SS DRAI NING { 9627 * Store the passthrough nessage in nmenory |ocation
9548 npt - >m qui esce_ti nm d = 9628 * corresponding to our slot nunber
9549 if (npt->mncnds == 0) { 9629 */
9550 /* Command queue has been drained */ 9630 menp = npt->mreq_frame + (npt->mreq_franme_size * cnmd->cnd_slot);
9551 cv_si gnal (&mpt->mcv); 9631 request _hdrp = (pMPl 2Request Header _t ) nenp;
9552 } else { 9632 bzero(menp, npt->mreq_franme_size);
10226 nut ex_ent er (&pt - >m i ntr_nut ex) ;
10227 if (nmptsas_outstanding_cnds_n(npt)) { 9634 for (i =0; i < request_size; i++) {
10228 mut ex_exi t (&pt->m i ntr_nut ex); 9635 bcopy(request + i, menp + i, 1);
9553 /* 9636 }
9554 * The throttle may have been reset because
9555 * of a SCSI bus reset 9638 if (data_size || dataout_size) {
9556 */ 9639 pMoi 2SGESI npl e64_t sgep;
9557 ptgt = (nptsas_target_t *)nptsas_hash_traverse( 9640 ui nt 32_t sge_f1l ags;
9558 &mpt->m active->mtgtthl, MPTSAS HASH FI RST);
9559 while (ptgt !'= NULL) { 9642 sgep = (pMi 2SGESi npl e64_t) ((uint8_t *)request_hdrp +
10236 nmut ex_enter (&tgt->mtgt_intr_mutex); 9643 request _si ze);
9560 npt sas_set_throttle(npt, ptgt, HOLD THROTTLE); 9644 if (dataout_size) {
10238 nut ex_exi t (&t gt->mtgt_iIntr_nutex);
9646 sge_flags = dataout_size |
9562 ptgt = (nptsas_target_t )nptsas_hash_traver se( 9647 ((uint32_t)(MPI 2_SGE_FLAGS_SI MPLE_ELEMENT |
9563 ert >m active->mtgttbl, MPTSAS HASH NEXT); 9648 MPI 2_SGE_FLAGS_END OF_BUFFER |
9564 } 9649 MPI 2_SGE_FLAGS_HOST_TO | OC |
9650 MPl 2_SGE_FLAGS_64_BI T_ADDRESSI NG) <<
9566 npt - >m qui esce_tinmeid = ti maout(npt sas_ncnds_checkdr ai n, 9651 MPI 2_SGE_FLAGS_SHI FT);
9567 nmpt, (MPTSAS_QUI ESCE TI MEQUT * 9652 ddi _put 32(acc_hdl,  &sgep- SFI agsLength, sge_flags);
9568 drv_usect ohz(11000000))); 9653 ddi _put 32(acc_hdl, &sgep->Address. Low,
10247 } else { 9654 (ui nt 32_t)(dat aout _cooki e. dmac_| address &
10248 mut ex_exi t (&pt->m.intr_mut ex); 9655 oxffffffffull));
10249 /* Command queue has been dral ned */ 9656 ddi _put 32(acc_hdl, &sgep->Address. Hi gh,
10250 cv_signal (&mpt->mcv); 9657 (uint32_t)(dataout_cookie.dnac_| address
9569 } 9658 >> 32));
9570 } 9659 sgep++;
9571 mut ex_exi t (&mpt - >m_nut ex) ; 9660 }
9572 } 9661 sge_flags = data_size;
__unchanged_portion_onitted_ 9662 sge_flags |= ((uint32_t) (Ml 2_SGE_FLAGS_SI MPLE_ELEMENT |
9663 MPl 2_SGE_FLAGS_LAST_ELEMENT |
9598 static void 9664 MPI 2_SGE_FLAGS_END OF BUFFER |
9599 nptsas_start_passthru(nptsas_t *npt, nptsas_cnd_t *cnd) 9665 MPI 2_SGE_FLAGS_END_OF LI ST |
9600 { 9666 MPI 2_SGE_FLAGS_64_BI T_ADDRESSI NG <<
9601 caddr _t nenp; 9667 MPl 2_SGE_FLAGS_SHI FT) ;
9602 pMPI 2Request Header _t request _hdrp; 9668 if (direction == MPTSAS PASS THRU_DI RECTI ON_WRI TE)
9603 struct scsi_pkt *pkt = cnd->cnd_pkt; 9669 sge_fl ags | = ((uint32_t) (NPl 2_SGE_FLAGS_HOST_TO | O0)
9604 npt sas_pt _request _t *pt = pkt->pkt_ha_private; 9670 MPI 2_SGE_FLAGS_SHI FT) ;
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9671 } else {

9672 sge_flags | = ((uint32_t)(MPI2_SGE_FLAGS | OC_TO HOST) <<
9673 MPl 2_SGE_FLAGS_SH FT) ;

9674 }

9675 ddi put32(acc hdl, &sgep->Fl agsLengt h,

9676 sge_fl ags);

9677 ddi _put 32(acc_ hdI &sgep- >Addr ess. Low,

9678 (ui nt32 t)(data cooki e. dmac_| address &

9679 oxffffffffull));

9680 _put 32(acc_hdl, &sgep->Address. Hi gh,

9681 (uint32 t)(data cooki e. dmac_| address >> 32));

9682 }

9684 function = request _hdr p->Functi on;

9685 if ((function == NPl 2_FUNCTI ON_SCSI _| O REQUEST)

9686 (function == MPI 2_FUNCTI ON_RAI D_SCSI _| O PASSTHROUGH)) {
9687 pMpi ZSCSI | ORequest _t scsi_io_req;

9689 scsi_io_req = (pMi 2SCsSI | ORequest _t) request _hdrp;
9690 /*

9691 * Put SCE for data and data_out buffer at the end of
9692 * scsi_io_request nessage header. (64 bytes in total)
9693 * Fol | owi ng above SGEs, the residual space will be
9694 * used by sense data.

9695 *

9696 ddi _put 8(acc_hdl,

9697 &scsi _i o_req->SenseBuf f er Lengt h,

9698 (uint8_t)(request_size - 64));

9700 sense_bufp = npt->mreq_franme_dnma_addr +

9701 (nmpt->mreq_frame_size * cnd->cnd_slot);

9702 sense_bufp += 64;

9703 ddi _put 32(acc_hdl,

9704 &scsi _i o_req- >SenseBuf f er LowAddr ess, sense_buf p);
9706 /*

9707 * Set SGLOffset0 val ue

9708 */

9709 ddi _put 8(acc_hdl, &scsi | _req->SAL.O fset 0,

9710 of f set of (MPI 2_SCSI _TO REQUEST, SGL) / 4);

9712 /*

9713 * Setup descriptor info. RAID passthrough nmust use the
9714 * default request descriptor which is already set, so if this
9715 */is a SCSI 10 request, change the descriptor to SCSI |10
9716 *

9717 if (function == MPI2_FUNCTI ON_SCSI _| O REQUEST) {

9718 desc type = WPl 2 RECLDESCRIPT FLAGS_SCSI _I G,
9719 request _desc_hi gh = (ddi _get 16(acc_hdl,

9720 &scsi _i o_req->DevHandl e) << 16);

9721 }

9722 }

9724 /*

9725 * W& nust wait till the nessage has been conpl eted before
9726 * begi nning the next nmessage so we wait for this one to
9727 * finish.

9728 */

9729 (void) ddi _dma_sync(dma_hdl, 0, 0, DDI_DWMA SYNC FORDEV);

9730 request _desc_low = (cnd->cnd_sl ot << 16) + desc_type;

9731 cmd->cnd_rfm = NULL;

10414 npt - >m acti ve- >m sl ot[cnd->cnd_slot] = cnd;

9732 MPTSAS_START_CMD(npt, request_desc_|l ow, request_desc_high);
9733 if ((nptsas_check dna handl e(dma_hdl ) != DDI _SUCCESS) ||

9734 (npt sas_check_acc_handl e(acc_hdl ) != DDl _SUCCESS)) {
9735 ddi _fm servi ce_i npact (nmpt - >m di p, DDI_SERVI CE_UNAFFECTED) ;
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9736 }
9737 }

s/ common/ i o/ scsi / adapt er s/ npt _sas/ npt sas. c 106

__unchanged_portion_onitted_

10099 static void

10100 nptsas_start_di ag(nptsas_t *npt,

10101 {
10102
10103
10104
10105
10106

10108

10110
10111
10112
10113
10114
10115
10116
10117
10118
10119
10120
10121
10122
10123
10124
10125
10126
10127
10128
10129
10130
10131
10132
10133
10134
10135
10136
10137
10138
10139
10140
10141
10142
10143
10144
10145
10146
10147
10148
10149
10150
10151
10152

10154
10155
10156
10157
10158
10159
10160

npt sas_cnd_t *cnd)

pMi 2Di agBuf f er Post Request _t pDi ag_post _nsg;

pMoi 2Di agRel easeRequest _t pDi ag_r el ease_nsg;

struct scsi_pkt *pkt = cnd->cnd_pkt;

npt sas_di ag_r equest _t *di ag = pkt->pkt _ha_private;
ui nt 32_t request _desc_low, i;

ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

/*

* Formthe diag nessage depending on the post or release function.
*

/

i f (diag->function == MPI 2_FUNCTI ON_DI AG BUFFER POST) {

pDi ag_post_nmsg = (pMdi 2D agBuf f er Post Request _t)
(npt->mreq_franme + (npt->mreq_frane_size *
cmd->cnd_slot));

bzero(pDi ag_post_nsg, npt->mreq_franme_size);

ddi _put 8(npt - >m acc_req_frane_hdl, &pDi ag_post_nsg->Functi on,
di ag->function);

ddi _put 8(npt->m acc_req_franme_hdl, &pDi ag_post_ns
di ag- >pBuf f er - >buf fer _type);

ddi _put 8(npt->m acc_req_frane hdl,
&pDi ag_post _nsg- >Ext endedType,
di ag- >pBuf f er - >ext ended_t ype) ;

ddi _put 32(npt->m acc_req_frane_hdl,
&pDi ag_post _nsg- >Buf f er Lengt h,
di ag- >pBuf f er - >buf f er _dat a. si ze) ;
(i =0; i < (sizeof (pDi ag_post_nsg->ProductSpecific) / 4);
i ++) {

g- >Buf f er Type,

_put32(nmpt->m acc_req_frame_hdl,
&pDi ag_post _nsg- >Pr oduct SpeC|f| c[
di ag- >pBuf f er - >pr oduct _speci fic[i

il
1)

_put32(nmpt->m acc_req_franme_hdl,
&pDi ag_post _nmsg- >Buf f er Addr ess. Low,
(ui nt32_t) (di ag- >pBuf f er - >buf f er _dat a. cooki e. dmac_| addr ess
& Oxffffffffull));
_put32(nmpt->m acc_req_franme_hdl,
&pDi ag_post _nsg- >Buf f er Addr ess. Hi gh,
(uint32_t)(di ag- >pBuf f er - >buf f er _dat a. cooki e. dmac_| addr ess
>> 32));
} else {

pDi ag_rel ease_nsg = (pMdi 2D agRel easeRequest _t)
(npt->mreq_frane + (npt->mreq_frane_size *
cmd->cnd_slot));

bzero(pDi ag_rel ease_nsg, npt->mreq_frane_size);

ddi _put 8(npt->m acc_req_frane_hdl,
&pDi ag_r el ease_nsg- >Functi on,

ddi _put 8(npt->m acc_req_franme_hdl,
&pDi ag_r el ease_nsg- >Buf f er Type,
di ag- >pBuf f er - >buf fer _t ype);

di ag- >f uncti on);

}

*

* Send the nessage
*
/
(void) ddi _dma_sync(npt->mdne_req_frame_hdl, 0, O,
DDl _DVA_SYNC_FORDEV) ;
request _desc_| ow = (cnd- Scnd_slot << 16) +
MPI 2_REQ DESCRI PT_FLAGS_DEFAULT_TYPE;
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10161
10845
10162
10163
10164
10165
10166
10167
10168
10169

}

cnd->cmd_rfm = NULL;

npt - >m act i ve- >m sl ot[crm >cmd_slot] = cnd;

MPTSAS_START_CMD(npt, request_desc_l ow, 0);

if ((nptsas_check drra handl e(npt->m dna_req_frame_hdl) !=
DDl _SUCCESS) T
(mpt sas_check_acc_handl e(npt->m acc_req_frane_hdl) !=
DDl _SUCCESS)) {

) ddi _fm service_i npact (npt->mdip, DD _SERVI CE_UNAFFECTED);

__unchanged_portion_onitted_

11269 static int

11270 nptsas_i octl (dev_t dev, int cnd,

11271
11272
11273
11274
11275
11276
11277
11278
11279

11281
11282
11283
11284
11285
11286
11287

11289
11290
11291
11292

11294
11295
11296
11297
11298
11299
11300
11301
11302
11303
11304
11305
11306
11307
11308
11309
11310
11311
11312
11313
11314
11315
11316
11317
11318
11319
11320
11321
11322

{

int

intptr_t data, int node, cred_t *credp,

*rval)
int status = 0;
npt sas_t *npt ;

npt sas_update_fl ash_t
npt sas_pass_t hru_t
npt sas_adapt er _data_t

fl ashdat a;
passt hru_dat a;
adapt er _dat a;

nptsas_pci _i nfo_t pci _i nfo;

i nt copyl en;

i nt iport_flag = O;
dev_info_t *di p = NULL;
npt sas_phymask_t phymask = 0;
struct devctl_iocdata *dcp = NULL;

ui nt 32_t slotstatus = 0;
char *addr = NULL;
nptsas_target _t *ptgt = NULL;
*rval = MPTI OCTL_STATUS

GOOD;
if (secpolicy_sys_config(credp,
return (EPERV;

}

npt = ddi _get_soft_state(nptsas_state,
if (npt == NULL) {
/*

B_FALSE) !'= 0) {

M NOR2I NST( get mi nor (dev)));

* Called fromiport node, get the states
*/
iport_flag = 1;
dip = nptsas_get_di p_fromdev(dev,
if (dip == NULL) {

return (ENXI O);

&phynask) ;

}
mpt = DI P2MPT(di p) ;

/* Make sure power level is DO before accessing registers */
nmut ex_ent er ( &npt - >m nut ex) ;
if (nmpt->moptions & MPTSAS _OPT_PM
(voi d) pm busy_conponent (npt->mdip, 0);
if (npt->mpower_level != PM LEVEL_DO) {
mut ex_exi t ( &pt - >m mut ex) ;
if (pmraise_power(npt- >m_di p, 0, PMLEVEL_DO) !=
DDI_SUCCESS) {
npt sas_| og(nmpt, CE_WARN,
" npt sas%d: rrptsasfi octl: Raise power
"request failed.", npt->m.instance);
(void) pm.idl e_conponent (npt->mdip, 0);
return (ENXIO;

} else {
mut ex_exi t (&pt - >m nut ex) ;
}

new usr/src/uts/ common/i o/ scsi/adapters/npt_sas/nptsas.c

11323
11324
11325

11327
11328
11329
11330
11331
11332
11333
11334
11335
11336
11337
11338
11339
11340
11341
11342
11343
11344
11345
11346
11347
11348
11349
11350
11351
11352
11353
11354
11355
11356
11357
11358
11359
11360
11361
11362
11363
11364
11365
11366
11367
11368
11369
11370
11371
11372
11373
11374
11375
11376
11377
11378
11379
11380
11381
11382
11383
11384
11385
11386
11387
11388

} else {

}
if (ipor

108

mut ex_exi t (&pt - >m_nut ex) ;

t flag)
tus = scsi_hba_ioctl (dev, cmd, data, node, credp, rval);
|f (status 1=0)
goto out;
}
/*

* The followi ng code control the OK2RM LED, it doesn’t affect

* the ioctl return status.
*
if ((cnd == DEVCTL_DEVI CE_ONLINE) ||
(cmd == DEVCTL_DEVI CE_OFFLI NE))
if (ndi_dc_allochdl ((void *)data, &dcp) !=
NDI ~SUCCESS)
goto out;
}
addr = ndi _dc_get addr (dcp);

ptgt = nptsas_addr_to_ptgt(npt, addr, phynask);
1f (ptgt == NULL) {
NDBGL4( (" npt sas_i oct |
"found", addr));
ndi _dc_freehdl (dcp);
goto out;

led control: tgt % not

}

nmut ex_ent er (&pt - >m_nut ex) ;

if (cmd == DEVCTL_DEVI CE_| ONLI NE) {
pt gt—>mtgt _unconfigured = 0;

} else if (cmd == DEVCTL_DEVI CE_OFFLINE) {
pt gt->mtgt _unconfigured = 1;

slotstatus = O;

#ifdef MPTSAS GET_LED

#endi f

/
The get led status can't get a valid/reasonable
state, so ignore the get led status, and wite the
required value directly

* ok ok ok 3k
-~

if (nptsas_get_l ed_status(npt, ptgt, &slotstatus) !=
DDI _SUCCESS) {
NDBGL4( ("nptsas_ioctl: get LED for tgt % "
"failed %", addr, slotstatus));
) slotstatus = 0;
NDBGL4( (" nptsas_ioctl: LED status % for %",
sl otstatus, addr));

if (c == DEVCTL_DEVI CE_CFFLI NE) {
slotstatus | =
MPl 2_SEP_REQ SLOTSTATUS REQUEST REMOVE;
} else {
slotstatus &=
~MPI 2_SEP_REQ SLOTSTATUS_REQUEST_REMOVE;

}
if (nptsas_set_| ed_status(npt, ptagt,
DDl _SUCCESS)
NDBGL4( ("nptsas_ioctl: set LED for tgt % "
"failed %", addr, slotstatus));

slotstatus) !=

mut ex_exi t (&pt - >m nut ex) ;
ndi _dc_freehdl (dcp);

}
goto out;
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11389 switch (cnd) { 11455 sizeof (npt sas_adapter _data_t);
11390 case MPTI OCTL_UPDATE_FLASH: 11456 copyl en = si zeof (adapter_dat a. StructureLengt h);
11391 if (ddi _copyin((void *)data, &flashdata, 11457 *rval = MPTI OCTL_STATUS_LEN TOO SHORT;
11392 si zeof (struct nptsas_update_flash), node)) { 11458 }
11393 status = EFAULT; 11459 1f (ddi copyout((v0| d *)(&adapter data), (void *)data,
11394 br eak; 11460 copyl en, 1=0) {
11395 } 11461 stat us = EFAULT
11462 }
11397 nmut ex_ent er ( &pt - >m_nut ex) ; 11463 br eak;
11398 if (nmptsas_update_flash(npt, 11464 case MPTI OCTL_GET_PCI _I NFO
11399 (caddr_t) (1 ong)fl ashdat a. PtrBuffer, 11465 /*
11400 fl ashdat a. | negeSi ze, fl ashdat a. ImageType, node) ) { 11466 * The user has requested to read pci info. Call
11401 status = EFAULT; 11467 * our routine which does this.
11402 } 11468 */
11469 bzero(&pci _info, sizeof (nptsas_pci_info_t));
11404 /* 11470 nmut ex_ent er (&pt - >m_nut ex) ;
11405 * Reset the chip to start using the new 11471 npt sas_read_pci _i nfo(npt, &pci _info);
11406 * firmvare. Reset if failed al so. 11472 mut ex_exi t (&mpt - >m _nut ex) ;
11407 */ 11473 if (ddi_copyout((void *)(&pci_info), (void *)data,
11408 npt - >m sof t state & ~MPTSAS_ SS MSG_UNI T_RESET; 11474 si zeof (nptsas_pci_info_t), node) != 0) {
11409 if (nptsas_restart_joc(npt) == DD _FAI LURE) { 11475 status = EFAULT;
11410 status = EFAULT, 11476 }
11411 } 11477 br eak;
11412 mut ex_exi t (&nmpt - >m nut ex) ; 11478 case MPTI OCTL_RESET_ADAPTER:
11413 br eak; 11479 mut ex_ent er (&pt - >m_nut ex) ;
11414 case MPTI CCTL PASS_THRU: 11480 mpt - >m sof t state &= ~MPT. SAS SS_MSG_UNI T_RESET;
11415 /* 11481 if ((nptsas_restart_ioc(npt)) == DDI FATLURE) {
11416 * The user has requested to pass through a command to 11482 mptsas_| og(npt, CE WARN, "reset adapter |OCTL "
11417 * be executed by the MPT firmmare. Call our routine 11483 "failed");
11418 * which does this. Only allow one passthru | OCTL at 11484 status = EFAULT;
11419 * one time. Other threads will block on 11485 }
11420 * mpassthru_nutex, which is of adaptive variant. 11486 nmut ex _exit (&pt->m nut ex) ;
11421 */ 11487 bre
11422 if (ddi _copyin((void *)data, &passthru_data, 11488 case MPTI mTL DI AG_ACTI O\
11423 si zeof (nptsas_pass_thru_t), node)) { 11489 l*
11424 status = EFAULT; 11490 * The user has done a diag buffer action. Call our
11425 br eak; 11491 * routine which does this. Only allow one diag action
11426 } 11492 * at one tine.
11427 mut ex_ent er ( &pt - >m _passt hr u_nut ex) ; 11493 */
11428 mut ex_ent er ( &pt - >m_nut ex) ; 11494 mut ex_ent er (&pt - >m_nut ex) ;
11429 status = nptsas_pass_t hru(npt, &passthru_data, node); 11495 if (nmpt->mdiag_action_in_progress) {
11430 mut ex_exi t ( &pt - >m _nut ex) ; 11496 nut ex_exi t (&pt - >m nut ex) ;
11431 mut ex_exi t (&mpt - >m passt hru_nut ex) ; 11497 return (EBUSY);
11498 }
11433 bre 11499 npt - >m di ag_action_i n_progress = 1;
11434 case MPTI mTL GET_ADAPTER_DATA: 11500 status = nptsas_diag_action(npt,
11435 /* 11501 (nptsas_di ag_action_t *)data, node);
11436 * The user has requested to read adapter data. Call 11502 mpt - >m di ag_action_i n_progress = 0;
11437 * our routine which does thi 11503 mut ex_exi t (&pt - >m nut ex) ;
11438 */ 11504 br eak;
11439 bzer o( &adapt er _data, sizeof (nptsas_adapter_data_t)); 11505 case MPTI OCTL_EVENT_QUERY:
11440 if (ddi _copyin((void *)data, (void *)&adapter_data, 11506 /*
11441 si zeof (nptsas adapter dat a _t), node)) { 11507 * The user has done an event query. Call our routine
11442 status = EFAULT, 11508 * which does this.
11443 br eak; 11509 */
11444 } 11510 status = nptsas_event _query(npt,
11445 1 f (adapter_data. StructureLength >= 11511 (nptsas_event _query_t *)data, node, rval);
11446 si zeof (nptsas_adapter_data_t)) { 11512 br eak;
11447 adapt er _data. StructureLength = (uint32_t) 11513 case MPTI OCTL_EVENT_ENABLE:
11448 si zeof (nptsas_adapter_data_t); 11514 /*
11449 copyl en = sizeof (nptsas_adapter_data_t); 11515 * The user has done an event enable. Call our routine
11450 nut ex_ent er ( &npt - >m nut ex) ; 11516 * which does this.
11451 npt sas_r ead_adapt er _dat a(npt, &adapter_data); 11517 */
11452 mut ex_exi t (&pt - >m_nut ex) ; 11518 status = nptsas_event _enabl e( npt,
11453 } else { 11519 (npt sas_event _enabl e_t *)data node, rval);
11454 adapt er _data. StructureLength = (uint32_t) 11520 br eak;
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11521 case MPTI OCTL_EVENT_REPORT: 11583 * tx_waitq.
11522 1* 12270 * Abort all commands: outstandi ng conmands, commands in waitq
11523 * The user has done an event report. Call our routine 11584 */
11524 * which does this. 11585 npt sas_f | ush_hba(npt);
11525 */
11526 status = nptsas_event _report (npt, 11587 /*
11527 (nptsas_event_report_t *)data, node, rval); 11588 * Reinitialize the chip.
11528 br eak; 11589 */
11529 case MPTI OCTL_REG ACCESS: 11590 if (nptsas_init_chip(npt, FALSE) == DD _FAILURE) {
11530 /* 11591 rval = DDl _FAl LURE;
11531 * The user has requested register access. Call our 11592 }
11532 * routine which does this.
11533 */ 11594 /*
11534 status = nptsas_reg_access(npt, 11595 * Enabl e interrupts again
11535 (nptsas_reg_access_t *)data, node); 11596 */
11536 br eak; 11597 MPTSAS_ENABLE_| NTR(npt) ;
11537 defaul t:
11538 status = scsi_hba_ioctl (dev, cnd, data, node, credp, 11599 /*
11539 rval); 11600 * |f nptsas_init_chip was successful, update the driver data.
11540 br eak; 11601 */
11541 } 11602 if (rval == DDI_SUCCESS) {
11603 npt sas_updat e_driver_data(npt);
11543 out: 11604 }
12228 if (npt->moptions & MPTSAS_OPT_PM
12229 (void) pm.idle_conmponent(npt->mdip, 0); 11606 /*
11544 return (status); 11607 * Reset the throttles
11545 } 11608 */
11609 ptgt = (nptsas_target_t *)nptsas_hash_traverse(&mt->mactive->mtgtthl,
11547 int 11610 MPTSAS_HASH_FI RST) ;
11548 nptsas_restart_ioc(nptsas_t *npt) 11611 while (ptgt !'= NULL) {
11549 { 12299 mut ex_enter (&tgt->mtgt_intr_nutex);
11550 int rval = DDl _SUCCESS; 11612 nptsas_set _throttle(npt, ptgt, MAX_THROTTLE);
11551 nptsas_target_t *ptgt = NULL; 12301 nmut ex_exi t (&t gt->mtgt_intr_nutex);
11553 ASSERT( nut ex_owned( &pt - >m nut ex) ) ; 11614 ptgt = (nptsas_target_t *)nptsas_hash_traverse(
11615 &mpt->m active->mtgttbl, MPTSAS HASH NEXT);
11555 /* 11616 }
11556 * Set a flag telling I/O path that we're processing a reset. This is
11557 * needed because after the reset is conplete, the hash table still 11618 npt sas_doneq_enpty(npt);
11558 * needs to be rebuilt. |If 1/0s are started before the hash table is 11619 nptsas_restart_hba(npt);
11559 * rebuilt, 1/Oerrors will occur. This flag allows |/Cs to be marked
11560 * so that they can be retried. 11621 if (rval !'= DDl _SUCCESS) {
11561 */ 11622 mpt sas_fm ereport(npt, DDl _FM DEVI CE_NO_RESPONSE) ;
11562 npt->m.in_reset = TRUE 11623 ddi _fm service_inpact (npt->mdip, DD _SERVICE_LCST);
11624 }
11564 /*
11565 * Set all throttles to HOLD 11626 /*
11566 */ 11627 * Clear the reset flag so that 1/0s can continue.
11567 ptgt = (nptsas_target_t *)nptsas_hash_traverse(&pt->m active->mtgttbl, 11628 */
11568 MPTSAS_HASH_FI RST) ; 11629 npt->m.in_reset = FALSE;
11569 while (ptgt !'= NULL)
12256 mut ex_enter (&tgt->mtgt_intr_nutex); 11631 return (rval);
11570 nptsas_set _throttle(npt, ptgt, HOLD THROTTLE); 11632 }
12258 nut ex_exi t (&t gt->mtgt_intr_nutex); __unchanged_portion_omtted_
11572 ptgt = (nptsas_target_t *)nptsas_hash_traverse( 11893 static int
11573 &mpt->m active->mtgttbl, MPTSAS HASH NEXT); 11894 nptsas_init_pnm(nptsas_t *npt)
11574 } 11895 {
11896 char pnt_nane[ 16] ;
11576 /* 11897 char *prec[] = {
11577 * Disable interrupts 11898 NULL,
11578 */ 11899 "0=Cf (PCl D3 State)",
11579 MPTSAS_DI SABLE_I NTR(npt) ; 11900 "3=0n (PCl DO State)",
11901 NULL
11581 /* 11902 ;
11582 * Abort all commands: outstandi ng conmands, conmmands in waitq and 11903 uint16_t pncsr_stat;
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11905
11906
11907
11908
11909
11910
11911
11912
11913
11914
11915
11916
11917
11918
11919
11920
11921
12611
11922
12613
11923
11924
11925
11926
11927

11929
11930
11931
11932
11933
11934
11935
11936
11937
11938
11939
11940
11941
11942
11943
11944
12636
11945
12638
11946
11947
11948
11949
11950

11952
11953

}

if (nptsas_get_pci_cap(npt) == FALSE) {
return (DDI _FAI LURE);

n

* If PCl's capability does not support PM then don’t need

* to registe the pm conponents

|f (! (npt->moptions & MPTSAS OPT_PM) )
return (DDl _SUCCESS);
/*
* |f power managenent is supported by this chip, create
* pmconponents property for the power managenent framework
*
/

(voi d) sprintf(pnc_naneg,
pnc[ 0] = pnt_naneg;
i f (ddl _prop_ update string_array(DDl _DEV_T_NONE, npt->mdip,
"pm conponents", pnt, 3) != DDl _PROP_SUCCESS) {
mut ex_ent er ( &nmpt ->m i ntr_nutex) ;
npt - >m opti ons &= ~NPTSAS_(PT_PM
nut ex_exi t (&pt->m.intr_nutex);
nptsas I og(nmpt, CE_WARN,
'‘nptsas%: pm conponent property creation failed.
npt - >m i nst ance) ;
return (DDI _FAI LURE);

" NAME=npt sas%d", npt->m.instance);

}

/*
* Power on devi ce.
*

(void) pm| busy conponent (npt - >m di p, 0);
pnesr_st at pci _config_ get 16( npt - >m confi g_handl e,
mpt - >m pnesr_of f set
if ((pncsr_stat & PCl PMCSR STATE = MASK) != PCI _PMCSR _DO) {
npt sas_| og(npt, CE WARN, "nptsas%l: Power up the device"
npt - >m i nst ance) ;
pci _config_put16(npt->m confi g_handl e, npt->m pntsr_of f set,
PClI _PMCSR_DO) ;

}

if (pm_power_| has _changed(npt->mdip, 0, PMLEVEL_DO) != DDI _SUCCESS) ({
npt sas_| og(npt, CE_WARN, "pm_power “has_changed failed");
return (DDl _| FAI LURE) ;

}

mut ex_ent er (&pt - >m i ntr_nut ex) ;
npt - >m power _| evel = PM LEVEL_DO;
nmut ex_exi t (&pt ->m i ntr_nut ex) ;
/*

* Set pmidle delay.
*
/

DU _DEV_T_ANY,

npt->m pm.idl e_del ay = ddi _prop_get (
ay" TSAS_PM | DLE_TI MEQUT) ;

npt - >mdip, O,

int
"nmpt sas- pm i dl e- del a

return (DDl _SUCCESS);

__unchanged_portion_omtted_

12310 static int

12311 nptsas_get _target_device_i nfo(nptsas_t *npt,

12312
12313
12314
12315
12316
12317
12318
12319

{

ui nt 32_t page_address,

uint16_t *dev_handl e, nptsas_target_t **pptgt)
int rval ;
ui nt 32_t dev_info;
ui nt 64_t sas_wwn;
nptsas_| “phymask_t phynask
uint8_t physport, phynum config, disk;

nptsas_slots_t *slots = npt->m active;
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12320
12321
12322
12323

12325

12327
12328
12329
12330
12331
12332
12333

12335
12336
12337
12338
12339
12340

12342
12343
12344
12345
12346
12347
12348
12349
12350
12351
12352
12353
12354

12356
12357
12358
12359
12360
12361
12362
12363
12364
12365
12366
12367
12368
12369
12370
12371
12372
12373
12374
12375
12376
12377
12378
12379
12380
12381
12382

12384
12385

ui nt 64_t devi cenane;

ui nt16_t pdev_hdl ;
nptsas_target _t *tnp_tgt = NULL;
uint16_t bay_num encl osure;

ASSERT( *ppt gt == NULL);

rval = nptsas_get_sas_devi ce_pageO( npt,
&sas_wwn, &dev_info, &physport, &phynum &pdev_| hdI,
&bay_num &enclosure);
if (rval '= DD _SUCCESS) {
rval = DEV_I NFO _FAI L_PAGEO
return (rval);

}
if ((dev_info & (MPlI2_SAS DEVI CE_| NFO_SSP_TARGET |
MPI 2_SAS_DEVI CE_| NFO_SATA_DEVI CE
MPI 2_SAS_DEVI CE_| NFO_ATAPI _DEVI CE)) == NULL) {
rval = DEV_I NFO WRONG_DEVI CE_TYPE;
return (rval);
}
/*

* Check if the dev handle is for a Phys Disk. If so, set
* and exit. Don't add Phys Disks to hash.
*

/

page_address, dev_handl e,

return val ue

for (config = 0; config < slots->mnumraid_configs; config++) {
for (dISk 0; d|$k<NPTSASNAXD|SKSINCCNFIG, di sk++) {
if (* dev_handl e == slots- >m rai dconfig[config].
m physdi sk_devhdl [ di sk])
rval = DEV_I NFO_PHYS DI SK;
return (rval);
}
}

*

* Get SATA Device Nanme from SAS device pageO for

* sata device, if device nane doesn't exist,

* 0 for direct attached SATA. For the device behind the
* we still can use STP address assigned by expander.

*

if (dev_info & (MPlI2_SAS DEVI CE_I NFO_SATA DEVI CE |
MPI 2_SAS DEVI CE_TNFO_ATAPI _DEVI CE)) {
mut ex_exi t (&mpt - >m nut ex) ;
/* all oc a tnp_tgt to send the cnd */

set msas_wwn to

expander

_tgt = kmem zal | oc(sizeof (struct nptsas_target),

KM_SLEEP) ;
tmp_ tgt->m_devhd| = *dev_handl e;
tnp_t gt->mdeviceinfo = dev_info;
tp_tgt->maqfull _retries = QFULL_RETRI ES;
tnp_tgt->mqfull _retry_interval =
drv_usect ohz({ QFULL_RETRY_| NTERVAL * 1000);
np_tgt->mt_throttle = MAX_THROTTLE;

t

devi cename = nptsas_get _sata_gui d( npt,
knemfree(tnp tat,

mut ex_ent er (&pt - >m nut ex) ;

if (devicenane != 0 && (((dew cenane >> 56) & Oxf

tmp_tgt, 0);
si zeof (struct nptsas_target));

0) == 0x50)) {

sas_wwn = devi cenane,;
} else if (dev_ info & MPI2_SAS DEVI CE_| NFO DI RECT ATTACH) {
sas_wwn = O;

}
}

phymask = nptsas_physport_to
*pptgt = nptsas_tgt_alloc(&s

_phymask(npt, physport);
lots->mtgttbl, *dev_handl e,

sas_wn,
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12386
13079
12387
12388
12389
12390
12391
12392
12393
12394
12395
12396

dev_i nfo, phymask, phynum;
dev_i nfo, phymask, phynum npt);
if (*pptgt == NULL) {
nptsas_| | og( npt,
"structurel "
rval = DEV_I NFO | FAI L_ALLCC,
return (rval);

CE_WARN, "Failed to allocated target"

ppt gt)->m encl osure = encl osure;
ppt gt)->m sl ot _num = bay_num
turn (DEV_| NFO_SUCCESS);

}

__unchanged_portion_omtted_

15092 nptsas_target_t *

15093 nptsas_tgt_al |l oc(nptsas_hash_tabl e_t *hashtab, uint16_t devhdl,
15094 ui nt32_t devinfo, nptsas_phynmask_t phymask, uint8_t phynum
15787 uint 32_t devinfo, nptsas_phynmask_t phynmask, uint8_t phynum nptsas_t
15095 {

15096 nmpt sas_target _t *tnp_tgt = NULL;

15098 tnp_tgt = nptsas_hash_search(hashtab, wa d, phymask);
15099 if (tnp_ tgt = NULL) |

15100 NDBG20( (" Hash item al ready exist"));

15101 tnp_t gt - >m devi cei nfo = devi nf o;

15102 tnp_tgt->mdevhdl = devhdl;

15103 return (tnp_tgt);

15104 }

15105 tnp_tgt = knem zal | oc(sizeof (struct nptsas_target), KM SLEEP);
15106 if (tmp_tgt == NULL) {

15107 crm_err (CE_WARN, "Fatal, allocated tgt failed");
15108 return (NULL);

15109 }

15110 tnp_t gt->m devhdl = devhdl;

15111 tnp_tgt->msas_wwn = wwi d;

15112 tnp_t gt->m devi cei nfo = devinfo;

15113 tnp_t gt - >m phymask = phynask;

15114 tmp_t gt - >m phynum = phynum

15115 /* Initialized the tgt structure */

15116 tnp_tgt->maqfull _retries QFULL_RETRI ES;

15117 tnp_tgt->maqfull _retry_| |nterval =

15118 drv_usect ohz( QFULL_RETRY_I NTERVAL * 1000);

15119 tnp_tgt->mt_throttle = MAX THROTTLE;

15813 mutex_init(&np_tgt->mtgt_intr_nmutex, NULL, MUTEX DRI VER,
15814 DDl _INTR PRI (npt->m.intr_pri));

15121 npt sas_hash_add( hashtab, tnp_tgt);

15123 return (tnp_tgt);

15124 }

15126 static void

15127 nptsas_tgt_free(nptsas_hash_table_t *hashtab, uint64_t ww d,

15128 npt sas_phynmask_t phymask)

15129 {

15130 npt sas_| target t *tnp_t

15131 tnp_tagt npt sas_hash rerr( hashtab, ww d, phymask);

15132 if (tnp_ tgt == NOLL) |

15133 cmm_err (CE_WARN, "Tgt not found, nothing to free");
15134 } else {

15830 mut ex_destroy(& np_tgt->mtgt_intr_nutex);

15135 kmem free(tnp_tgt, sizeof (struct nptsas_target));
15136 }

15137 }

__unchanged_portion_onitted_

uint64_t wwid,

*npt)
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15471 void

15472 npt sas_dma_addr _destroy(ddi _dna_handl e_t *dnma_hdp, ddi _acc_handl e_t *acc_hdp)
15473 {

15474 if (*dnma_hdp == NULL)

15475 return;

15477 (voi d) ddi _dma_unbi nd_handl e(*dma_hdp) ;

15478 (voi d) ddi _dma_mem free(acc_hdp);

15479 ddi _dma_free_handl e(dnma_hdp);
15480 dma_hdp = NULL;
16177 }

16179 static int
16180 npt sas_out st andi ng_cnds_n(nptsas_t *npt)

16181 {

16182 int n=20, i;

16183 for (i =0; i < npt->mslot_freeq_pair_n; i++)

16184 mut ex_ent er (&mpt ->m sl ot _freeq_pairp[i].

16185 m sl ot_allocqg.s. mfq_nutex);

16186 mut ex_ent er (&npt ->m sTot_freeq_pairp[i].

16187 m sl ot releqsqunue)

16188 n += (npt->m sl ot _freeq_pai rp[l] mslot_allocg.s.mfqg_n_init
16189 npt->m sTot_freeq pairp[i].mslot_allocqg.s.mfq n -
16190 npt->m slot_freeq_pairp[i].mslot_releg.s.mfqg_n);
16191 nut ex_exi t (&mpt->m sl ot _freeq_pairp[i].

16192 mslot_releqg.s.mfqg_nutex);

16193 mut ex_exi t (&pt->m sl ot _freeq_pairp[i].

16194 m sl ot_allocqg.s. mfq_nutex);

16195

16196 if (npt->mnmax_requests - 2 < n)

16197 pani c("nptsas: free slot allocq and rel eq crazy");
16198 return (n);

15481 }

__unchanged_portion_omtted_



new usr/src/uts/comon/i o/ scsi/adapters/npt_sas/nptsas_i npl.c

R R R R

79763 Tue Dec 4 16:29:52 2012
new usr/src/uts/comon/i o/ scsi/adapters/npt_sas/nptsas_inpl.c
re #6530 npt_sas crash when nore than 1 Initiator involved - ie HA

R R R R R

__unchanged_portion_onitted_

new usr/src/uts/comon/i o/ scsi/adapters/npt_sas/nptsas_i npl.c

200 void

201 nptsas_start_config_page_access(nptsas_t *npt, nptsas_cnd_t *cnd)

202 {

203 pMoi 2Conf i gRequest _t request;

204 pMpi 2SGESi npl e64_t sge;

205 struct scsi_pkt *pkt = cmd->cnd_pkt ;

206 nmpt sas_config_request _t *config = pkt->pkt_ha_private;

207 uint8_t direction;

208 ui nt 32_t length, flagslength, request_desc_|ow,

210 ASSERT( nut ex_owned( &pt - >m nut ex) ) ;

212 /*

213 * Point to the correct nmessage and clear it as well as the gl obal
214 * config page nenory.

215 */

216 request = (pMi 2ConfigRequest _t)(npt->mreq_frane +

217 (npt->mreq_frame_si ze * cmd->cnd_slot));

218 bzero(request, npt->mreq_franme_size);

220 /*

221 * Form the request nessage.

222 */

223 ddi _put 8(npt->m acc_req_frane_hdl, &request->Function,

224 MPI 2_FUNCTI ON_CONFI G) ;

225 ddi _put 8( npt >m acc_req_ frane hdl, & equest->Action, config->action);
226 direction = MPlI 2_SGE_FLAGS_| OC_ TO HOST;

227 | engt h = 0;

228 (pl\/pl 2SCESI rrpl e64 _t) &r equest - >PageBuf f er SGE;

229 i f (confl g->action == MPl 2_CONFI G_ACTI ON_PAGE HEADER)

230 if (config->page_type > MPl 2_CONFI G PAGETYPE_MASK) {

231 ddi _put 8(npt - >m acc_req_franme_hdl,

232 &r equest - >Header . PageType,

233 MPI 2_CONFI G_PAGETYPE_EXTENDED) ;

234 ddi _put 8(npt->m acc_req_frame_hdl,

235 & equest - >Ext PageType, confi g->page_type);

236 } else {

237 ddi _put 8(npt->m acc_req_frane_hdl,

238 &r equest - >Header . PageType, confi g- >page_type);
239 }

240 } else {

241 ddi _put 8(npt->m acc_req_frane_hdl, &request->Ext PageType,
242 confi g- >ext _page_type);

243 ddi _put 16( npt->m acc_req_frane_hdl, &request->Ext PageLength,
244 confi g- >ext _page_l ength);

245 ddi _put 8(npt->m acc_req_frane_hdl, &request->Header. PageType,
246 confi g- >page_type);

247 ddi _put 8(npt->m acc_req_franme_hdl, &request->Header.PagelLength,
248 confi g->page_| ength);

249 ddi _put 8(npt->m acc_req_frane_hdl,

250 &r equest - >Header . PageVer si on, confi g->page_version);
251 if ((config->page_type & MPI 2_CONFI G PAGETYPE_MASK) ==
252 MPI 2_CONFI G_PAGETYPE_EXTENDED)

253 length = config->ext_page_l ength * 4;

254 } else {

255 I ength = config->page_l ength * 4;

256 }

258 if (config->action == MPlI 2_CONFI G_ACTI ON_PAGE_WRI TE_NVRAM) {

259 direction = MPl 2_SGE_FLAGS_HOST_TO | CC;
260 }
261 ddi _put 32(npt->m acc_req_frane_hdl, &sge->Address. Low,
262 (ui nt32_t)cnd- >cnd_dnma_addr ) ;
263 ddi _put 32(npt->m acc_req_frane hdI &sge- >Addr ess. Hi gh,
264 (uint32_t) (cmd->cnd_dma_addr >> 32));
265 }
266 ddi _put 8(npt->m acc_req_frame_hdl, &request->Header.PageNunber,
267 confi g- >page_nunber) ;
268 ddi _put 32(npt->m acc_req_frane_hdl, &request->PageAddress,
269 confi g- >page_addr ess) ;
270 flagsl ength = ((uint32_t) (Ml 2_SGE FLAGS_LAST_ELEMENT |
271 MPl 2_SCGE_FLAGS_END_OF_BUFFER |
272 MPI 2_SGE_FLAGS_SI MPLE_ELEMENT |
273 MPI 2_SGE_FLAGS_SYSTEM ADDRESS |
274 MPI 2_SGE_FLAGS_64_BI T_ADDRESSI NG |
275 direction |
276 MPI 2_SGE_FLAGS END OF LIST) << MPI2_SGE FLAGS SH FT);
277 flagslength | = length;
278 ddi _put 32(npt->m acc_req_frane_hdl, &sge->FlagsLength, flagslength);
280 (void) ddi _dma_sync(npt->mdme_req_frame_hdl, 0, O,
281 DDI _DVA_SYNC_FORDEV) ;
282 request _desc_l ow = (cnd->cnd_sl ot << 16) +
283 MPI 2_REQ DESCRI PT_FLAGS_DEFAULT_TYPE;
284 cmd->cnd_rfm = NULL;
285 mpt - >m active->m sl ot[ cnd->cnd_sl ot] = cnd;
285 MPTSAS_START_CMD( npt, request_desc_| Iow 0);
286 if ((r'rptsas check dma hand| e(npt ->m dma_req_frame_hdl) !=
287 SUCCESS) T
288 (rrpt sas_check_acc_handl e(npt->m acc_req_franme_hdl) !=
289 DDl _SUCCESS) ) {
290 ) ddi _f m servi ce_i npact (npt - >m di p, DDl _SERVI CE_UNAFFECTED) ;
291
292 }
__unchanged_portion_onitted_
1202 int
1203 nptsas_update_flash(nptsas_t *npt, caddr_t ptrbuffer, uint32_t size,
1204 uint8_t type, int node)
1205 {
1207 /*
1208 * In order to avoid allocating variables on the stack,
1209 * we make use of the pre-existing nptsas_cnd_t and
1210 * scsi_pkt which are included in the nptsas_t which
1211 * is passed to this routine.
1212 */
1214 ddi _dme_attr_t flsh_dma_attrs;
1215 ddi _dma_cooki e_t fl sh_cooki e;
1216 ddi _dma_handl e_t fl sh_dma_handl e;
1217 ddi _acc_handl e_t flsh_accessp;
1218 caddr _t nmenp, flsh_menp;
1219 ui nt32_t flagsl engt h;
1220 pMoi 2FWDownl oadRequest  f wdownl oad;
1221 pMoi 2FWDownl 0adTCSGE_t  tcsge;
1222 pMpi 2SGESi npl e64_t sge;
1223 npt sas_cnd_t *cmd;
1224 struct scsi_pkt *pkt ;
1225 int i
1226 int rvalue = 0;
1227 uint32_t request _desc_| ow,
1229 if ((rvalue = (nptsas_request_from pool (npt, &nd, &pkt))) == -1) {
1230 npt sas_| og(nmpt, CE_WARN, "nptsas_update_flash(): allocation "
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1231 "failed. event ack command pool is full\n"); 1297 ddi _put 8(npt->m acc_req_franme_hdl, &tcsge->ContextSize, 0);
1232 return (rval ue); 1298 ddi _put 8(npt->m acc_req_frane_hdl, &tcsge->Detail sLength, 12);
1233 } 1299 ddi _put 8(npt->m acc_req_frane_hdl, &tcsge->Flags, 0);
1300 ddi _put 32(npt->m acc_req_frame_hdl, &t csge->ImgeCfset, 0);
1235 bzero((caddr_t)cnd, sizeof (*cmd)); 1301 ddi _put 32(npt->m acc_req_frame_hdl, &t csge->lnmageSize, size);
1236 bzero((caddr t)pkt scsi _pkt _si ze())
1237 cnd->i oc_cmd_sl ot = (uint32_t)rval ue; 1303 sge = (pMi ZSGESi npl e64_t) (tcsge + 1);
1304 flagsl ength = size;
1239 /* 1305 fIagsI ength | = ((U| nt32_t)(MPl 2_SCE_FLAGS_LAST_ELEMENT |
1240 * dynamically create a custom zed dma attribute structure 1306 MPI 2_SGE_FLAGS_END OF BUFFER |
1241 * that describes the flash file. 1307 MPI 2_SGE_FLAGS_SI MPLE_ELEMENT |
1242 */ 1308 MPl 2_SGE_FLAGS_SYSTEM ADDRESS |
1243 flsh_dma_attrs = npt->mnsg_| dma attr; 1309 MPl 2_SGE_FLAGS_64_BI T_ADDRESSI NG |
1244 flsh_dma_attrs.dma_attr_sgilen = 1; 1310 MPl 2_SGE_FLAGS_HOST _TO | CC |
1311 MPI 2_SGE_FLAGS_END OF LI ST) << MPI 2_SGE FLAGS SH FT);
1246 if (nmptsas_dma_addr_create(npt, flsh_dma_attrs, &flsh_dma_handl e, 1312 ddi _put 32(npt->m acc_req_frane_hdl, &sge->FlagsLength, flagslength);
1247 & 1 sh_accessp, &flsh_nmenp, size, & |sh_cookie) == FALSE) { 1313 ddi _put 32(npt->m acc_req_frame_hdl, &sge->Address. Low,
1248 mpt sas_| og(nmpt, CE_WARN, 1314 flsh_cooki e. dmac_addr ess) ;
1249 "(unable to allocate dma resource."); 1315 _put 32(npt->m acc_req_ frame hdl, &sge->Address. Hi gh,
1250 nptsas_return_to_pool (npt, cnd); 1316 (uint32_t)(fT'sh_cooki e. dmac_| address >> 32));
1251 return (-1);
1252 } 1318 /*
1319 * Start command
1254 bzero(flsh_menp, size); 1320 *
1321 (voi d) ddi _dma_sync(npt->mdne_req_frame_hdl, 0, O,
1256 for (i =0; i <size; i++) { 1322 DDl _DVA_SYNC_FORDEV) ;
1257 (void) ddi_copyin(ptrbuffer + i, flsh_nenp + i, 1, node); 1323 request _desc_l ow = (cnd- Semd_sl ot << 16) +
1258 } 1324 MPI 2_REQ DESCRI PT_FLAGS_DEFAULT_TYPE;
1259 (void) ddi _dma_sync(flsh_dma_handl e, 0, 0, DDl _DVA_SYNC FORDEV); 1325 crmd->cnd_rfm = NULL;
1327 npt - >m act i ve- >m sl ot[cmj >cnd_slot] = cnd;
1261 I* 1326 MPTSAS_START_CMD(npt, request_desc_l ow, 0);
1262 * forma cnd/ pkt to store the fw downl oad nmessage
1263 */ 1328 rval ue = 0;
1264 pkt - >pkt _cdbp = (opaque_t) & nd- >cnd_cdb[ 0] ; 1329 (void) cv relti medwai t (&mpt->m fw cv, &mpt->m nmutex,
1265 pkt - >pkt _schp = (opaque_t) &cnd->cnd_scb; 1330 drv_usectohz(60 * M CROSEC), TR CLCI:K TI CK) ;
1266 pkt - >pkt _ha_private = (opaque_t)cnd; 1331 if (!'(cmd->cnd_flags & CFLAG FI NI SHED)) {
1267 pkt - >pkt _f | ags = FLAG_HEAD, 1332 mpt - >m sof tstate & ~MPTSAS_SS_ MSG_UNI T_RESET;
1268 pkt - >pkt _tinme = 60; 1333 if ((nptsas_restart_ioc(npt)) == DDI _FATLURE) {
1269 cmd- >cnd_pkt = pkt 1334 mptsas_| og(npt, CE_WARN, "nptsas_restart_ioc failed");
1270 cmd- >cnd_schl en = 1335 }
1271 cmd->cnd_f | ags = OFLAG CVDI CC | CFLAG_FW CMVD; 1336 ) rvalue = -1;
1337
1273 I* 1338 nmpt sas_r enove_cnd(npt, cnd);
1274 * Save the command in a sl ot 1339 npt sas_dnma_addr _destroy(& | sh_dma_handl e, &flsh_accessp);
1275 *
1276 if (nptsas_save_cnd(npt, cnmd) == FALSE) { 1341 return (rval ue);
1277 mpt sas_dma_addr _destroy(&f | sh_dnma_handl e, &flsh_accessp); 1342 }
1278 nptsas_return_to_pool (npt, cnd); __unchanged_portion_onitted_
1279 return (-1);
1280 }
1282 /*
1283 * Fill in fw downl oad nessage
1284 */
1285 ASSERT(cr’rd— >cnmd_slot !'= 0);
1286 menp = npt->mreq_frame + (npt->mreq_frane_size * cnd->cnd_slot);
1287 bzero(menp, npt->mreq_franme_size);
1288 fwdownl oad = (void *)nmenp;
1289 ddi _put 8(npt->m acc_req_franme_hdl, & wdownl oad->Functi on,
1290 MPI 2_FUNCTI ON_FW DOWNLQAD) ;
1291 ddi _put 8(npt->m acc_req_frame_hdl, &f wdownl oad->I nageType, type);
1292 ddi _put 8( npt - >m acc_req_frame_hdl, & wdownl oad- >MsgFl ags,
1293 MPI 2_FW DOWNLOAD MSGFLGS_ LAST. _SEGVENT) ;
1294 _put32(npt->m acc_req_frame_hdl, &f wdown| oad- >Tot al | mageSi ze, size);
1296 tcsge = (pMi 2FVDownl 0adTCSGE t ) & wdownl oad- >SG.;
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1/*

DAVAGE.

2 * CDDL HEADER START

3 *

4 * The contents of this file are subject to the terms of the

5 * Common Devel opnent and Distribution License (the "License").

6 * You may not use this file except in conpliance with the License.

7 *

8 * You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE

9 * or http://ww. opensol aris.org/os/licensing.
10 * See the License for the specific |anguage governi ng perm ssions
11 * and limtations under the License.
12 =
13 * When distributing Covered Code, include this CDDL HEADER in each
14 * file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.
15 * |f applicable, add the follow ng below this CODL HEADER, wth the
16 * fields enclosed by brackets "[]" replaced with your own identifying
17 * information: Portions Copyright [yyyy]l [nane of copyright owner]
18 *
19 * CDDL HEADER END
20 */
22 /*
23 * Copyright (c) 2009, 2010, Oacle and/or its affiliates. Al rights reserved.
24 */
26 /*
27 * Copyright (c) 2000 to 2010, LSI Corporation.
28 * Al rights reserved.
29 *
30 * Redistribution and use in source and binary forms of all code within
31 * this file that is exclusively owed by LSI, with or w thout
32 * nodification, is permtted provided that, in addition to the CDDL 1.0
33 * License requirenments, the follow ng conditions are net:
34 *
35 * Nei t her the name of the author nor the nanes of its contributors may be
36 * used to endorse or pronote products derived fromthis software without
37 * specific prior witten perm ssion.
38 *
39 * TH S SOFTWARE | S PROVI DED BY THE COPYRI GHT HOLDERS AND CONTRI BUTORS
40 * "AS IS" AND ANY EXPRESS OR | MPLI ED WARRANTI ES, | NCLUDI NG BUT NOT
41 * LIMTED TO, THE | MPLI ED WARRANTI ES OF MERCHANTABI LI TY AND FI TNESS
42 * FOR A PARTI CULAR PURPOSE ARE DI SCLAI MED. | N NO EVENT SHALL THE
43 * COPYRI GHT OANER OR CONTRI BUTORS BE LI ABLE FOR ANY DI RECT, | NDI RECT,
44 * | NCl DENTAL, SPECI AL, EXEMPLARY, OR CONSEQUENTI AL DAMAGES (| NCLUDI NG
45 * BUT NOT LIMTED TO, PROCUREMENT OF SUBSTI TUTE GOODS OR SERVI CES; LOSS
46 * OF USE, DATA, OR PROFITS; OR BUSI NESS | NTERRUPTI ON) HONEVER CAUSED
47 * AND ON ANY THEORY OF LIABILITY, WHETHER | N CONTRACT, STRICT LI ABILITY,
48 * OR TORT (I NCLUDI NG NEGLI GENCE OR OTHERW SE) ARI SI NG I N ANY WAY OUT
49 * OF THE USE OF THI S SOFTWARE, EVEN | F ADVI SED OF THE PGSSI BI LI TY OF SUCH

*
*

53 /*

54 * nptsas_raid - This file contains all the RAID related functions for the
55 * MPT interface.

56 */

58 #if defined(lint) || defined(DEBUG
59 #define MPTSAS_DEBUG
60 #endi f

new usr/src/uts/ comon/i o/ scsi/adapters/npt_sas/nptsas_raid.c

62 #define MPI _RAI D _VOL_PAGE_0_PHYSDI SK_MAX 2
64 [*

65 * standard header files

66 */

67 #include <sys/note. h>

68 #i ncl ude <sys/scsi/scsi.h>
69 #include <sys/byteorder. h>
70 #include <sys/raidioctl.h>

72 #pragma pack(1)

74 #include <sys/scsi/adapters/npt_sas/ npi
75 #include <sys/scsi/adapters/npt_sas/ npi
76 #include <sys/scsi/adapters/npt_sas/ npi
77 #include <sys/scsi/adapters/npt_sas/ npi
78 #include <sys/scsi/adapters/npt_sas/ npi
79 #include <sys/scsi/adapters/npt_sas/ npi
80 #include <sys/scsi/adapters/npt_sas/ npi

3333333
I\JI\)Nll\)I\JI\)N

82 #pragma pack()

84 |*
85 * private header files.
*

87 #include <sys/scsi/adapters/npt_sas/nptsas_var. h>

89 static int nptsas_get_raid_wwi d(nptsas_t *npt, nptsas_raidvol _t *raidvol);

91 extern int nptsas_check_dma_handl e(ddi _dma_handl e_t handl e);

92 extern int nptsas_check_acc_handl e(ddi _acc_handl e_t handl e);

93 extern nptsas_target_t *nptsas_tgt_alloc(nptsas_hash_table_t *, uintl6_t,
94 uint64_t, uint32_t, nptsas_phymask_t, uint8_t);

94 uint64_t, uint32_t, nptsas_phymask_t, uint8_t, nptsas_t *);

96 static int
97 nptsas_rai dconf_page_O_cb(nptsas_t *npt, caddr_t page_nenp

98 ddi _acc_handl e_t accessp, uintl1l6_t iocstatus, uint32_t iocloginfo,
99 va_Tist ap)

100 {

101 #i f ndef lock_lint

102 _NOTE( ARGUNUSED( ap) )

103 #endi f

104 pMoi 2Rai dConfi gur ati onPage0_t rai dconfi g_pageO;

105 pMoi 2Rai dConfi gOConfi gEl ement _t el enent;

106 ui nt32_t *confignum

107 int rval = DDI_SUCCESS, i;

108 uint8_t nunel enents, vol, disk;

109 uint16_t el ementtype, vol devhandl e;

110 uint16_t etype_vol, etype_pd, etype_hs;

111 uint16_t etype_oce;

112 mptsas_slots_t *slots = npt->mactive;

113 mraidconfig_t *raidconfig;

114 uint64_t rai dwwn;

115 uint32_t native;

116 npt sas_target _t *ptgt;

117 uint32_t configi ndex;

119 if (iocstatus == MPI2_| OCSTATUS_CONFI G_| NVALI D_PAGE) {

120 return (DDl _FAI LURE);

121 1

123 if (iocstatus != MPI2_| OCSTATUS SUCCESS) {

124 nmpt sas_ | og( npt, CE_WARN, "nptsas_get_raid_conf_page0 "

125 "config: | OCSt at us= 0x9%, | OCLogl nf 0=0x%",

126 iocstatus, iocloginfo);
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170
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176
177
178
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180
181
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184
185
186
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188
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rval = DDl _FAl LURE;

return (rval);
}
confignum = va_arg(ap, uint32_t *);
configindex = va arg(ap, uint32_t);
rai dconfig_| pageO (pMoi 2Rai dConf i gur ati onPageO_t ) page_nenp;
/*
* CGet all RAID configurations.
*/
etype_vol = MPI 2_RAI DCONFI G _EFLAGS VOLUME_ELEMENT;
etype_pd = MPI 2_RAI DCONFI Q_EFLAGS_VOL_PHYS_DI SK_ELEMENT;
etype_hs = NPI 2_RAI DCONFI GO_EFLAGS_HOT_SPARE_ELENENT;
etype oce = MPI 2_RAI DCONFI GD_EFLAGS_OCE_ELEMENT;

* Set up page address for next tine through.
*/

*confignum = ddi _get 8(accessp,
&r ai dconfi g_page0- >Confi gNunj ;

/*
* Point to the right config in the structure.
* Increnent the nunber of valid RAID configs.
*/

raidconfig = &slots->mraidconfig[configindex];

sl ots->m numraid_configs++;

/*

* Set the native flag if this is not a foreign
* configuration.

*/

native = ddi _get32(accessp, &raidconfig_page0->Fl ags);
if (native & MPI2_RAI DCONFI GO_FLAG FOREI GN_CONFI § {
native = FALSE;
} else {
native = TRUE;

}
raidconfig->mnative = (uint8_t)native;

/*

* Get volune information for the volunmes in the
* config.

*/

nurel ements = ddi _get 8(accessp, &raidconfig_page0->Nuntl enents);
el ement = ( pMpi 2Rai dConf i gOConf i gEl ement _t)
&r ai dconf i1 g_page0- >Conf i gEl enent ;
for (i =0; ((i < nunelenents) && native); i++, elenent++) {
/*
* Get the elenment type. Could be Vol une,

* PhysDi sk, Hot Spare, or Online Capacity
* Expansi on PhysDi sk.
*

/

el enenttype = ddi _get 16(accessp, &el ement->El enent Fl ags) ;
el enenttype & Ml 2_RAI DCONFI GO_EFLAGS MASK_ELEMENT TYPE;

/*
* For volunes, get the RAID settings and the
* VWA D.
*/
if (elementtype == etype_vol) {
vol devhandl e = ddi _get 16(accessp,
&el ement - >Vol DevHandl e) ;
rai dconfig->mraidvol[vol].misraid = 1;
rai dconfi g->mraidvol [vol ].
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193
194
195
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197
198
199
200
201
202

204
205
206
207
208
209
210

212
213

215
216
217
218
219
219

221
222

224
225
226
227
228
229
230
231
232
233
234
235
236
237
238
239
240
241

243
244
245
246
247
248
249

251

252 }
__unchanged_portion_onitted_

m rai dhandl e = vol devhandl e;

*

* Get the settings for the raid

* volurme. This includes the

* DevHandl es for the disks making up

* the raid vol une.

*/

if (nptsas_get_raid_settings(npt,

&rai dconfi g->mraidvol [vol]))
conti nue;

/*
* Get the WN'D of the RAID volune for
* SAS HBA
*/
if (nptsas_get_raid_wwi d(npt,
&r ai dconfi g->mrai dvoI[voI]))
conti nue;

rai dmwn = raidconfig->mraidvol [vol].
m rai dwi d;

/*
* RAID uses phynask of 0.
*
/
ptgt = nptsas_tgt_alloc(&slots- >mtgttb|
vol devhandl e, rai dwwn, 0, O,
vol devhandl e, raidwwn, 0, 0, O, rrpt)

raidconfig->mraidvol[vol].mraidtgt =
ptgt;

/*
* Increment volume index within this
* raid config.
*/
vol ++;
} else if ((elementtype == etype_pd) ||

(el ementtype == etype_hs) ||

(el ementtype == etype_oce)) {
/*

* For all other elenent types, put
* their DevHandl es in the phys disk
* list of the config. These are all
* sone variation of a Phys Disk and
* this list is used to keep these
* di sks from going online.
*

/

rai dconfi g- >m physdi sk_devhdl [ di sk] = ddi _get 16( accessp,

&el enent - >PhysDi skDevHandl e) ;

/*

* Increnent disk index within this
* raid config.

*/

di sk++;

}

return (rval);
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157
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214

/ *

* preferred pkt_private length in 64-bit quantities
*/

#i f def

_LP64

#def i ne PKT_PRIV_SI ZE
#define PKT_PRI V_LEN

#el se /[ *

I LP32 */

#def i ne PKT_PRI V_SI ZE
#def i ne PKT_PRI V_LEN

#endi f

#def i ne PKT2CMD( pkt)
#def i ne CVD2PKT( cndp)

#def i ne EXTCMDS_ STATUS S|

/*
* get

*

#def i ne MPTSAS_GET_I TEM OFF(type,

/

* Ok ok k k k

of fset of

addr ess.
meanl ess,

WN D provided by LSI
| EEE NAA standard fornat,
According LSI's confirnation,
so the consensus between Solaris and OBP is to replace top nibble
of VWA D provided by LSI

* format unit address.

*/

2
16

1
8

((
((
1 Z

fi

/* in bytes */

/* in bytes */

struct nptsas_cnd *)((pkt)->pkt_ha_private))
struct scsi_pkt *)((cndp)->cnd_pkt))
E (sizeof (struct scsi_arg_status))

itemin structure

menber) ((size_t)(& (type *)O0)->nmenber))

rmmare is generated by firmware but the WND is not
OBP has no chance to distinguish format of unit
the top nibble of RAID WND is

to "3" always to hint OBP that this is a RAID WND

#def i ne MPTSAS_RAI D_ WA D( wwi d) \

((wi d~& OxOFFFFFFFFFFFFFFF) | 0x3000000000000000)

typedef struct nptsas_target {

ui nt 64_t

npt sas_phynask_t
/ *

* mdr_flag is a flag for

m sas_wan;

1sas_ /* hash keyl */
m phymask;

/* hash key2 */

DR, nake sure the nenber

* take the place of dr_flag of nptsas_hash_data.
*
/

/*
* For

t he common case,
* protected by the per hba instance nutex.

mdr_flag;

m devhdl ;

m devi cei nf o;
m _phynum

m dups;

m timeout;

m tinmebase;
mt_throttle;
m t_ncnds;

m reset_del ay;
mt_nwait;

/* dr_flag */

mqfull _retry_interval;
maqfull _retries;

m _encl osure;

m sl ot _num

m_t gt _unconfi gured;

the elenents in this structure are
In order to make

new

215
216
217
218

212
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* the key code path in ISR |ockless, a separate nutex is
* introdeced to protect those shown in ISR

*/

kmut ex_t mtgt_intr_nutex;

} nptsas_target_t;

____unchanged_portion_onitted_
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/*
* The followi ng defines are used in nptsas_set_init_node to track the current
* state as we progress through reprogranmmng the HBA fromtarget node into
* initiator node.
*/
#def i ne | QUC_READ_PAGEQ 0x00000100
#def i ne | QUC_READ_PAGE1l 0x00000200
#define 1 QUC_WRI TE_PACEL 0x00000400
#defi ne | QUC_DONE 0x00000800
#defi ne DI SCOVERY_I N_PROGRESS  MPI 2_SAS| OUNI TO_PORTFLAGS_DI SCOVERY_I N_PROGRESS
#def i ne AUTO_PORT_CONFI GURATI ON MPI 2_SASI QUNI TO_PORTFLAGS_AUTO_PORT_CONFI G
/*
* Last allocated slot is used for TMrequests. Since only mmax_requests
* franes are allocated, the last SMD will be mmax_requests -
*
#defi ne MPTSAS_SLOTS_SI ZE(npt) \

(sizeof (struct nptsas_slots) + (sizeof (struct nptsas_cnd *) * \
npt - >m _max_r equest s) )
#defi ne MPTSAS_TM SLOT( npt) (npt->m nax_requests - 1)

typedef struct nptsas_slot_free_e {

processorid_t cpui d;
I nt slot;
i st _node_t node;
} nptsas_slot_free_e_t;
/*
* each of the allocq and releaseq in all CPU groups resides in separate
* cacheline(64 bytes). Miltiple mutex in the same cacheline is not good
* for perfornance.
*
typedef union nptsas_slot_freeq {
struct {
kmut ex_t m f g_nut ex;
list_t mfq_list;
int mfq_n;
int mfq_n_init;

}s;
char pad[64];
} mptsas_slot_freeq_t;

typedef struct nptsas_slot_freeq_pair {
npt sas_sl ot _freeq_t m sl ot _al | ocq;

npt sas_sl ot _freeq_t m slot_releq;
} mptsas_slot_freeq_pair_t;
/*
* Macro for phy_flags
*/
typedef struct smhba_info {
kmut ex_t phy_nmut ex;
ui nt8_t phy_id;
ui nt 64_t sas_addr;
char path[ 8] ;
uint16_t owner _devhdl ;
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607
608
609
610
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613
614
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616
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ui nt16_t attached_devhdl ;

uint8_t attached_phy_identify;

ui nt 32_t attached_phy_i nfo;
uint8_t programed_l i nk_rate;

ui nt 8_t hw_l'ink_rate;

uint8_t change_count ;

ui nt 32_t phy_i nfo;

ui nt 8_t negotiated_link_rate;

ui nt 8_t port_num

kstat _t *phy_stats;

ui nt 32_t i nval i d_dword_count;

ui nt32_t runni ng_di sparity_error_count;
uint32_t | oss_of _dword_sync_count;
ui nt 32_t phy_reset _probl em count;
voi d *npt ;

621 } smhba_info_t;

654
656
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660
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664
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666
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669
670
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679
680
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682
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653 typedef struct nptsas {
int

__unchanged_| portl on_omtted_

m_ i nst ance;

struct nptsas *mnext;

scsi _hba_tran_t *mtran;
snmp_hba_tran_t *m snptran;
kmut ex_t m_nut ex;

kmut ex_t m passt hr u_nmut ex;
kcondvar _t mc

kcondvar _t m passt hru_cv;
kcondvar _t mfw cv;
kcondvar _t m config_cv;
kcondvar _t m fw diag_cv;
dev_info_t *m_di p;

/*

* soft state flags
*/
uint_t m softstate;

struct nptsas_slots *m active; /* outstanding cmds */

npt sas_cnd_t *m wai tq; /* cnd queue for active request */
npt sas_cnd_t *mwaitqtail; /* wait queue tail ptr */

kmut ex_t m_t X_wai t g_mut ex;

npt sas_cnd_t *mtx _wai tq; I* TX crd queue for active request */
npt sas_cnd_t **mtx_waitqtail; /* tx_wait queue tail ptr
int mtx_draining; /* TX queue draining flag */

npt sas_cnd_t *m doneq; /* queue of conpleted conmands */
npt sas_cnd_t **m donet ai | ; /* queue tail ptr */

kmut ex_t m passt hru_mut ex;

kcondvar _t m passthru_cv;

/*

* variables for hel per threads (fan-out interrupts)
*/

npt sas_doneq_t hread_| i st _t *m doneq_t hread_i d;

ui nt32_t m doneq_t hread_n;

ui nt 32_t m doneq_t hread_t hr eshol d;

ui nt 32_t m_doneq_l engt h_t hr eshol d;

ui nt 32_t m doneq_I en;

kcondvar _t m doneq_t hread_cv;

kmut ex_t m doneq_nut ex;

int m _ncnds; /* nunber of outstanding commands */
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m event_struct_t *m.ioc_event _cndg; /* cmd queue for ioc event */
m event_struct_t **m.ioc_event _cmdtail; /* ioc cnd queue tail */

ddi _acc_handl e_t m dat ap; /* operating regs data access handle */

struct _MPlI 2_SYSTEM | NTERFACE_REGS *mreg;

ushort _t m devi d; /* device id of chip. */

uchar _t mrevid; /* revision of chip. */

uint16_t m svi d; /* subsystem Vendor |D of chip */
uint16_t m ssi d; /* subsystem Device ID of chip */
uchar _t msync_offset; /* default offset for this chip. */

tineout _id_t m qui esce_ti nmeid;

ddi _dma_handl e_t m dma_req_franme_hdl;
ddi _acc_handl e_t m acc_req_frane_hdl;
ddi _dma_handl e_t m dma_reply_frame_hdl ;
ddi _acc_handl e_t macc_reply_franme_hdl;
ddi _dma_handl e_t m dma_free_queue_hdl ;
ddi _acc_handl e_t m acc_free_queue_hdl ;
ddi _dma_handl e_t m dma_post _queue_hdl ;
e_| "t

ddi —_acc_handl m acc_post _queue_hdl ;

/*

* Try the best to nake the key code path in the | SR | ockl ess.

* so avoid to use the per instance nmutex mnmutex in the ISR Introduce
* a separate mutex to protect the el ements shown in ISR

*/

kmut ex_t m i ntr_mnut ex;

*

* |list of reset notification requests
*/
struct scsi_reset_notify_entry *mreset_notify_ listf;

/*
* qfull handling
*/

tinmeout _id_t mrestart_cnd_tineid;

/E scsi reset delay per bus

ui ﬁn _t m scsi _reset_del ay;

int m pm i dl e_del ay;

uchar _t mpolled_intr; /* intr was polled. */

uchar _t m suspended; /* true if driver is suspended */

struct knmem cache *m knem cache;
struct kmem cache *m cache_franes;

/*

* hba options.

*/

uint_t m opti ons;

int m_i n_cal | back;

int m power _| evel ; /* current power |evel */

int m busy; /* power nanagenent busy state */
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758 of f _t m pnesr_of fset; /* PMCSR of fset */

760 ddi _acc_handl e_t m config_handl e;

762 ddi _dma_attr_t mio_dma_attr; /* Used for data I/0O */
763 ddi _dma_attr_t m nmsg_dma_attr; /* Used for message franes */
764 ddi _devi ce_acc_attr_t m dev_acc_attr;

765 ddi _device_acc_attr_t mreg_acc_attr;

767 /*

768 * request/reply variabl es

769 */

770 caddr _t mreq_frane;

771 ui nt 64_t m req_frame_dma_addr;

772 caddr _t mreply_frane;

773 uint 64_t m reply_frame_dma_addr;

774 caddr _t m free_queue;

775 ui nt 64_t m free_queue_dma_addr;

776 caddr _t m _post _queue;

777 uint64_t m post _queue_dna_addr;

779 mreplyh_arg_t *mreplyh_args;

781 uint16_t m_mex_requests;

782 uint16_t mreq_frame_size;

784 /*

785 * Max frames per request reprted in | OC Facts

786 */

787 ui nt 8_t m_max_chai n_dept h;

788 /*

789 * Max frames per request which is used in reality. It’s adjusted
790 * according DVA SG length attribute, and shall not exceed the
791 * m_nmax_chai n_dept h.

792 */

793 uint8_t m_max_request _franes;

795 uint16_t m free_queue_dept h;

796 uint16_t m _post _queue_dept h;

797 uint16_t m _max_replies;

798 ui nt 32_t m free_i ndex;

799 uint32_t m _post _i ndex;

800 uint8_t m reply_frame_size;

801 ui nt 32_t m_ioc_capabilities;

803 /*

804 * indicates if the firnware was upload by the driver

805 * at boot tine

806 */

807 ushort_t m_f wupl oad;

809 uint16_t m _productid;

811 /*

812 * per instance data structures for dma nmenory resources for
813 * MPI handshake protocol. only one handshake cnd can run at a tinme.
814 */

815 ddi _dma_handl e_t m _hshk_dnma_hdl ;

816 ddi _acc_handl e_t m_hshk_acc_hdl ;

817 caddr _t m_hshk_nenp;

818 size_t m_hshk_dma_si ze;

820 /* Firnmware version on the card at boot tine */
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#i f def

#el se

#endi f

ui nt32_t m fwersion;

/* MBI specific fields */

ddi _i ntr_bhandl e_t *m_ht abl e; /* For array of interrupts */
int mintr_type; /* \Wat type of interrupt */
int mintr_cnt; /* # of intrs count returned */
size_t m.intr_size; /* Size of intr array */
ui nt _t mintr_pri; /* Interrupt priority */
int m.intr_cap; /* Interrupt capabilities */
ddi _taskq_t *m event _t askq;
/* SAS specific information */
uni on {
ui nt 64_t m base_wwi d; /* Base WA'D */
struct {
_BI G_ENDI AN
ui nt 32_t m base_ww d_hi ;
ui nt32_t m base_ww d_| o;
ui nt32_t m base_wwi d_| o;
ui nt 32_t m base_wwi d_hi ;
} sasaddr;
} un;
uint8_t m_num phys; /* # of PHYs */
npt sas_phy_i nfo_t m _phy_i nf o[ MPTSAS_MAX_PHYS] ;
ui nt 8_t m port_chng; /* initiator port changes */

MPI 2_CONFI G_PAGE_MAN_0

_ > | = VAN m_MANU_pageO; /* Manuf actor page O info */
MPl 2_CONFI G_PAGE_MAN_1

m_MANU_pagel; /* Manufactor page 1 info */
/* FNA Capabilities */

int m fm capabilities;
ddi _taskq_t *m. dr _t askq;
int m_npxi o_enabl e;
uint8_t m done_traverse_dev;
uint8_t m done_traverse_snp;
int m di ag_acti on_i n_progress;
uint16_t m dev_handl e;
ui nt16_t m snp_devhdl ;
/*

* Event recording

*

/

uint8_t m event _i ndex;
ui nt 32_t m event _nunber;
uint 32_t m event _mask[ 4] ;

npt sas_event _entry_t m event s| MPTSAS_EVENT_QUEUE_SI ZE] ;

/*
* FWdiag Buffer List
*
/
npt sas_fw_di agnosti c_buffer_t
m fw diag_buffer_list[MI2_D AG BUF_TYPE_COUNT] ;
/*
* Event Replay flag (MJR support)
*/
uint8_t m event _repl ay;

/*
* | R Capable flag
*/

uint8_t m.ir_capabl e;
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887 /*

927 * rel ease and all oc queue for slot

928 */

929 int m slot_freeq_pair_n;

930 npt sas_sl ot _freeq_pair_t *m sl ot _freeq_pairp;

931 npt sas_sl ot _free_e_t *m sl ot _free_ae;

932 #define MPI _ADDRESS COALSCE_MAX 128

933 pMpi 2Repl yDescri pt or sUni on_t mreply;

935 /*

888 * |s HBA processing a diag reset?

889 */

890 uint8_t m.in_reset;

892 /*

893 */per instance cnd data structures for task managenent cnds

894 *

895 m event _struct _t m event _t ask_ngnt ; /* nust be last */
896 I* scsi _pkt _size */

897 } nptsas_t;
____unchanged_portion_onitted_




